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Scale goals

Bob – two conversations in the industry: (1) interoperability models shouldn’t require an intermediary (due to cost/control) (2) interoperability models should include an intermediary b/c they solve administrative problems like onboarding, managing trust relationships, etc. We acknowledge that we will have to support both, at least in the immediate future. The question is what are the requirements for each?

Goals:
· Support a mixed model (point-to-point, gateways, and via intermediaries)
· Bob - we have a mixed model today and we aren’t trying to break it
· Support intermediaries when they add value for the participants
· Establish scaling requirements for both point-to-point and intermediaries
· Assumption that real-time response (e.g. a few seconds or less) is required to solve workflow problems
· Bob – Finding out something at the point of care (e.g. while ordering, making a decision, preparing to see the patient) is quite different than doing it after the patient has left the practice. Even lab ordering may involve multiple transactions. One of the biggest issues for labs is prior authorization and clinical documentation. Represents a huge cost. If prior authorization occurs in the clinical workflow at the time the provider orders a lab, it solves downstream problems for the lab. We’re changing where something occurs, and the only way it will change is if it is done in real-time. If you have a long delay, there is no incentive to change workflow at all.
· Assumption that transaction volume will increase geometrically as we support real-time access in clinical workflow
· Murta – transaction volume may be exponential rather than geometric. There will be an additional number of transactions for every classic administration role
· Bob – assumption that real-time transactions will change workflows. Ability to do things in real time will have a tremendous impact on volume

Bob – what do we have to solve to scale point-to-point connections?
· Murta – If you have good versioning/directory services, point-to-point isn’t challenging. Having to ping the capability statement or version information of the local device makes the process costlier vs. having the information available via a directory service.
· Walonoski – Authorization. Having to authenticate or follow OAuth flows for every connection is painful.
· Murta – isn’t that true when using an intermediary as well?
· Bob – no because you only have to authenticate to the intermediary, and then they deal with the authentication to the endpoint
· Matt – in all cases the OAuth transaction is “expensive” and we will have to figure out how to scale it
· Bob – if I use an intermediary for all of my transactions, then only having to authenticate to the intermediary makes the process simpler. It is the intermediary’s job to figure out what the endpoint is. Using an intermediary eliminates a lot of overhead, e.g. endpoint discovery, authentication & authorization (and how to do it among multiple parties), determining endpoint services, version support, etc. However, there are financial costs and opportunity costs (e.g. I can only connect to entities that are also connected to the intermediary)
· Alex – need to understand the query syntax and parameters available at the endpoint. Likely will not be able to find all of the same information in the same way at every endpoint.
· Bob – assuming endpoints are implementing standard versions based on ONC certification requirements, what variability is there among the endpoints other than the services they offer (e.g. support for a particular IG)? At the base level, they should all be supporting the same federally required APIs and profiles
· Walonoski – for example, OAuth scopes are different across different vendors. Depending on what scopes you include, will impact what data you have access to. Also, ONC rules will likely only cover a small percent of the FHIR spec. Developers will look at all of the search parameters. Also variability in how developers implement or support searches. There are reasons to use more advanced searches that may not fall under regulatory requirements.
· Bob – do intermediaries solve those problems (search parameters and optional elements)?
· Walonoski – A savvy intermediary may know how to appropriately use scopes when connecting to an endpoint. Search is more challenging because they would have to interpret what the user is trying to find and then customize the query for different endpoints
· Alex – The issue is similar to versioning. There is optionality in the standard that is then implemented in different ways. It sort of creates different versions of the standard even if they are all compliant with the base spec. Consider the validated healthcare directory IG which has a number of optional search parameters.
· Bob – how can an entity discover which search parameters are supported?
· Alex – from the CapabilityStatement
· Bob – How does that work if different IGs have different search parameters for the same resource? Can I tell which have been implemented for a particular IG or just overall?
· Alex – each endpoint would likely represent a single IG
· Bob – If I have 4 IGs and each use the same resource but include different search parameters, what does the CapabilityStatement say? Does it just say that the server supports a particular IG and therefore the search parameters that are in the IG, at least the required ones?
· Becker – That is how we do it
· Alex – error handling
· Walonoski – patient matching
· Bob – availability and response time
· Alex – consent
· Bob – and privacy
· Becker – security, e.g. certificate maintenance
· Bob – e.g. making sure we support the same version of TLS
· Bob – supported operations (e.g. subscription, messaging, etc.)
· Walonoski – terminologies
· Alex – will terminologies be standardized if we have a mandated base spec?
· Walonoski – maybe for profiles covered by USCDI, but not others
· Bob – even if we have a defined set, both ends may not support the same things
· Walonoski – there is also some flexibility, e.g. permitted to use ICD and SNOMED or ICD and CPT
· Alex – are we assuming that all requests/responses use the same channel and are treated equally? Or are there network operations activities such that if I receive many inbound requests for data, I can appropriately triage and respond to maintain performance
· Bob – I could have more than one endpoint, e.g. one for consumer access and one for provider access. Depending on how you authenticate & authorize, a system could split the flow internally
· Walonoski – probably falls under the “availability and response time” category
· Bob – which of these do we reasonably expect intermediaries to solve? Probably error handling, patient matching, maybe terminologies
· Alex – they might address supported operations by offering a pseudo-subscription service, e.g. one that isn’t based on an actual subscription at the endpoint but rather a service offered by the intermediary to query the endpoint 10x a day
Bob – intermediaries may have different forms, what if you had 3rd party software that dealt with a lot of these incompatibilities?
· Walonoski – like a great library that does it all for you
· Bob – yes, like Edifecs or Intersystems. Software that understands the different endpoints and keeps the mapping up to date. Not a transaction intermediary, more like a gateway. Do we have a different set of thoughts if we have such an intermediary?
· Walonoski – probably not different, you are just moving the complexity to a different actor. But you still have to deal with it.
· Bob – right, the complexity of point-to-point still has to be solved no matter who does it. The more we have good, highly constrained standards, the less impact it has on variability. E.g. highly constrained terminologies makes that less of a problem; if I had a single patient identifier I don’t need to worry about patient matching

Bob – how are OAuth scopes being implemented?
· Walonoski – different vendor sandboxes have different scopes. Sometimes you can do patient/*.read, sometimes you have to enumerate the individual resources, sometimes there is a patient scope or user scope. Each time you connect to a particular vendor (e.g. as a SMART app), you need to know exactly which scopes to send so that the queries built into your tool can function. Sometimes you have to have “if vendor A, run this search query. Else if vendor B, run this slightly different search query”
· Bob – have you seen vendor scopes at a level of detail below the resource level? E.g. can only access records with a particular value for a CodeableConcept
· Walonoski – I have not seen that
· Bob – Epic is looking at doing that (Isaac presented about it on the last HL7 Security WG call)
· Walonoski – so I could have a scope only for BMI observations?
· Bob – yes, could scope the results based on the type of test.
· Walonoski – might be ok depending on whether it’s required. Everybody has to support the common denominator
· Bob – I agree, scopes are a challenge. The more detail we have in scope, the more challenging the implementation. Broad patient or provider access is relatively straightforward. We understand resource-based scopes. While scopes based on values in a resource may make sense, e.g. access to only vitals, there is the potential for a lot of complexity across all of the resources. Can we manage at that level? We can’t even agree on terminology/value lets, let alone scopes based on them
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What do we need to solve to scale point-to-point?
· Endpoint determination (e.g. directory)
· Determine endpoint services and version support
· Solve authentication and authorization
· OAuth scopes
· Support for search parameters and optional elements
· Error handling
· Patient matching
· Availability and response time (ability to support volume) (ability to support different services to solve volume challenges, e.g. consumer vs. provider access, different endpoints or internal routing based on authentication & authorization)
· Privacy and consent
· Supported operations (e.g. subscription, messaging, etc.)
· Terminologies (other than US Core required and must support elements)
· Terminologies when multiple are supported and/or value sets are poorly defined
Intermediary
· Financial and opportunity cost (can only do what the intermediary supports)
· Advantage – do not need to deal with endpoint discovery, authentication & authorization (except to the intermediary) or determining endpoint services and support
· May be able to solve some of the OAuth Scopes issues
· Search parameters and optional elements may still be a significant problem
