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PROCEEDINGS
Agenda Item:  Welcome
MR. ERIC LARSON:  Okay, if everybody will take their seats, we'll get started here.  Anybody still having trouble with Internet?  You are.  You and you.  Okay.  Scott?
MR. SCOTT SHORTER:  So for people with Internet problems, I'm not NIST IT, but what worked for me was connect to NIST Guest, like it says, for sure, and then I navigated.  My browser wouldn't like automatically take me to the user agreement.  But when I navigated to the IP address 2.2.2.2, that took me there.  So, Godspeed, may that work for you.
MR. ERIC LARSON:  2.2.2.  Okay.
Okay.  Again, welcome.  Thank you again for showing up, Day 2.  Appreciate it.  Hope folks that went to Dogfish had a good time, and if you didn't, I hope you're well rested.
So the rest of the day, this session is going to be going over the blockchain challenge winners.  We have six presentations and a panel, and I think that's about it.  I don't know.  With that, I would like to introduce John Snyder, Director of Standards, Implementation, and Testing Division at ONC.  He'll give some opening remarks, and then we'll move over to Kyle.
[Applause.]
MR. ERIC LARSON:  Yeah, clap.  I'm sorry.  That's right.
Agenda Item:  Opening Remarks
MR. JOHN SNYDER:  Thanks, everyone.  So we've made it to Day 2.  That's good.  You survived the Monday night libations and the debate.
Yesterday, we heard a lot of great things, a lot of interesting emerging inchoate technologies.  I wanted to join everyone in thanking Deb Bucci and her team for facilitating and arranging all of this.  And also Elaine Barker at NIST.  They've done a great job here with the facilities.
You know, I thought this morning when I came in, if there is an afterlife and if I die and come back, I want to come back as a deer at NIST.
[Laughter.]
MR. JOHN SNYDER:  Yeah.  So, you know, we heard some predictions yesterday, too, and it's easy to look ahead, and we need to look ahead.  That's really what we're all about.  I think in 5 years that we'll back at this workshop, in fact, and we'll say, "Yeah, we were there when."  You know, we incubated this -- the concepts and the distributed ledger technologies that I believe will mature and become stable state.
You know, we can't predict the future, but we can certainly influence it.  And, but we have to be careful, and you know, it's interesting that when we think about what's ahead, it's always wise to look back on what has passed, and we can learn from that.
And some of the interesting prognostications that I pulled up for technologies of the past, I'll read some of these to you.  You know, in 1834, the Times of London wrote about the stethoscope, the new technology of the day, "That it will ever come into general use is extremely doubtful."  In 1873, they said no surgeon will ever operate on the heart or the brain.  In 1883, they said X-rays will prove to be a hoax.
More recently, the balloon angioplasty will never work in 1976.  That's the, you know, the common stent procedure that is ubiquitous today.  This year, I read that blockchain is not ready for prime time.  There may be some truth in that.
I also read this year that blockchains cannot handle privacy at all.  Well, we learned yesterday that may be not the case.  So we're in the position to prove those pundits wrong, and but we have to be careful.  You know, while blockchain is at the peak, I saw on Gartner's Hype Cycle, those of you that are familiar with that, there's a peak of inflated expectations.  Blockchain is at the top now.
So, you know, we'll have to be careful and be pragmatic.  We're all looking for the next disruptive technology, the next killer app.  But you know, when we look at by analogy the things that occur over time and technologies, it's more likely a stepwise progression.
You know, the analogy I like to employ is that of the automobile from 1906 to 2016.  It's been very stepwise.  You know, there hasn't been any radical, disruptive things that have occurred, but we certainly have a better automobile today than we did in 1906.
And so it's all about really managing expectations.  And I think that there's a role for Government certainly as we go forward.  You know, our role is to set the stage, to develop the supporting standards, generating ideas for blockchain applications in Government.  You know, writing necessary regulations when regulation is needed.
And what we call on industry to do is to be pragmatic, incremental, agile, and most importantly, I think, under promise and over deliver.  You know, it's so easy to get caught up in the hype, but we should guard against that.
My colleagues in ONC, often I hear some say, "Well, why can't they just get that done?"  Right?  We just need to -- you know, "They just need to go do it," like speaking of some, you know, aspired technology or interoperability aspiration.  But my response is to that thinking of "We want it all, and we want it now," like the typical business owners that we deal with, is I often ask them, "Well, have you ever supported a working hospital?"
And if the answer is no, well, then I understand where they're coming from.  But those of you that have worked in and support hospitals understand that it's -- that moving any cheese in a hospital is not a trivial task.  You know, even changing one field in your EHR is nontrivial.  It's a big deal.  It's not easy.
So you know, we'll work that way with blockchain, and I think as this workshop demonstrates, that blockchain is ready for prime time, but in a stepwise, methodical, pragmatic way.  And I think we see, too, that as standards emergence withstand the test of time, the ones that do are those that happened organically.
So let's do pilots.  Let's make small incremental progress and move on to the next workshop, when I hope that we'll come back and look at the progress that we've made since this initial one.
So thank you very much, and let's start with Day 2.
[Applause.]
MR. ERIC LARSON:  Okay, one other housekeeping announcement that I did forget about.  There's another group here that actually did pay for coffee and food.  So that's not ours out there.  You have to go to the cafeteria, unfortunately.
So next, we have Kyle Culver from Humana that's going to be speaking.  Feel free.  Welcome, Kyle.
[Applause.]
Agenda Item:  ONC Challenge Presentations:  Blockchain Technologies:  A Discussion on How the Claims Process Can Be Improved
MR. KYLE CULVER:  Hello, and good morning.  My name is Kyle Culver, and I would like to start by thanking the NIST and ONC for hosting this event, bringing us together so that we can collaborate on how blockchain technologies can be used to advance healthcare.
I think it was a great first step to have the open white paper challenge and solicit ideas across this space so we can kind of understand where these technologies may fit.  When I say "open white paper challenge," I mean really open.  I mean so open, in fact, that somehow I got up here.
So a little more about me.  From an academic perspective, I have a master's of engineering in computer engineering and computer science as well as an entrepreneurial MBA.  I don't say that because I think anybody really cares about my academic history, but I do think that that kind of sets up the flow of this presentation and the paper with trying to paint the opportunity as well as some of the software engineering concepts behind that.
I know that -- or I am the founder and chair of Humana's "blockchain gang," and you know, within the organization of Humana, I'm part of the Business and Technology Leadership Team, aligned specifically with corporate functions, which entails consumer innovation as well.
I know I've said Humana a couple of times.  However, my paper was submitted as unaffiliated.  And the reason for that is that Humana is still working on its corporate point of view for blockchain.
And I will say, though, that I'm very encouraged and excited about the level of engagement I see from our senior leadership, with our CEO, Bruce Broussard, having a post on LinkedIn about the transformational opportunities of blockchain as well as our chief innovation officer, Chris Kay, giving the keynote at the Distributed Health Conference next week in Nashville.
And so it's that level of excitement within the organization that kind of motivated me to, you know, put some ideas together and really pick a position and submit this white paper to the challenge.  And so when I started to think about how to put that together and how to frame it, I really wanted to focus on the opportunities within a specific space and try to put quantitative numbers to those opportunities.
And so the flow of this presentation will match that flow of the paper of really trying to outline some of the quantitative numbers within the claims process, you know, talking to some health components of blockchain.  I know that a lot of that was dug into yesterday, but we've slept since then.  So some of that may have been forgotten.
And so I won't dig in too much, but then kind of putting that together and then going through the solution that I proposed that can kind of realize some of those opportunities.
And so when we start thinking about what blockchain has been, you know, used for and proven, it's been a lot more closer to that financial space.  So when we turn and look at healthcare and we start to look at, you know, the financial mechanism of claims within the healthcare space, and what are some of the opportunities there?
And we look and we see, you know, from the patients' view, they see the stakeholders of the providers and health plans and the Government.  They also see, you know, some complexity within the products and understanding what exactly they've purchased and how that works, as well as needing the information associated to accumulations and those things in order to really have an accurate understanding of their cost share.
We also see friction and overhead with communication and interoperability between the different stakeholders in the process.  And so when I was trying to go through and paint this picture, I saw a lot of the numbers were related to this billing and insurance-related admin cost.  And so a lot of the numbers throughout the presentation and the paper are really focused on that area.
And so we're going to go through this and look at each of the different stakeholders and kind of paint the opportunity from that lens.  And so when we start with the provider and we look at the relationships and interactions that they need to have, they have this interaction, right, with the health plan and the need to submit claims and get reimbursed from claims and interactions back and forth there, as well as, you know, the contracting interaction.
And then we have this experience that they're trying to provide to the patient.  And so they're saying, hey, you know, you need healthcare services, and the patient is obviously thinking, "What's this going to cost?  What's this going to be out of my pocket?"
And that's a very complex conversation to have.  It's not impossible.  The data is there and available. However, the barrier to get to some of that data and give really accurate numbers causes sometimes that conversation to not be the best experience.
And so that also, you know, causes a drive to -- for the patient, right?  And so that patient now is not getting information that they need.  So now they have a need to go and try to reconcile that information for themselves.
And so when we look at what the back office of that provider integration with the health plan and the totals there of, you know, $300-plus billion, and apologize while I read, but just a level set of when we're talking about BIR and what that includes, these are the things that kind of go into that.
Contracting with insurers and subcontractor providers, maintaining benefits databases, determining patient insurance and cost sharing, collecting copayments, formulary, and prior authorization, coding of services delivered, checking and submitting claims, receiving and depositing payments, appealing denials and under payments, collecting from patients, negotiating end-of-year resolution of unsettled claims, and paying subcontractor providers.
And so when we look at those things and you think as a patient, resources are being -- you know, a tremendous amount of resource is being dedicated to those administrative things.  And then when we turn and we start to look at, you know, from this patient lens, they went to the provider.  They haven't been able to get the information they need from the provider.
So they're under informed.  But they're in the position where they have to figure out where these costs lie -- Who's charging me for what? -- and really reconcile that information.
And there's a timeliness of communication.  Certainly, if you have multiple events that haven't gone all the way through the lifecycle and trying to apply that, you know, to this complex computation.  And what that ends up with is a patient experience that's rife with mistrust and frustration and even resignation.
And then we compare that or we also add to the fact that costs are rising.  And so now we have rising cost.  We have this poor experience or this non-optimal experience, you know, and it's just adding to this desire from people to turn to the President and Congress and say, "Here is what I need.  I need more transparency in healthcare.  We're talking about healthcare?  I need to know more about cost."
And then when we look at the stakeholder of, you know, the health plan, and they're the intermediary in this process.  And I know yesterday, we spoke about blockchain and some of the value that it provides, and one of those value props is being able to have an intermediary step out of a process.
And so they're as the intermediary and selling this product to the patient as well as managing all these interactions with the provider, and then, you know, adhering to all the regulations in the space and ensuring that they're compliant with those regulations.  And so that, in itself, drives cost.
And so when we're looking at those projections of cost, we're close to $200 billion.  And so now we have $200 billion kind of within this health plan space for private insurers as well as $300 billion-plus within the provider space.  So we're talking about some fairly large numbers of opportunity, and I'm not saying that blockchain is going to completely remove all that and bring it down to zero or solve all those problems.  But it is a way to, you know, kind of work through realizing some of those opportunities.
And then when we move to, you know, the last stakeholder we'll talk about was Government regulation and looking at some of the opportunities within that space.  Currently, when they're going and getting data to audit, that is not a real-time process for the most part, and it's not a process that looks across all the data.
And so the opportunity is there, if that data can be found and looked at and audited with real-time analytics, to be able to spot things faster and to be able to stop trends before they occur.  And we know that, you know, there's a lot of fraud, waste, and abuse that's going on because of the tens of billions dollars that are being returned to these programs.
And so now that we've spent a little time talking about the opportunities across the different stakeholders, let's take a second to look at Blockchain technologies. And when I'm saying "Blockchain technologies" with a capital "B," you know I'm referring to that collection of technologies not specific to that lowercase "b's" block space chain that's the distributed database underneath of it.
And more looking toward that paradigm shift of these decentralized peer-to-peer and these other components, and we're looking at that, and we're talking about that distributed database and what it enables with that tamperproof, very transparent dataset that, you know, we have there.
And then we need to secure that data, right?  We need to ensure that it maintains privacy, and so that's where the public key cryptography comes in, adding on top of that layer.  But we need a way to share it, and so we need to share that across the different participants, and that's where that, you know, peer-to-peer network comes in.
And so now we have the data, and all the peers have access to it, but we need the ability to execute logic, right?  We need to move the $5 from Bob to Alice.  Or potentially, we need to adjudicate a claim. And that's where smart contracts come in.
But now that we don't have an intermediary in the process, we need consensus.  We need the consensus from the different participants, and that's the last part.  And so we know that there's been a lot of talk about the maturity that's needed, and I completely agree, and I think there's a lot of maturity that's needed.
However, I think we can take some comfort in the fact that Bitcoin has been running as well as it has for as long as it has.
And so when we look at our current state and this very, very simplified version of our current state, we have these different stakeholders that currently need and do communicate, right?  But there's a lot of smaller circles, right?  There's a lot of different health plans and payers, as well as well lot of different providers, as well as different forms of regulation entities.
And so there's all this communication that's going on.  And with each of those point of communication, now we have overhead, and we have a different point of integration and a different, you know, resiliency or service-level agreement or different things with all those different interdependencies and connections.
And so when we add blockchain to that, and now we have this node, this set of nodes where they can go and access that distributed database that has the information which they need.  And so for the purposes of solution, what I'm saying is those nodes would have the blockchain data, which would hold the accumulation information or access to go get the accumulation information in the smart contracts.
And the smart contracts in this space is what's needed to adjudicate that claim.  And so, in this, now all the participants would have access to have visibility into the adjudication logic, and so when we're talking about interoperability and looking at that, previously, when we talk about interoperability, we're really just talking about data and sharing information.  But this gives the opportunity to share access to that logic as well, which I think is a very powerful thing and a pretty powerful shift of the paradigm.
And then when we -- but there will be a need to still have, and we were talking about this yesterday, the APIs and the off-chain communication.  Certainly, as this technology matures and as we're trying to make sure that it's secure and private, trying to limit the amount of information as we grow and understand what we can put on there and how we can secure it.
But once we get this data and it's available, now we have access to be able to really have transparency and audit and ensure that those transactions are compliant and catch things earlier so that we can stop some of those trends that are occurring.
The other piece that is as we're looking at this data and what we can add, you know, the neat part is, you know, since it is data that's shared, and it's just information, we can't add fictional records, as we do with other processes, and adding fictional records or salts in order to make it harder to find the real information.
Now I know there's some complexity to that, and I know there's a lot of other tools as well that we can use to try to secure that data.  I think yesterday, we were talking about using multiple identifiers for the same person and things of that nature.  But I think we can also leverage salts in order to kind of add, you know, the haystack on top of the needles, you know, to use that analogy.
And so from a high level, this is the solution and the different components of that.  You know, very conceptual, aspirational solution.  And when we look at digging into a couple of the other pieces and looking at what's needed for the smart contract, we need to be able to have or encapsulate that relationship between the patient and the health plan as well as the health plan and the provider.
And then we also have an opportunity to, you know, also have agreements between the patient and the provider.  And so with those and access to those, it can be the foundation to build other tooling to enable that better provider experience for the patient and access to that information as well as a better experience for patients to be able to go and reconcile that information for themselves.
Because now we have access to the real-time accumulation within the data of the blockchain, if those claims output are being written to that, and now we have this transparent, testable, repeatable process because we've moved from this legal language into programmatic language.
There's still going to be a need, you know, to figure out what we're going to do with security.  And so in the proposed solution, it's talking about limiting the access to that data, making it more of a permissioned access or a consortium, you know, still leveraging the public encryption and the tokenization, paying attention to who is executing the logic within the participants so that it's not a central entity that's still, you know, executing all the logic and maintaining the majority of the nodes so that there's not the collusions or some incentive to cheat by that entity.  And then, you know, talking about salting that blockchain again.
And so just for illustrative purposes, kind of talking through the data to be stored and looking at how we can tokenize the different stakeholders that are involved as well as some of the information that we can share.  I think that, you know, like we were saying before, we're going to have to be really careful with what's stored.  We're going to have to ensure that what's stored, you know, we can be secure and maintain privacy.
And then also the link to, you know, where we can get that off chain and adhering to standards like the FHIR spec or whatever standards we come to agree upon in order to go and be able to access that data because it's not going to help us any if we have this referential data that we can go and access.  But if they're all in the different standards, we're going to run up against the same barriers that we have right now.
And so with this, also trying to balance the access to the information so that research and innovation can occur and not, I think, just do the knee-jerk reaction of saying, "Well, we just can't put anything out there."  I think we need to research it, and I think that should be our starting point.  But trying to figure out ways in which can secure that information and kind of lower the barrier of entry.
I think right now a lot of our issue is related to we have these walled gardens of information and these different black boxes that execute the logic.  And so trying to pull that out and, as a whole, making it more of a transparent process.
And if we're walking through just a basic example and looking at, you know, kind of what's needed here, we need those contracts, right, to be deployed and accessible out on the blockchain.  We need to understand what product that patient is in or maybe the multiple products that that patient is in.  And we also need to understand that relationship and agreement between the provider and the health plan.
Once those are available, now when the patient walks in and is looking for, you know, services and trying to have that cost share conversation, the data is available to really drive that conversation, and tools can be built to equip the provider or the patient to go and find more detailed information and accuracy within understanding that process.
The only thing is now that when the claim is submitted, it can be executed by that, you know, decentralized process, and you know, reimbursement can occur in a lot shorter amount of time.  And the more people that move to this and the more adoption that we get within this space, the easier it's going to be to continue decreasing the amount of time between services and that reconciliation process ending.
And so when we look at a very high-level, you know, one of the things there is really paying attention from the patient experience perspective and trying to look at it as this is the experience not just of the patient, but we also have, you know, all these different stakeholders that have, you know, administrative cost in their integration as well as they're trying to understand and make something that right now is fairly complex, less complicated of an experience.
And by this, if we can reduce the overhead, you know, by adding blockchain and having this link to information, now you know the interoperability and the platform that we can build upon now is there.  And with that platform, we have the ability to accelerate innovation as well as research.
But when we look at the challenges, I think one of the biggest challenges that we're going to have is adoption.  When we look at how we compare, and I think this came up in a couple of different questions yesterday, well, couldn't we just do this with another technology?  And I think the answer normally is absolutely we can, but it might be a little more expensive.
Or is it so much more valuable that someone is going to adopt it?  And so that's where I was trying to go with claims and saying that we have these back office costs.  And if you can put it on paper and you can tell us about it, I can save you X, right, or we can decrease.  So now it's not, hey, jump on this new technology just because it's a new technology.  But let's go and try to save cost as well as eliminate some of the overhead for all the stakeholders.
And what that does is that gives us that platform now that we can start building some of these other ideas that have been presented.  And so when we looked at, you know, I think IBM had a great presentation talking about some of those different, you know, opportunities within the space, I think we're going to have to find a way in the door and drive that adoption so that those things can be built upon and built out over time.
But we're going to also have the challenge of standardization, and I know that there was some talk about, you know, standardization and looking at the W3C and those things, and I think that's something that's absolutely critical to making this a usable foundation and platform.
But we do need to be aware that it is a very immature and nascent technology, at least for the applications that I'm proposing here.  And there's going to be overhead with that.  There's going to be some pain points for that, and you know, I think at DevCon, you know, it was compared to a 1999 smartphone.
And so if you think about that in that context, the idea of looking at it and saying, you know, this is the vision, this is where we're thinking it can go potentially, right?  But we have to realize exactly where we are right now.
Another great analogy that I came across from a development perspective, and we're looking at how hard it is to really develop some of these things and reduce that barrier of entry for a developer to actually make usable apps.  You know, they were comparing it to you don't just develop the Web page.  You have to develop the Web page and the browser.
And so I think that struck home with me as far as, you know, until we can really get those tools in the hands of the majority of people where a lot of developers can use them at scale, you know, I don't think we're going to the level of innovation that we're looking for.
And I think security is always going to be a challenge.  We're always going to be competing with, you know, people who want to get access to this information that's very valuable, and they have, you know, an ulterior motive for getting at that data.
And so, in conclusion, here we have this aspirational goal of trying to have intermediaries that have stepped out of the situation, trying to figure out a good way to share this information in a secure way that balances research and innovation and access to information with governance, security, and control as well as, you know, trying to figure out and band together and figure out what this future platform looks like and the standards that are needed in place and the different scopes of responsibility for the different stakeholders.
And I think we're going to need that consortium or that group to really pull together because if we only have a couple providers in a health plan, you know, it's really not going to be able to draw the type of benefit that we need.  And so that benefit is going to continue to grow as more people use it.
And you know, now when we have that, though, the realizing of those opportunities and decreasing some of that back office cost, I think, you know, will give us that platform of the future.
And so I'd like to end with a quote from Bill Gates, where he says that "We really overestimate what we can do in a year and underestimate what we can do in 10."
And I think that we're at the beginning of this journey of looking at this technology and figuring out ways in which we can apply it, and you know, the solution I propose is kind of this back office let's see if we can reduce cost and use that to try to down the costing and drive that option.  However, there is this future of a better patient experience and, you know, a lot of great things that I think other people have spoken to.  And so I think it's just banding together and figuring out a way forward for that.
And so, with that, I'll end and turn it over for questions.
[Applause.]
DR. JONATHAN HOLT:  So Jon Holt from TranSendX.  Is this on?  Hello?
MR. KYLE CULVER:  I can hear you.
DR. JONATHAN HOLT:  All right.  So Jon Holt from TranSendX. I'm not shy about asking questions, as you can tell.
So you mentioned about cutting costs, and actually, just maybe just go through this thought exercise of for validating the claims using a smart contract, what would be like number of transactions?  Yesterday, we talked about the hash group could actually run 200,000 transactions per second, and I responded as far as, well, do we really need that?
How many claims -- let's just go through this thought exercise as far as how many claims per day does a typical, let's say, Humana process?  And what is the minimum unit necessary to run that smart contract and do the transaction either in Ethereum or in Bitcoin?  And what would actually that cost?
So if you were actually going to sell this to Humana, you know, the C Group --
MR. KYLE CULVER:  Right.
DR. JONATHAN HOLT:  -- like actually how much money are we actually talking about saving in processing claims versus how much actually the typical smart contract validation might cost theoretically in today's numbers --
MR. KYLE CULVER:  So are you trying to say as far as like just trying to understand the value of -- that could be realized within the opportunity versus the cost to deliver?
DR. JONATHAN HOLT:  Let's just run through this exercise as far as like each --
MR. KYLE CULVER:  Or the operating cost?
DR. JONATHAN HOLT:  You can't do a zero transaction in the blockchain.  It has to be, you know, a Satoshi unit or .001.
MR. KYLE CULVER:  Right.
DR. JONATHAN HOLT:  So even if you actually say that's the minimum transaction of that unit, and then you actually still have to pay for the gas to actually run through the smart contract.  And some of the validation requires leaps of hash functions --
MR. KYLE CULVER:  Right.
DR. JONATHAN HOLT:  -- it's like with Solidity.  It does take 4 million gas actually to run that validation of that hash.
MR. KYLE CULVER:  Right.
DR. JONATHAN HOLT:  So in the end, what's the sort of theoretical cost savings?  And have you actually even gone through that thought exercise or --
MR. KYLE CULVER:  I mean, I think it's hard to do at this point in time, to run through all those numbers.  I don't believe that the best starting point is looking at the current public implementations.  I think there's going to have to be nuances associated to what we're specifically trying -- like fit for purpose and trying to figure out what works, and then trying to limit that.
And so I don't know like all the details of what that would need, but I don't believe that we would like look toward one of the public implementations to try to learn from -- from a "this is what it's going to cost" either.
DR. JONATHAN HOLT:  I think that would be a great, you know, thought exercise to do today is just like, quick, how many transactions are we talking about using claims --
MR. KYLE CULVER:  Right.  And I think it would be in the millions.
DR. JONATHAN HOLT:  -- for a smart contract to actually to -- and then it's only get more expensive, you know?  The cost of either Bitcoin or Ethereum is going to go up, theoretically.
MR. KYLE CULVER:  Right.  But I think it's going to be more infrastructure for the people who are participating, which they currently have infrastructure to support their current adjudication processes, and more of giving this opportunity for, you know, a centralized adjudication process where the health plans can kind of step away, deploy the contracts, you know, and that being the end game.
But I do believe, you know, it's in the millions, and it will be a significant cost, and there's a lot of value, right, that's going to be in that process that's changing hands.
DR. JONATHAN HOLT:  Thank you.
DR. CHARLES KAPLAN:  Charles Kaplan.  I'm a primary care physician.
I'm really interested in how you diagrammed it where you have the healthcare payers and the governmental agencies and the providers kind of in this big wheel, and my question has to do with getting providers to adopt.  You know, it's sort of about aligning incentives, and obviously, from a claims processing point of view, there's a huge incentive to get more transparency and better claims processing going.
And from the provider point of view, the issue of interoperability, I think, is one of the top problems. And so I'm just wondering how you can approach that sort of politically and how you can get incentives aligned and get the two different, you know, priorities aligned?
MR. KYLE CULVER:  Yeah, and I think that that's another exercise that we'll have to figure out, you know, as we do more market research and finding out, you know?  Once we know numbers, right?  So once we can do a proof and say, hey, we believe we can save this, or we believe that X percentage of your claim could execute this way.
You know, certainly, if you go to very specialized providers, you could say, hey, you know, and try to do that pilot and then build upon that.  I mean, there's not going to be a way in which I believe to get 100 percent.  Like there's a ton of logic associated to those claims, and so trying to find the right proof of concept and that right foot in the door to prove it out I think is going to be critical.
And I think that's probably going to be investment more of R&D to try to figure out what incentives work so that we do end up with a system that's incentivized to keep -- keep moving.
DR. CHARLES KAPLAN:  Thank you
MR. ERIC LARSON:  No other questions?
[No response.]
MR. ERIC LARSON:  Okay.  Thank you very much, sir.
MR. KYLE CULVER:  Thank you.
[Applause.]
MR. ERIC LARSON:  Next up, Alessandro Voto with Blockchain Futures Lab.  Again, welcome.  Do you want to walk around?  How do you want to --
[Pause.]
Agenda Item:  A Blockchain Profile for Medicaid Applicants and Recipients: Conceptual Model for Health Data
MR. ALESSANDRO VOTO:  Hi, everyone.  Hello.  Just want to say thank you to ONC and NIST for hosting us.
So today, I'm going to be talking about a blockchain profile for Medicaid applicants and recipients.
My name is Alessandro Voto.  I'm with an organization called Institute for the Future.  So, first, a little bit about who we are and why we're interested in this challenge in particular.
We're a nonprofit futures think tank based in Palo Alto, founded in 1968.  And at that time, we were looking at packet-switching technology, looking at the early Internet and trying to make sense of what it would mean for academia, for larger organizations.  And so we've been through technological transformations like this before.
And this is what really excited us about this opportunity to look at blockchain technology within a context of what we like to call an "urgent future," something for which the, you know, results might be far away, the problem might be far away.  But critically examining the gravity of that issue and the broad suite of solutions we can actually implement today puts us in a better position to actually act and really be able to act strategically toward something.
And specifically, we've been following a lot of work on identity, privacy, this need for more continuous care, and new ways of caring for people.  Also massive rise in artificial intelligence technology and thinking there might be something here worth noting, something to look forward to, something optimistic to look forward to within the health space.
And we have a set of foundational forecasts that we look at year after year, one of which is the Health Futures Lab, which is the group that I collaborated with on this project, and I co-lead our Blockchain Futures Lab at IFTF, where I'm looking specifically at blockchain technology.
And as I mentioned, distributed computing is in our DNA.  So some of you may have seen this pattern from centralized to decentralized to distributed.  This was one of our co-founders, Paul Baran, who, you know, way, way back when, was talking about how to create resilience for communications infrastructure within nuclear strikes.
And so when you think about the challenges of the healthcare system and how to protect privacy in an era where cybersecurity is more important than ever, we look at these nodes not just as information, but even work, certainly data, and so thinking about spreading these things out was, again, quite exciting to us.
So the goal for us was understanding the future of distributed identities in general from my perspective and specifically using health identities as a case study for when these things become really critical, and that was from some of my colleagues' desire to explore this.
So the case of Medicaid, you have this issue of churn, which is where reenrollment means and the difficulties inherent in that mean that people are not covered throughout the entire year.  So this is maybe four-fifths of the year during which that population is actually quite vulnerable.  And this amounts to a financial burden in that, you know, a person who is not continuously cared for on average is about 50 percent more costly to cover.
So looking at that, we know that there are things that need to be proven about that individual to help them through this sort of care.  That might include information from medical records, from financial institutions, employers, any kind of Government document.  So we have a broad set of stakeholders, all of which need to collaborate to help someone prove something, and this has obviously given the earlier discussion something that a blockchain-based solution might do really well.
And so, once again, diverse and distributed data sources, this high need for privacy and transparency, and we'll see, as was mentioned before, this idea of pseudonymity and zero-knowledge proofs seems to intersect with that issue in quite a favorable way.
And this need for intelligent assistance, right?  so this backend work of validation, of looking at disparate documents and coming up with solution, you know, intelligence right now means humans crunching hard.  But as I mentioned, there are all these new technologies around artificial intelligence that might make this work trivial and much more kind of easy on the backend and on the user's terms, where they can really control that program for themselves.  Once again, all things that make this an interesting solution to consider.
So when you think about how this might be organized, many people so far have discussed this idea of a smart health profile, and we wanted to examine that through a suite of technologies that we were excited about within the blockchain space.
So this would not -- interestingly, this would not necessarily be linked to a formal ID on the backend.  And this is one of the main things that I'm interested in kind of exploring is, you know, what are the limits of pseudonymity?
So if you were able to prove that someone had a valid identity, but you didn't necessarily know who they were, would you actually be comfortable passing out benefits to that individual, right?  How far can we go in obscuring individual data while still maintaining assurance that that person is who they say they are?
So we have seen, you know, from things absolutely not related to health, a lot of people managing their identities in very nuanced ways, even amongst young people who will use a different kind of identity on LinkedIn than they do on Facebook or whatever.  And what that really means is from the individual's perspective, if they have the agency to collect proofs around themselves, to collect the kinds of data they want around themselves and present things to that community in such a way that they, you know, are recognized as having certain qualities, you know, that's really powerful for someone to be able to prove on their own terms their eligibility and their belonging.
And so pulling that into the Medicaid space, you know, it's basically this idea that if a person was able to hold their own proofs, construct those for themselves, and then provide those on an as-needed basis even pseudonymously, where the payment is not -- you don't necessarily need a formal identity to pay that out, that that would be something worth considering.
So the account owner would then voluntarily share and track the proofs using these kind of private keys to construct what we're calling tokens and as many people kind of have discussed this tokenization idea.
The big picture here and this kind of intersection with artificial intelligence is that this is not just a database.  It's not just something that's referenced.  That with the rise of Ethereum and smart contracting, this could also be an autonomous broker for services.
That, actually, this system could, on your behalf, go and seek the right kinds of insurance pools for you, perhaps even peer-to-peer insurance pools, can help you connect with local community services, all of which is anonymized by default, and yet there's a potential for really, really powerful connections that can be made on the backend.
So our big goal with Institute for the Future is looking beyond the kind of current issues of how to kind of deal with efficiencies of payments and look more toward how do you provide care in a number of different ways while assuring privacy throughout that?
Some of the enabling technologies that -- from the blockchain space that we are particularly excited about were hierarchical deterministic wallets.  This idea, as was mentioned before, ideally, you would have a different sort of address for every single incoming piece of data and every single outbound piece of proof or data that was shared.
And so this idea that a single seed can actually be used to gather a bunch of these pointers, a bunch of these proofs, and then that same seed can be used to gather those and construct a brand-new proof.  So that there's connection between all these, but not visible to an outside group, that seemed to us to be particularly well-suited for this.
And when you think about Apple Pay, for example, and this idea of, you know, tokenizing of payments when you go into a store, the seamlessness -- oh, sorry. The seamlessness of going up with NFC, near field communication technology, tapping your phone, and what's shared is not your credit card, but rather just a one-time use token specifically for that purchase that can be redeemed for what's necessary, that financial innovation seems to be something that can be brought into that medical space.  And so that was something that we were looking at.
This idea of zero-knowledge proofs, a lot of work happening at MIT with the Enigma project.  As was mentioned before, Zcash, a lot of exciting things.  And basically, this was proving is your blood pressure above or below a certain threshold without actually having to have the blood pressure shared.
This idea that you can keep encrypted data secret and still do useful computation on it, that is a major, major innovation.  It's something that I, when I was first looking into blockchain technology, thought if only we could actually do that, and now people are just at the beginning of making this actually a practical solution not just for money, but for proving any kind of record.
You know, does this person have and own a valid Social Security number?  That if you could prove that without actually sharing your Social Security number, that means you can hold all these things locally and never have to share those.
Of course, every individual piece that you would share would be maybe over -- there was this mention of a shelf life of encryption, but that would just be a very singular proof to a pseudonymous account that no one knows is connected to a person.  So varying levels of kind of privacy here.
Oracle services.  So this was something that actually is a hard part about creating a smart profile. So this is actually not like an enabling -- it's something that can be done to kind of in the period from now until when this is really bulletproof.  But this is an area of weakness that is worth considering is how do you actually take disparate sources that aren't so easy to parse, that aren't perfectly formatted the way that you want.  So when you're dealing with financial institutions that, for example, don't see the need in providing for this kind of a service, how do you implement or how do you bring in, for example, micro workers?
People from around the world who are able to validate very simple things, to take a look at that information and confirm that it's valid, that it looks like it's legitimate.  Perhaps you could have M of N oracles actually confer and determine that, yes, this was correct.  So a certain kind of consensus in that regard.
And this idea that also autonomous agents.  So algorithms could serve as oracles just as well.  There is an exciting project from one of my friends down in Silicon Valley.  He's based in Salt Lake City but comes there often.  It's called Neureal.  And it's basically a prediction market where instead of humans providing predictions, it's actually algorithms providing predictions, for example, where a stock market might go.
But it's a competitive marketplace for algorithms. So if an algorithm is particularly well suited for a problem, people can kind of subscribe to it and piggyback on the profits that it makes from correct predictions.  There's also a competitive market for data.  So the right kinds of data that could help feed that.
So this idea that you can have competing robots determine what actually was a valid piece of evidence is very, very interesting to say the least.  And smart contracts, this ability to actually take action and provide business logic around what should be done once someone is eligible or determined to be, you know, below a certain threshold of income, that it can connect to services autonomously and provide you with options or even just take things, you know, make things happen on your behalf.
So this idea of real-time determination and even beyond that toward, you know, real-time activation of benefits is something that I think is something we ought to aspire to for the Medicaid program.
So three scenarios, the first of which might be a loss of benefits, right?  If there is this continuous State update from a number of connected services that you're using to provide evidence that are sort of at a heartbeat of maybe every week or so that you're automatically determined to be eligible or ineligible, based on a certain time continuum.
So if your family income increases and you happen to have a debit balance above $27, it might say you're no longer eligible for Medicaid.  So you know, you can put a "yes" token out to basically joint a peer-to-peer insurance pool if you would like.  You don't have any special medical conditions that might save you from that determination.  So you wouldn't be like medically needy, for example.
Scenario two might be a reinstatement of benefits. Sorry.  So you actually are re-qualified based on a qualifying disability that had just happened.  And either that's a user-identified sort of -- or user-posted claim or something that was posted just from your employer automatically.  So you're immediately covered on -- by that company, for example.  And so you wouldn't necessarily need the insurance policy.  Of course, you could choose it if you wish.
And a change of State residence.  So connecting with Government services to determine have you changed a State?  And based on this new condition, are all of the other conditions now valid, right?  That this could kick into effect almost automatically.
So the advantages that we see in a system like this is a single-point interface that a person can have all their information while still maintaining a certain degree of privacy, and that they can collect and construct proofs on their own terms based on what they wish to share or what they wish to use as evidence that they think would qualify them.
This link to smart contract insurance pools, we see this on the horizon.  Not just insurance, but a whole host of other services that if you have all this information ready to be used, that the link between determining that you're ineligible and providing you an alternative option is much more smooth, that now you have all this ready to go, ready to find this alternative that would keep you healthy throughout that year.
And extensible services.  So the intersection of Internet of Things and prescription pill services.  For example, perhaps you could have a pseudonymous pill vending machine for which your eligibility would be determined on this backend system.
Holistic care, private guidance.  We've seen a lot of communities like patients like me determining symptoms together, and so this very same profile could be used to basically find others who, for example, if you didn't qualify, but you're still unwilling to pay for a certain kind of care, that you could find alternatives within your community that people are looking at, and maybe that you find those anonymously, matching with people through these proofs.
So we view this as a core building block for a whole host of other medical services, Medicaid being just one example for which this idea of an autonomous system is particularly exciting, and of course, blockchain technology affecting a whole other degree of industries, we're really excited to start this.
We're a group of largely anthropologists, social scientist.  We're not developers, but we love to provoke.  And so if any of you are interested in kind of continuing this conversation and going back and forth and figuring out what the actual spec for this might be, we're really excited about that.
Thank you.
[Applause.]
MR. ERIC LARSON:  Questions?
MR. ALESSANDRO VOTO:  If you don't have questions, you weren't listening.
[Laughter.]
MR. HENRY PERRETTA:  Thank you very much.
My name is Henry Perretta.  I worked with Medicaid plans or Medicaid managed care plans and, in so doing, Medicaid State agencies for a while now.
I just wanted, actually, more of a paraphrased question.  In this model, I guess since it's blockchain, a Medicaid State agency, this would be a trustless network. And so the role of the Medicaid State agency -- I'm way behind you here, but --
MR. ALESSANDRO VOTO:  Oh, yeah.
MR. HENRY PERRETTA:  -- how does this work?  I mean, in other words, you know the way the process normally works.  You have a welfare office.  I file for redetermination, whatever.  The State agency, through its contractor, through Hewlett Packard, whoever, right, and everybody describes that "bible of eligibility."
What you're proposing is very exciting.  So just to paraphrase, the role of the agency and also you mentioned the churn here, and my other natural thought was you probably know what happens today.  That catcher is normally the exchange, the ACA exchange --
MR. ALESSANDRO VOTO:  Right.
MR. HENRY PERRETTA:  -- which a number of States are very interested in.  But I think you're one step further than that.  You're just saying why not have a pool.
I'm sorry.
MR. ALESSANDRO VOTO:  Oh, yeah, that was just thrown in as another opportunity for, you know, if the given market solutions weren't feasible, that there are other blockchain-based systems that are coming online that are interesting.
But from the perspective of like, you know, a lot of our work is on the future of automation and AI, and there is still a role for humans in that world, we think at least.  And it's more of a human-machine symbiosis, right?  So this might be anomaly catching or sense making across patterns that simply don't make sense.
So it's trying to catch fraud at a systemic level. You know, if these AI robots are trying to kind of engineer a sort of system, that doesn't work.
And these, you know, the Government itself might be the people who are constantly tweaking the algorithm along with their partners in order to provide the best quality care for people, right?  You can focus on less of the administrative work and more on what do these design specifications mean?  Someone's life will be at the end of this, right?  So there's still a role in it, and it's just augmented by kind of getting rid of some of that busy work in the backend.
MR. HENRY PERRETTA:  Thank you very much.
MR. ALESSANDRO VOTO:  Thanks.
MR. NEIL WASSERMAN:  Good morning.  Neil Wasserman from Timewave Analytics.
MR. ALESSANDRO VOTO:  Good morning.
MR. NEIL WASSERMAN:  One of the areas of potential that I've been thinking about, one of the reasons being that I'm involved with new care delivery models, intergenerational care delivery models for older patients.  But there's a huge population of at-risk patients involved with drug issues, HIV issues.  And this is a global issue that in certain countries, if you expose that you're at risk for HIV, your life could be threatened in many ways.
MR. ALESSANDRO VOTO:  Absolutely.
MR. NEIL WASSERMAN:  Do you see the potential or how do you see the potential for blockchain allowing anonymized relationships between this category or categories of at-risk patients and potential, excuse me, potential providers that can communicate with patients and maybe track the progress of patients in an anonymized environment?
MR. ALESSANDRO VOTO:  Right.  Yeah, yeah.  So, I mean, when you're looking at at least, for example, a dashboard of, you know, individual patients who face certain conditions, that you could look at them as profiles, for example, rather than looking at them as individual patients with a name associated with them.
Of course, what's really exciting is, as you mentioned, people even around the world who maybe face greater dangers in sharing that kind of information, that they actually can connect to services like insurance, you know, like perhaps some of the benefits that we might be capable of accessing here through these larger networks.
So a lot of experimentation in the financial space around providing access to mirror assets or equities to people abroad, using kind of an on-the-ground equity sort of contract from an individual within the United States or in Hong Kong or something.
So there's a potential that insurance pools could include people from around the world together to sort of provide for themselves in that way.  But certainly, the matching aspect of does this person hold a token representing HIV or representing drug addiction?  Do they -- do their proofs match up with another person's proofs I think is a really exciting opportunity.
I think there's a lot of social basis for how that matching could result in useful conversations and useful interchange.  And of course, just basic encryption could be really helpful for communication across people, non-blockchain.
So, yeah, lots of exciting opportunities for which the beginning key might be a relationship matching that's anonymized or pseudonymous at least.
MR. NEIL WASSERMAN:  Yeah.  Let me just add one more thing, that many of these conditions are behavioral.
MR. ALESSANDRO VOTO:  Right.
MR. NEIL WASSERMAN:  And so the provider, the healthcare provider wants to encourage different behaviors -- taking medications, avoiding certain behaviors.  And there may be ways of incorporating micro payment incentives into the model for healthcare delivery that would be facilitated in a cost-effective way.
MR. ALESSANDRO VOTO:  Yeah.  The incentives, the raw incentive, the monetary incentive, I think, is exciting.  But I think for people who want to get well, this idea of a DAP, a decentralized application, which is kind of the extension of smart contracts and Ethereum up to the level of programs, means that you can look at and audit the program and make sure that you see very clearly in the logic that your information won't be shared.
That that kind of transparency might enable someone to really trust a solution, even one that is running on a very kind of interconnected complex cloud platform to say "I know those terms.  I know my data is not going to be sort of used in a way that I would not agree with."
So that might open the door for someone to join that platform and to seek help for themselves.  So that could be a grassroots movement, or it could be externally kind of promoted from this idea.
And from the wearable perspective, this idea that we have these body area networks, technologies in, on, and around our bodies, that those things can basically and for the same sorts of behavioral conditions that one might experience.
So the fact that you can determine Parkinson's from a phone call already seems to indicate that you could have a very early indicator and proof that a person needs an intervention right then and there.
MR. NEIL WASSERMAN:  Excellent.  Thank you.
QUESTION:  Hi.
MR. ALESSANDRO VOTO:  Hello.
QUESTION:  Can you talk a little bit about how you're thinking about maintaining the blockchain?  So is it going to be something for these Medicare applications where it's open, and do you have a concept of who the miners would be?  Or is it a permissioned chain?
MR. ALESSANDRO VOTO:  I would imagine you probably don't need a permissioned chain.  I imagine that - I mean, this is just without having thought through necessarily the mining pool problem in particular.  But the idea that an organization can construct a proof according to a smart contract, that, you know, if Enigma, for example, is built off of an existing kind of public blockchain, that they might be able to use an off-the-shelf zero-knowledge proof tool to provide a token to a smart contract that a person is posting or interacting with themselves, right?
So if that smart contract is holding their pseudonymous key and it says if you have three, you know, tokens from these accredited institutions, then you're somehow eligible at this point.  So if that could be done on a public chain, you would obviously leverage the benefits of the large-scale and kind of distributed nature of that.
The private chain aspect, maybe you could do it off of a just medical providers within a large network who needed to share this.  But you would miss out on, I think -- yeah, it could be possible probably on both kinds of platforms.  But did you have a specific thing that comes to mind?
QUESTION:  So I think that maybe the risk on a public chain.  It would be great to be able to -- for example, for a Medicare application to leverage a public blockchain in the Enigma tooling.
MR. ALESSANDRO VOTO:  Right.
QUESTION:  But then you have a -- maybe a frequency analysis privacy concern posting even metadata about Medicare recipients and such on a public chain.  But I think it's interesting.
Also just an idea or question.  Have you guys thought about interoperability between a chain that you would envision for these Medicare applications and maybe something that insurance companies want to be able to tap into to clarify the payments that are associated with Medicare services and --
MR. ALESSANDRO VOTO:  You know, I imagine that if an insurance company wanted to be able to interact with that system, like directly on blockchain, like if they wanted to either hash their -- you know, the payments that have already been sort of done, or if they want to construct their own smart contract-based solutions that might interact with a system like this, that it's -- you know, I think it's fairly trivial to do in that regard.
The difficulty would be implementation and actually dealing with deconstructing their backend work and kind of re-envisioning it.  But Humana is on it.  So it seems doable.
QUESTION:  Thanks.
MR. ALESSANDRO VOTO:  Thank you.
QUESTION:  I'm going to follow up a little bit because I'm still trying to understand.  So if everybody on the node sees everything within the node, how do you then keep as, you know, one was saying, everybody from seeing stuff, A, that they shouldn't?  And B, from a Government perspective, you may have three or four levels of Government, three or four different Government agencies.  They only need certain pieces of information, maybe the token that you talked about.
MR. ALESSANDRO VOTO:  Right.
QUESTION:  So how do you, within a blockchain structure, limit not only who participates, but only to some degree?  I don't quite understand.
MR. ALESSANDRO VOTO:  Yeah, yeah.  So, so the idea is that like if you were to query your financial institution, that they wouldn't send out your raw data at any point, that they would basically interact with this, construct a proof that would be, you know, 0XE4FH -- you know, whatever.  And that would be associated with one of your millions of hierarchical deterministic wallet addresses.
So it would just be from this financial institution to this random address, for which there's a seed that actually controls that address that you don't see the relationship with.  And basically, so it would be -- it would look like a transaction of some kind in space between a financial organization and some address at some point.
So there wouldn't -- it would be between a known entity, known address, and a pseudonymous address that basically no one can connect, I think, with a person.
QUESTION:  The other thought I'm going to just ask is have you given any idea to how you can get two agencies to talk together, much less one agency with 50 States and whatever, who's ever joined up and things like that?
MR. ALESSANDRO VOTO:  Right.  So I think from the user perspective, right, if they're demanding -- if you put the burden of proof onto the individual, right, that they will seek those services and perhaps demand those services from financial institutions to say this is something I now have to be able to create a link between.  So it's not just like an organization from a high level thinking that it might be nice or efficient, but you know, a demand level, a consumer level shift toward a need for proof.
And so that might be, you know, hopefully that could create enough of a grassroots groundswell to actually provide useful APIs for doing that with companies.  But I'm not sure.  That's a longer term, hopefully, right.  Collaboration tends to be the hardest part of all this.
Hey.
MR. LARRY WOLF:  Hi.  Larry Wolf.
I think there is some really interesting policy implications in what you're spinning up here, separate from the technology.  So the observation that the churn actually increases the healthcare costs suggests that if we can reduce the churn, reduce the artificiality of the churn, given that people go on and off --
MR. ALESSANDRO VOTO:  Right, right, right.
MR. LARRY WOLF:  -- and be able to look at the patterns of this person goes on and off and on and off.  So it's actually cheaper for us to keep them on rather than validate their on and offness.  Or be able to get enough friction out of the system so that there is more fluidity in the payment plan.
MR. ALESSANDRO VOTO:  Right.
MR. LARRY WOLF:  Right?  So whether it's a public plan or a private plan and how you move in and out of that and how you pay for it and how you use exchanges --
MR. ALESSANDRO VOTO:  Mm-hmm.
MR. LARRY WOLF:  -- I think really begins to shift the whole conversation about how do we think about paying for healthcare collectively --
MR. ALESSANDRO VOTO:  Yeah.
MR. LARRY WOLF:  -- by creating the smart contracts, creating more fluidity and less friction so that it doesn't become days' worth of in-person in a welfare office.
MR. ALESSANDRO VOTO:  Yeah.
MR. LARRY WOLF:  But can be done through technology.
MR. ALESSANDRO VOTO:  Well, there's also this idea that the private market or that private industry could compete on how best to connect people to services based on their qualifications.
So, hopefully, that would be a spur -- that opens up that process for more experimentation, that that -- ultimately, it just comes down to how to provide the right options.  It's not really -- you know, it could be taking actions on someone's behalf.  But that would be a change in who actually plays into the verification process and maybe some greater efficiencies from that as well.
MR. LARRY WOLF:  Well, and some of that actually was part of the problems getting healthcare.gov up and running because it was trying to do a lot of that real-time validation.
MR. ALESSANDRO VOTO:  Right.
MR. LARRY WOLF:  Which evidently seems to now be working okay.  So there is existing infrastructure and existing evidence that some of that actually could be done, could be automated, and we could start to take some of that friction out and, you know, move ahead conceptually with these as policy initiatives separate from maybe parallel with technology moving ahead.
MR. ALESSANDRO VOTO:  Right.  That's awesome.  Thank you.
DR. JONATHAN HOLT:  Jon Holt again.
MR. ALESSANDRO VOTO:  Hey.
DR. JONATHAN HOLT:  So I just take issue with the people at risk are just going to be able to look at the DAP and actually look at the integrity of the code.  Maybe the smart kids in Palo Alto can actually sort of look at the --
MR. ALESSANDRO VOTO:  No, right.  Yeah, yeah.
DR. JONATHAN HOLT:  -- DAP.  But even in Ethereum world, the Ethereum core developers actually overlooked this whole issue --
MR. ALESSANDRO VOTO:  Yeah, the DAO.
DR. JONATHAN HOLT:  -- as far as the DAO contract.  So I think that people at risk are going to have this innate trust that the system works.
MR. ALESSANDRO VOTO:  Right.
DR. JONATHAN HOLT:  And I think that's just my comment -- 
MR. ALESSANDRO VOTO:  Oh, yeah, yeah.
DR. JONATHAN HOLT:  -- is that's going to be tricky.
MR. ALESSANDRO VOTO:  So, actually -- no, it's super useful to bring up.  Actually, this is something that causes a lot of misconceptions when I present it and go a little bit too fast on this.  The idea that the smart -- you know, this whole profile and everything doesn't necessarily have to be managed by a person on their mobile phone.  It might be managed by a community organization, for example, on someone's behalf.
And for that same reason, people might look to their church group.  They might look to their, you know, local medical facility or anything.  Places where people need advice to make sense of this very complex sort of kind of a thing.
So, essentially, you might have people who are trusted to be kind of custodians of these accounts and help people manage the right kinds of DAPs for them.  So that that idea of filtering in sense making I think is crucial, and it should -- it should be deeply kind of integrated into how trust is already built in accessing community services by people.
DR. JONATHAN HOLT:   They're still going to be distrustful of [inaudible].
MR. ALESSANDRO VOTO:  Right, yeah.  This is the big misconception about a lot of futures topics is "Oh, now the robots are going to take over."  But it's like, no, we're just creating better ways to link humans to the services that they need along with the help of other people, too.
Cool.  Thank you, everyone.
[Applause.]
MR. ERIC LARSON:  Okay, we are way ahead of schedule.  Isn't a bad thing.  That's good.  That gives us more time on the panel for next steps.
So want to take the break now then?  A 15-minute break, and then we'll just move the schedule ahead by 30 minutes.
Okay.  Thanks, guys.
[Recessed at 10:08 a.m.]
[Reconvened at 10:32 a.m.]
MR. ERIC LARSON:  Okay, we are starting.  So please wrap up the conversations and sit down, please.
[Pause.]
MR. ERIC LARSON:  Right, just start?  All right.  So we are starting.  All right.  I like it.
Okay.  Our next presenters are Tim Kuo and Lucila Ohno-Machado -- hopefully, I said that correctly -- from the Health System Department of Biomedical Informatics, University of San Diego, California.
So give us a warm welcome for our next presenters.
[Applause.]
Agenda Item:  ModelChain: Decentralized Privacy – Preserving Healthcare Predictive Modeling Framework on Private Blockchain Networks
DR. LUCILA OHNO-MACHADO:  Thank you.  So it will be the two of us presenting.  I will just do the easy part, and then Tim will come to the real stuff.
What I want to present here is work that we've done at the University of California, San Diego.  I also work at the VA San Diego Healthcare System.  And the issue that we are addressing is how to build predictive models in a decentralized fashion using blockchain technology.
So, as I said, I will do the introduction, the motivation for the work, and Tim will talk about details of the algorithm and future work.
So cross-institutional predictive modeling.  As you well know, we are trying to predict several things this day.  We are becoming accountable care organizations.  We want to know what will happen to our patients so that we can provide better care.
Readmissions are one of the most popular predictive models these days because it's tied to payment.  Mortality in ICUs has always been a very popular model.  Development of cardiovascular disease, development of breast cancer, and so on.  There are a lot of predictive models being used in medicine, in clinical medicine today.
And as you know, they require to have a lot of data.  So these are data-driven models.  They learn from the data, and we need to do that across institutions because most institutions won't have the breadth and the depth of cases that are needed in order to determine patterns from the data.
So here in the very simplistic fashion, we're saying, well, if you're a site, and you only have 10 records in a particular condition, you will not be able to predict outcomes.  Or you won't be very generalizable.  In order to perform comparative effectiveness research -- that is, is drug A better than drug B, for which kind of patients -- biomedical discoveries and also patient care, it is important that these predictive models be generalizable.
So imagine now that you have four sites and your own only has 10 patients, but the other ones have many more.  And then you start having critical mass in order to create a learning model and then predict the outcomes.  The problem here being is you have these four sites, and imagine one of them, for example, the VA, by institutional policy cannot move those data outside its own enclave.
So the  VA will keep the patient records in its own enclave.  The University of California may do the same, and some other collaborators may do the same.  We all want to build a global predictive model, but we all want to keep the data under strict control in our own institutions.
So how can we do that and get the best predictions for our patients?  Meaning we want to share a model, but we don't want to share the individual-level data.
Traditionally, when people wanted to share or to create models like this, they would even centralize the data.  You would get permissions.  You would accumulate that data, and then you would build a logistic regression model or another kind of machine learning model and create and evaluate it.  This is not very feasible, and these data are changing every day.  You don't want to centralize the data.
Also it leads to -- it could lead to improper disclosure of personal health information.  And you don't want that -- or protected health information.  So there are privacy-preserving algorithms that share models, but do not share the raw-level data.  And they do that by decomposing the function that you're trying to optimize.
So you're minimize the error when you predict an outcome, and it's doable to decompose that function to the sites, issue a request for parameter estimation, and then combine the parameters at a central site.  So this is done, and then we have done for several algorithms in both what's called horizontal partitioning that everyone has the same variables, but different patients, and also in horizontal partitions in which I have a portion of the data, the insurance company has another portion of the data for the same patients.
We want to create joint models, but we don't want to exchange the patient-level data.  So this is possible, but it's usually done with a central server. So this architecture is -- presents some risks, and the risk of single point of failure, like we discussed before in several other presentations.  The sites cannot leave and join at ad hoc times.  It's harder to do that.  We do issue some synchronization for that.
Another very important problem that the blockchain does help with is that the data and records could be tampered and we wouldn't know in this particular case. And with blockchains, we have less risk of that happening.  And there are also consensus and synchronization issues.
So while this does preserve the privacy of the patient data to a certain extent, there are risks associated with it that we are trying to mitigate by using blockchain technology.  So the desirable features here is that there are decentralized peer-to-peer architecture.  The sites keep full control of the data, and there is no risk of single point of failure.  If one site is off at a particular time, the model could still be constructed.
So the sites can join or leave freely, and there is an immutable audit trail of that model construction. So that's very important for our institutions.  Tampering with data and with records is difficult.
So ModelChain, what is that?  It's a machine learning model applied on a distributed fashion through blockchain.  It's privacy-preserving online machine learning, and it deals with transaction metadata and the transfer of the model and not transfer of the data. And its proof of information algorithm that Tim will describe to decide the order of learning.
So like we learned yesterday, the order is very important in blockchain, and in our case, there is a particular rationale for the order that we compute with.  So a site starts a model, and another site improves that model by utilizing its own data and doing parameter estimation.  And then a third site improves furthermore, and this continues until no more learning is done because you have utilized the data to its fullest extent.
So why does this advance the interoperability needs of ONC?  Well, first, it builds on top of existing health IT infrastructure.  There are currently several clinical data research networks or other clinical data networks for information exchange.  And leveraging these infrastructures improves predictive power because we have a larger pool of patients.
This is not to say it's easy.  Because the hardest part of all this is not the blockchain, is not the machine learning, is actually to have the data in the same format that you can compute with, and that's a huge undertaking that some networks are doing, including ourselves.
But once you have that done, then you can apply technology that computes with all those data and makes better predictions while, at the same time, protecting the patient's individual data.
We also maintain modularity, keeping up with institutional policies.  Because each site remains in control of the data, and if tomorrow a site decides not to participate or decides not to participate in a particular model, that's perfectly acceptable.
As you know, there were several ethical issues of when data were shared with academia in some case to study a particular problem, and the researchers, because they have all those data, decided they could study other problems in that data.  So that is something this pretty much avoids because you know which model you are constructing.  If you decide not to participate, you turn off your site for that calculation, and it's all done.  And the next study, you may decide to participate and so on.
So this -- the blockchain automatically coordinates the joining and leaving of a site.  It protects privacy and security of all aspects of this interoperability, avoiding the single point of failure, providing immutable records, and mitigating the synchronization issues.  So I think, point by point, we were kind of checking what we'll just do for our ModelChain technology.
Especially because we are very interested in patient-centered outcomes research.  We are leading one of the largest clinical data research networks that are part of the PCORI, Patient-Centered Outcomes Research Institute.  And this is data about 24 million people, including all the VA patients around the country.
And the only way we can do this is because we keep this distributed architecture, and then we utilize technology that can compute models across many, many millions of patients.
So, with that, I'll leave for Tim to do a brief review of how we applied blockchain in our case in the ModelChain framework, and then discussion and future directions.
DR. TIM KUO:  Hello.  I'm Tim.  So let me continue our presentation.
So I'll give a brief review of blockchain.  Actually, in yesterday, we already have a very nice tutorial.  So I won't go into too detail about the technology part, but I will address some important aspects related to ModelChain.
So let's start from the Bitcoin blockchain.  So as we all know, the Bitcoin is designed as a chain of transaction.  So like A can transfer 10 coins to B, and B transfer 10 coins to C.  So, so one of these --  the main issue is the double spending problem that also described yesterday that we need a way to identify whether B transferred these coins to C and -- or to D first.
So to do this, we need a timestamp server, but we want it to be in a decentralized way.  So we don't want a mint or a central server to do this.  So for production, we use blocks.  So for each block, there are several transactions inside a block, and then each block contains the hash of previous block and then a nonce for the proof of work computation.
So here, so within this blockchain or we can call it a kind of hash chain, we preserve the timestamp characteristics that each block represent a unique time point.  So we can determine which transactions are vetted and should happen before the others.
So for the proof of work, which also has been discussed yesterday, it's about how to determine who can -- who will be the miner or the verifier of the transaction.  So, basically, each site compute a very hard hashing test, trying to identify the hash of the block with the increment nonce and then try to compute until it contains the specified leading zero bits.
So for this -- so here, like so every site start to compute on the new blocks and then verify the transactions after the first site complete the work.  So this is how proof of work progress.
So the benefits of this protocol is that it is immutable because changing a block is very difficult.  So in this example, suppose some attacker want to change block B1, then the hash value of block B1 will also be changed.  So the block B2 need to be recomputed.  And then in the same way, block B3, B4, and all the blocks after B1 need to be recomputed as well.
So this is very time-consuming and very hard task, especially when there are more good sites or other sites with higher computational power than the malicious sites, then such kind of changing or tampering becomes even more challenging.
So this is one of the benefits.  And the other benefits is that while there are fork, or discrepancy of the chain, the longest chain actually represents the majority voting.  So in this way, we can resolve the consistency issue of blockchain.
So, so there are also several alternatives, but I won't go detail to this as well.  Such as like colored coins, sidechains, or a proof of stake, proof of burn. But one thing I would like to mention is that our ModelChain model include a new proof of information protocol, which our decision power is not depend solely on the CPU power, but we depend on the amount of information in the data to determine the next machine learning order.  So I will describe this in detail later.
And then, as mentioned a lot in the previous presentations, smart property and smart contract is very important evolution of blockchain.  So in our work, we currently decide to use the metadata to set a partially trained model.
So metadata has been -- the metadata of transaction has been implemented in different platforms, such as MultiChain or BigchainDB.  And specifically, our ModelChain framework might be able to be implemented using a smart property and smart contract on a platform like Ethereum in the sense that we can consider the partially trained model as smart properties, and the algorithm to train it and to transfer the model as smart contracts.
And also there are several risks in the proposed applications, especially on healthcare systems to use a blockchain.  So here are some examples, like some researchers use blockchain as a tamperproof public ledger or as a genomic data storage or as part of the multifactor authentication mechanism or use blockchain to store electronic health records or health transactions.  But we believe we are the first to propose to apply blockchain to self-distributed privacy-preserving predictive modeling problem.
Okay.  So let me start to go to more detail about our framework.  So as mentioned by Lucila, there are three major component in our framework.  So the first one is we try to combine online learning with blockchain, and then second is that we try to use transaction metadata to transfer our partially trained model, and then the third part is the algorithm, a proof of information algorithm to decide order.
So for the first component, the privacy-preserving machine.  Actually, there are two categories of privacy-preserving machine learning algorithm.  So the first one is the batch algorithm, and the second is the online algorithms.  So recall that they primarily need a central server to compute a global model.  So for batch algorithms, basically, it collected partial models from all of the sites and then tried to compute a global model.
And for online learning, for online learning algorithms, that does not need to wait until you're collecting all of the partial model from all of the sites.  So it can update a model in the sequential order when it get a new partial model and partial data. So that's the difference, and they are already -- so we already have some work in both -- both types of algorithm.
So in particular, ModelChain use online machine learning to update the model because, intuitively, the blockchain network is feasible and a peer-to-peer network is feasible for online learning so that we don't need to wait until all of the sites update their model.
So one more thing to mention here is that we focused on the privacy-preserving aspect instead of the efficiency issue.  So that's why we are different from the distributed methods like MapReduce.
Okay.  And for the second component, the transaction metadata part, so our design now of applying blockchain is that in our -- in our blocks, we only contain one transaction at a time.  But for each transaction, it contains four components. The first one is model, and then the second one is a flag, which is the action done to the model like initialize, update, evaluate, and transfer.
And then it also contains a hash of the model in order to save the storage space of the ModelChain.  So, so we only transfer the model or submit the model to the blockchain when it is first computed or learned.  Afterwards, we use -- we only submit a hash of the model to save the space.
And then the fourth field is the error, which is very important because we use it to determine the order of our learning algorithm.  So I will go through this in the next slide.
And also one thing to mention is that currently, we designed ModelChain to be run on the private blockchain.  So actually, we don't have the incentives of the Bitcoin, like we don't have transaction fee or mining rewards.
But instead, we provide -- the incentive we provide is improved predictive power.  So you can use the data locally, but so you preserve the privacy of the patients, but still you can increase the predictive power of the trained model, collectively.  So this is the benefits.
And then the proof of information algorithm.  So the order is very important, as mentioned by Lucila, on blockchain.  But for us, it is even more important because for online learning algorithms, the order, a good order can increase both efficiency and accuracy.  So it is important to decide the order of the learning.
So to determine an order, we use the idea similar to boosting.  So boosting is an idea borrowed from the machine learning field.  So the idea is that we improve the model using the hardest to predict data.  So let's use an example.
Suppose we wanted to -- we want to learn some math.  So I try to like do some exercise of or a mock test of math.  But then I realize that for specific type of questions, I cannot do pretty well.  So the best strategy for me is actually to practice that type of questions more than other parts so that I can perform better in the real test.
So the idea is pretty similar here.  So suppose there are several sites, and then we have a partially trained model.  And then this model works pretty good on site 1, 2, 3, but that doesn't work good at site 4. So, intuitively, we should leverage the data in the site 4 to improve this model to get the better -- to get the best improvement.
So this is the idea of the boosting.  So here, so that's why the error here is very important because we use the error to determine the next site for updating the model.  So we choose the site with the highest error and then transfer the model there and then let the site update the model.
So here one thing to mention is that the transfer is only conceptual because, as we all know, when we submit a model or data to blockchain, actually every second see everything.  So we say it has transferred in the sense that only the next site has a privilege to update the model so -- based on our protocol.  So that's why, conceptually, we can transfer a model from one site to the other.
So, but another thing is that we should start with the best model we could have because we want to avoid the propagation of error.  So this is essential of our algorithm, and I will run -- I will show some illustrative examples based on the following three scenarios.
So scenario A is to initialize a new network and then run the algorithm to find a consensus model.  And scenario B is that when a new data arrives to a site, how can we update the model without retraining everything?  And this scenario also applies to the situation of new site because we can consider new site as a site where the whole data is new.  So, and the third, scenario C is -- that is to deal with the site leaving situation.
Okay.  So let's start with scenario A, how to initialize a network and then find a consensus model.  So suppose we have four sites here.  So the first step is that every site runs the online learning algorithm and then a computer model locally and then get an evaluation -- evaluated error on their site.
So here, M01 represents the model at time zero on site 1, and E01 means the error at time zero on site 1. So we got these models and errors.  So we can see that on the error on site 1 is the lowest.  So we start from here.
So then site 1 actually submit the model to the chain, and then everyone get the same model M11, and then they evaluate the model using their data, their local data.  So now they get a new error number.  So now site 2 has the highest error, and then conceptually we can transfer the model from site 1 to site 2 to update the model.
And then site 2 use the model, and they use a local data and improve the model and then compute a new error and then submit it to the blockchain.  And then this process repeats until a situation that like here, site 4 realized that after updating the model, it still contains the highest error.  So in this way, that means it might not be very useful to submit this model back to the other sites because site 4 itself contains the highest information.
So our algorithm posts here.  So now we can consider model 4, M44, as the final consensus model in this example.  Okay.  So this is how we start from scratch a blockchain network and then identify a consensus predictive model here.
So the next scenario is how to deal with the new data or the new site situation.  So as I said, we don't want to retrain the model.  We want to use a currently trained model and improve from here.
So, currently, the consensus model is M44 and suppose there are some new data appears in site 1.  And then seems currently every site use M44 to do the predictive modeling test.  So site 1 can easily evaluate the data using current best model.
And then suppose you get the error of 0.4 and turns out it is the highest among all of the sites.  So, conceptually, we can again transfer the model back from site 4 to site 1.  And then the same process as the previous scenario goes, and we can continue the algorithm until finding the next consensus model.  So this how we deal with the new data.
And then the next scenario is how to deal with the situation that a site leaves the network.  So essentially, to go to a conclusion, we simply ignore the departure.  But why can we do that?  So let's take a look at this example.
Suppose currently site 1 is updating the model, and suddenly, site 2 leaves for some reason like maintenance or like being attacked.  Then actually, after site 1 completing the model, it can submit to site 3 and 4, and these three sites can continue the consensus process without any problem.   So after site 2 comes back, it can join the network again and then join the algorithm to find the best model.
So in this case, we don't need to deal with the site leaving situation for site 2.  But then, so similarly, if site 3 or 4 leaves now, it won't matter.
But how about site 1, if site 1 leaves when it is computing the next model?  So in this case, nothing will happen because the other sites are not aware of the updating of the model.  So they can use the current best model to continue their prediction task.  So after site 1 comes back, it can continue the learning process, and after it's complete, it can submit the model to the blockchain and then the algorithm can continue to run.
So this is the -- this is how we deal with the three scenarios using the proof of information algorithm.  So there are detailed algorithms here, but I'm not going to describe it in detail.  So if you're interested, please take a look at our white paper.  We have a description there.
Okay.  So, so then come to some discussion.  So the first thing is that, as discussed by previous presentations, there are several limitations of blockchain, such as confidentiality, the transaction time issue, or 51 percent attack issue.  But for us, for our specific application of ModelChain, these issues are less important because, for example, for confidentiality issues, since we are not transmitting a PHI, we only submit the partially trained model, which are just a set of parameters.  So it is not a big problem of the confidentiality.
And then for the transaction time, as we all know, it's like seven transactions per second.  But comparing to machine learning, which usually takes tens of minutes or even hours, this transaction time is not an issue.
And for 51 percent attack issue, since we run it on a private blockchain network.  So the risk is also minimized.
And the other aspect to consider is the iteration of the proof of information algorithm that it might run too many iterations without finding the best model.  So in this case, we can set some threshold like the error threshold that we can stop when the model is good enough, or we can set a max iteration limit that limiting that would stop while the model is old enough, or we can do both like we stop while it is either good enough or old enough.
And also there are several implementation issues like the selection of the parameters.  So we need to consider the CPU power, network speed, and the required accuracy/efficiency of the predictive model.
And also for the size of metadata.  So we take this explorer, which is one of the online privacy-preserving machine learning algorithm, for example, if we have 1,000 features or variables in the machine learning model, and the metadata size is approximately 8 Megabytes, which is acceptable for current state-of-art blockchain technology.
And also we can improve the security using like running VPN or even a HIPAA-certified cloud, such as iDASH.
Okay.  So to conclude, the capacity to securely and robustly construct privacy-preserving models on healthcare data is very essential to support ONC nationwide interoperability roadmap as well as the national healthcare delivery priorities, such as PCOR. So we propose ModelChain to improve the security and robustness, which contains the three components -- online learning on blockchain, transaction metadata, and the proof of information.
So in the future, we plan to evaluate the tradeoffs in the real-world settings like pSCANNER, which is the clinical data research network mentioned by Lucila.  We have 24 million patients on this huge network, and then we also plan to improve the efficiency and scalability of the proof of information algorithm.
So, so I would like to acknowledge all of our team members, and thank you.
[Applause.]
MR. ERIC LARSON:  Questions?
DR. JONATHAN HOLT:  Anyone else?  I ask a lot of questions. Give somebody else a chance?
MR. ERIC LARSON:  Every other presentation, you can ask a question.  Go ahead.
MR. PAUL OATES:  Hi.  Paul Oates from Cigna.
Excellent.  This is solving, hopefully, one of the distributed data problems that we all have.  So two content questions.
First, around patient identity.  Is the unit of work for each site a patient, a single patient?  Is that the unit of work?  As you pass the model around to evaluate, is the unit of work one patient that we're dealing with?  Because I want to ask about if it is, how is the identity of that patient being shared so the evaluation of the model update occurs on the same unit of work?
DR. LUCILA OHNO-MACHADO:  Right.  So for what we present, which would be the horizontal partitions, we're assuming no common patients.  And the unit that is being passed around is actually the parameters of the model.  So no -- no patient data whatsoever gets passed around.
For the problem that you are probably addressing, the insurance company has some data from the patient --
MR. PAUL OATES:  Well, it's back to your reference to being able to manage patient care.  Usually, we're trying to predict for physician or payer.  That model that's being run is trying to predict future behavior of that patient.
DR. LUCILA OHNO-MACHADO:  Right.  So we pass the model around, and each institution keeps the data in its own facility.  For the cases in which two institutions have data -- different data from the same patients, which is what we call vertical partitions, definitely there needs to be an agreement on who patient number 1 is because, otherwise, we can't align those patients.
And in that case, which wasn't the case in this example, you would have to pass some hash identifiers that would not compromise the patient.
MR. PAUL OATES:  Okay.  So maybe something we can all share in when you get to that future work about how that vertical scenario might work because that's the main problem most of us had.
The second content question related to that is how do you handle -- when you passed for evaluation an update, how do you handle content in the current model that you're doing where a model run informs a prior model?  For example, episode of care logic where my data will influence the prior model's execution, and I'll come up with a different prediction.
DR. LUCILA OHNO-MACHADO:  Right.  So you have to version every model so you know what -- why you did what you did at that particular time because, yeah, this works in a very dynamic fashion.  It should be changing all the time.
MR. PAUL OATES:  Right.  And perhaps the addition of the hash, we'll have to hash some of that additional content so the other party can know how that episode was formed.  So, yeah.
DR. LUCILA OHNO-MACHADO:  Right.  So like the speaker yesterday was saying, as long as you can -- you know the position of the board and you know how to reconstruct it, that's what really matters.
MR. PAUL OATES:  Right.  And where I'm going here, for the panel discussion later, is the aspect of the sort of the catch-22, no PII or PHI in the blockchain, but yet to inform the outer edges of what they have to do, you need PHI and PII in the blockchain.  So we're kind of stuck.  We've got to think that through.
MR. ERIC LARSON:  Next question?
MR. ADEWALE OMONIYI:  Hi, good morning.  Great presentation.  My name is Adewale out of IBM's cybersecurity and privacy practice.
I think this question might go to you as well as some other members of the panel later, specifically around the notion of key management.  So we've seen instances where, typically, if you have a bad actor, you can revoke a cert through traditional systems like CRLs or CSP.
So out of curiosity, I just want to know have you guys done any work looking at key management?  Because so far, I've not necessarily seen too much content around this particular item.
DR. TIM KUO:  Currently, we are not dealing with this part yet.  So we are still just focusing on transferring the model without transferring the PHIs.  So that might be a kind of part of our future work, future direction to consider.
Thank you.
DR. JONATHAN HOLT:  And just regarding the format of the parameters, you need a standard to actually -- for all your institutions to agree upon, as well as the representation, which hash algorithm are you going to use to hash those?  So I don't -- is there a standard format for those parameters, so you guys can all get on the same page?
DR. LUCILA OHNO-MACHADO:  Yes.  So there is mark-up language for everything, isn't it?  So there is a predictive model mark-up language that we're trying to adopt for this kind of transaction.
DR. JONATHAN HOLT:  And how do you actually, I guess, represent that metadata so that would be, I guess, just a separate contract that all of the institutions would have to agree upon beforehand to actually have everything in the right format.  That's all.
DR. LUCILA OHNO-MACHADO:  Right.  And the patient data themselves.  Because in order to execute that model on top of the patient data locally, we have to have agreement on what are the oranges and stuff.
DR. JONATHAN HOLT:  Okay.
MR. ERIC LARSON:  No other questions?
[No response.]
MR. ERIC LARSON:  Okay.  Thanks, guys.
[Applause.]
MR. ERIC LARSON:  Okay, next up, Jason Goldwater from National Quality Forum.  Hey.  All right, everybody give him a round of applause.
[Applause.]
Agenda Item:  The Use of a Blockchain to Foster the Development and Use of Patient-Reported Outcome Measures (PROMs)
MR. JASON GOLDWATER:  So good afternoon, everyone.  And I guess before I begin, I really do want to thank ONC and NIST, A, for putting this on.  But, B, for almost inexplicably selecting me as one of the finalists.
I have no earthly idea how that happened, and neither does my organization, but they were thrilled, beyond thrilled when they learned that I had made the top 15.  And my CEO ran -- well, didn't exactly run, but did come into my office and said, "Congratulations, this is so unbelievable exciting.  What in God's earth is blockchain?
[Laughter.]
MR. JASON GOLDWATER:  So I had to explain to her and the millennials that work for me that it is not the latest electronic dance craze, that it is actually something that we can use to hopefully facilitate a new development in the area of quality measurement.
And I want to take a bit of a different approach here.  This is the fourth time I've delivered this presentation.  So I'm sorry that you're not the first, and I'm going to just sort of go out on a limb and say most of you already know what blockchain is.  So I don't really have to get into an explanation of that.
And rather than sort of focusing on specifically the technical aspects of blockchain, which I'm happy to do, but which have been covered -- and I would invite you then to read my paper if you really want to get into the nuances -- is that I really would like to move this up to a slightly higher level about what blockchain can do specifically, I believe, for quality measurement.
Not necessarily interoperability, not necessarily patient-centered outcome research, which are excellent examples, and certainly blockchain can facilitate that. But I really believe strongly that the use of this technology, along with the enormous amount of data that we are collecting on individuals with respect to their healthcare, provides an opportunity that we really just haven't seen before.
And I also knew that coming in here that a lot of you live and breathe this, I'm sure, on a day-to-day basis.  I'm sorry, I don't.  This is something I'm interested in and have been following.
So the way I was going to compensate for my lack of utter involvement in blockchain is just simply to have the coolest slides for today.  So you'll be the judge as to whether that actually is true or not.  All right.
So I do want to describe what NQF is for those of you that don't know because I am sure for those of you that are aware of the organization, when it was announced that we were a finalist, some of you went "NQF and blockchain?  Are you kidding me?"  When did NQF ever get involved in any of this because, in all reality, this is not necessarily the focus of the organization.
NQF is a non for profit, nonpartisan, membership-based organization -- those of you that are not members, please see me after this is over with -- that work to try to catalyze improvements in healthcare.  We use measures, and we use standards as critically important foundation for initiatives to enhance healthcare value, to make patient care safer, and to achieve, hopefully, better patient outcomes.
The history and mission of NQF, I won't spend an awful lot of time with this, but it was created in 1999 by a coalition of public and private sector leaders.  The purpose is to promote and ensure patient protections and healthcare quality through very rigorous measurement and through public reporting.  We are the only consensus-based healthcare organization in the nation, as defined by OMB.
Hi, Tony.
And this status allows the Federal Government to use NQF-defined measures for healthcare practices as the best evidence-based approaches to improving care.  We are advancing the field of measurement science with an expanding portfolio of work, which I'll describe a little bit later, which is why I think this has relevancy. And right now, there are about 300 NQF-endorsed measures that are used in more than 20 Federal public reporting programs.
Why does that become important?  We are about to enter the age of MACRA, or the Medicaid Authorization and CHIP Reauthorization Act, which, for those of you who may not be familiar with the legislation, is going to make pay-for-performance much more than just a simple idea.  And I'm old enough, believe it or not, that I worked when pay-for-performance programs were first being put into place by CMS, at that time, HCFA, what it should have been called.
And now we are moving into this area of value-based purchasing in which providers will be asked to provide a baseline level of care that is evidence-based and improving outcomes in which reimbursement will be tied into it.  So quality reporting and certainly Federal reporting programs are taking on greater and added significance.
What NQF does.  So, in a nutshell, we are the consensus-based entity.  And so we set the standards for how to evaluate measures to make sure they are reliable, that they're valid, that they're feasible, that they can be implemented, that there is a strong evidence base for why the measures are needed.
We bring together multi-stakeholder groups that will look at measures in various clinical areas and evaluate them to determine whether they should receive NQF endorsement.  And NQF endorsement is only given if the measure passes a very rigorous criteria.
We accelerate the measure development process by allowing individuals to submit measures and evaluate them on the basis of our criteria and ensure the fact that if, indeed, it receives endorsement, it is a valid, feasible, reliable measure that is grounded in the strongest evidence possible and will lead to improved outcomes.
We are also future setting in that we are looking at measures beyond just those that are the most common. For those of you that may be familiar with quality measurement, measurement is -- has been for the longest time evaluated in three ways.  Outcomes, improved outcomes for patients; improved processes, the way a provider takes care of a patient; or structure, that the structure is in place for quality to be improved.  But that is changing and evolving, and that is what NQF is involved with as well.
Certainly, one of the things that has really taken on greater importance in the measurement field are what we would call patient-reported outcome measures.  And measurement, by definition, is an encounter in time.
A patient presents to a physician.  "I'm sick.  I have hypertension," for example.  The provider diagnoses the hypertension and provides a diagnosis and then a treatment, which could be pharmacological.  It could be diet.  It could be a combination of the two, along with extra exercise.  It could be a host of things.
And quality is measured in that there is a measure that says if a patient presents with hypertension and their blood pressure is this, the provider should then do the following action.  And if they do, it will lead to a better outcome because the evidence strongly suggest that that is what will happen.
And the only way a measure is endorsed by NQF is that the evidence is strong enough to ensure that that outcome will happen.  And that is how measurement has been done for time immemorial.
But now we are moving into an area where patient engagement has become far more important than it has ever been before.  How do we engage the patient actively in their care?  And patient-reported outcome measures is one step out of many because it leverages patients to measure symptoms and functional status in areas that matter specifically to them.
So the importance and significance of patient-reported outcome measures.  This is pretty cool, isn't it?  Really, yeah, it is.
[Laughter.]
MR. JASON GOLDWATER:  So glad the guy from Humana is like, "Yeah, this is awesome."  All right.  Terrific.
The significance is there is an increased focus on the patient experience of care because these measures are entirely built around the patient experience.  Now let me make that clear.  It's patient experience, not patient satisfaction.
Because satisfaction is a very subjective term, and I get asked this a lot.  Oh, don't you measure patient satisfaction?  No.  Because I equate this to an airline, right?  So I could go travel on an airline and the flight could leave on time and get me there on time.  So by that metric, it should be a great experience.  I should be perfectly satisfied.
It may be the worst flight of my life.  I may have so many things wrong with that airline that I will never want to fly it again.  I could take another airline.  It may leave slightly late.  It may arrive slightly late.  But the flight attendants are singing and playing games, and I'm getting free water.  I'm sure you know what airline I'm referring to.  And it may be the best experience of my life, and I may be perfectly satisfied.
So we get out of satisfaction, and we focus specifically on experience of care.  These PROMs, as we would call them, are very comprehensive.  They can include symptoms and other aspects of health such as social function or whether or not the patient is actually adhering to the treatment recommended by the physician.
It includes the patient perspective on the burden and impact of disease.  It specifically asks what the patient's reaction is to their condition and to their treatment, which for the longest time is not what we were considering.  We were only considering the patient presents with a condition, the physician prescribes an action, and that is how the quality measure is formed.
With PROMs, is it very different in that you're really looking at the patient experience.  And this fosters better patient-provider communication because it delivers more details and complete evaluations and treatments for specific conditions.
But there are challenges in effectively developing and using PROMs.  We get a lot of these.  There is a lot of interest in this from organizations all over the country.
The way you develop a PROM is the measure is built off the basis of a psychometrically validated tool.  So, for example, if you're going to evaluate a patient's feelings toward their mental health condition, which is very popular, and the treatment that they are receiving, you then have to build a tool that you ask the patient to fill out before and after treatment.
It's usually a short questionnaire, eight to nine questions.  Nowadays, they're being given on iPods or -- iPods -- iPads.  I'm really dating myself -- iPads for them to fill out, and that information then goes to the provider, and that becomes the basis of the measure.  But you have to develop a tool
And for those of us that have been in the survey development business for a while, we will all understand that developing an adequate psychometrically validated tool takes a significant number of time.
PROMs have to measure its intended objective, and it has to demonstrate significant variation.  So if you're going to measure whether or not somebody's generalized anxiety disorder is being appropriately managed without medication, the measure has to specifically reach that objective, and it has to be able to show that there is variation.  Their anxiety is being managed, or their anxiety is getting worse.  It has to be grounded in evidence.
The tool must show that it can reliably measure its intended target, and the testing of a PROM, the development and testing of a PROM, like most measures, is very burdensome and very costly.  Just to develop a regular measure at this point takes anywhere from 2 to 3 years and upwards of $500,000.  That's for one single measure.
Now we are working diligently to cut that down.  To develop a PROM is even more expensive because it's not just developing the measure.  It's developing the tool and then finding the appropriate cohort of patients to test the measure appropriately.
So this leads to the fact of is there a better way?  Or should I say, is there a different way?  So I do want to say that what I'm going to propose, what I proposed in the paper is not saying let's get rid of this altogether because that is never going to happen.
What I'm suggesting is that there is another approach that we should be examining, and the use of blockchain makes this much more of a reality.  The Internet of Things, as most of you know, is an innovative way of collecting data.  There are over 220 million smartphone users at the moment.  My teenage daughter, I think, is the one who uses it the most.  I think that's actually permanently glued to her hand at this point.
There are over 22,000 applications that deal with health across a whole spectrum of conditions.  Thirty-five million individuals across the country use some form of self-tracking device, whether it be a Fitbit or a Jawbone UP or an Apple Watch or some other way of tracking some part of their physical health.
And 29 percent of individuals at the moment use some form of patient portal.  Eighty-nine percent of the population at this moment would prefer to access their health information electronically, and so when you have this many smartphone users, this many health applications, this many self-tracking devices, and so many people using them, it provides a significant amount of data that to date hasn't necessarily been tapped for the patient-reported outcome measures that could be constructed around them.
The data is available.  The expansion of these data streams is significant.  It has created what one person called, and I love this quote, of the participatory biocitizen.  That you can become far more active in your care and in your data than you ever have been before.
There is ways of recording personal history, family history, self-expression, which is major.  The idea that people are using Twitter to communicate not the debate yesterday, although that was huge, but to communicate information about their health is substantial.
And I remember about 5 or 6 months ago that I asked -- I told my colleagues when we were looking at the ability to do -- to look at self-expression data to identify potential trends in healthcare and know possibly how to build these sort of patient-reported outcome measures that, just for an example, I would look at COPD and see how many people were tweeting about that.  And they all laughed at me, which, you know, I'm used to.  I have a teenage daughter.  I get laughed at all the time.  So, and not for the good ways.
So I said let me find out what I can find.  And I ran a query in R and did some text mining, and within 1 week, a 1-week period, there were 300 tweets about COPD, and I stopped at 300.  And they all said, I mean, maybe they're just talking about a report.  Maybe they're just talking about something the Government issued.
No.  What they were talking about was what's the difference between COPD and asthma?  What medications do you take with COPD?  How does my lifestyle have to change as a result of having this condition?  What are the side effects of these medications?
Are there any patient-reported outcome measures directed around those trends?  Not a one.  But that data exist for us to be able to actually look at the ability to create the measures and potentially populate them with the applications that are available.
You can look at baseline and variability data, where a patient is now, where a patient is now, where a patient may be later.  You can look at improvement, and you can also look at prevention.  There are applications that will help you understand what you have to do in order to prevent, for example, your ability to catch the flu or the ability to catch another particular condition.
There are these apps and availability of data to help all of this.  And all of this data available has created a giant ecosystem of personalized health information.
This gives us a number of expanding opportunities. It's a wider set of endpoints to look at patients.  Rather than one particular condition and one particular diagnosis, you could be looking at a host of conditions, a host of diagnoses, a host of options, a host of prevention methods.  You could look at normalization and prevention.  So you could target things such as longevity or enhancement.
It expands the ecosystem because there is so much more data now to actually be looking about, and there is, of course, a much larger array of patient-generated data.  And so you would think this seems so obvious.  Why are we not using this?
And I think you all know the answer to that question, which is patient data, for whatever reason, is the most sacrosanct of all data.  We will happily, without thinking twice, input our Social Security number in 25 different Web sites and not think twice about it.  We will put our personal information.  We'll put our children's information.  We'll put our banking information.  We will happily have our pets tracked wherever they are.
[Laughter.]
MR. JASON GOLDWATER:  But when it comes to our data, even data that we collect on applications, it becomes something that is so crucial to us that it is difficult to share because there is always the ability or the possibility that that data may be compromised.
So mental health, for example, is really one of the best examples.  And I've been working on this for a very, very long time.  It's personal to me because I realize that it is still something that is critically  undiagnosed.  It is something that still attaches a stigma, that people are still afraid to talk about, but that its effects are significant.
26.2 percent of all Americans suffer from some diagnosable mental health condition every single year. There are smartphone applications like Code2Health or Talk Blue and Web portals that provide the ability for you to communicate with respect to your mental health condition.
Fifteen point seven million Americans, for example, had at least one major depressive episode in the past year.  Approximately 1 in 25 adults in the U.S. experience a serious mental illness that substantially interferes with or limits their life in more than one activity.
There are over 1,500 smartphone applications that deal with mental health, where you can privately input data and even privately communicate with a physician.  The characteristics provide an ability to create and develop PROMs that might look at not only the diagnosis of the condition, but a variety of treatment options.
And because of the ability of a PROM to assess impact, something that is much more significant than the way it is perhaps measured now, and it is clearly something that is relevant.  The best thing about developing PROMs is that you're developing something that is a trend, something that is immediate, something that is immediately relevant.
So where does the data go?  I think all of you know this.  So I don't have to really spend a lot of time on this.  But a lot of the data that we collect from applications or collect from self-wearables goes into cloud storage, which spans multiple services.  You access it through an API.  I'm not going to spend time on this.  All of you know this.
I'm not suggesting that cloud storage is a bad idea.  I think cloud storage at times has been very valuable, and I think we all leverage it.  If you have an Apple iPhone, you know all of the pictures that you and your family have taken are all on the cloud, which is amazing when my daughter tries to hide pictures because I find them anyway.
So -- which I keep trying to tell her I'm a lot smarter than you when it comes to this.  But issues with cloud storage.  It's a good, but it's not necessarily a great solution.  The data is contained in one specific area.  There are multiple elements of that data that are collected into the cloud.
If you are looking to exchange that information from the cloud to a provider, interoperability, which blockchain has a wonderful way of potentially solving, which was demonstrated by my predecessors, that we're still facing an interoperability problem.  And in particular, the ability that we don't have a unique patient ID to tie that together.
The data is not homogenous, not just simply the data that's collected, but the way the data is coded, and the way the data is standardized.  And without the lack of an identifier, there is the risk, the risk of patient error.  How much of that risk?  I don't know.
But what I have said when I've talked about the prevalence of potential error in healthcare, any risk is too much risk.  So the idea then of not being able to have a unique identifier to link the cloud data with a patient record provides at times a risk.
Which now means we enter into blockchain, which is not necessarily the panacea to this.  So let me be clear.  This is not going to solve all the problems.  It is not the way or the light.  It is an idea that we can leverage these multiple data streams into not only creating patient-reported outcome measures, but also populating them and actually changing the paradigm and the dynamic of measurement completely.
So what is blockchain?  Please tell me I don't need to go over this slide.  Thank God.  All right.  Moving on.
It's the first time in four presentations I have not had to go over this.  So how would this actually work if we were really looking at this in terms of healthcare?
A community health center, for example, in which there are underserved or rural populations that do not have access to specialty providers all of the time, even when needed.  But yet, many people that live in these areas, up to 50 percent, have smartphones and use them on a regular basis.
So a community health center can receive up to 10 transactions per second from its network of known patients.  There is a collaborative agreement between the center and the patients for them to upload data from these applications or these wearables onto a blockchain.  Each of these receive a signature, as you know, that's associated with a specific patient.  The signatures are combined together to form a fingerprint to uniquely identify them with the patient, which gives them, at least virtually, an identifier without actually creating an identifier.
Once all of that data is collected, the data will then move up, will become a block and move up the chain to the provider who, at that time, would be the only one that would have access and would validate that these transactions did come from that specific patient. The fingerprints would be continuously updated and verified to maintain the access and the integrity of the data, the basic 1, 2, 3 of how blockchain works.
But think about that for a moment.  Some of the conditions that are very prevalent in these rural areas are heart disease, are substance abuse, are mental health, are hypertension.  If they were then able to use the applications that are available to track those elements that may be beneficial for treatment, such as diet and exercise, monitoring peak flows, if that was necessary -- and there are plenty of applications that do that -- monitoring blood pressure, monitoring heart rate, and there were the agreements formed in the blockchain between the provider and the patient to upload this data, you could formulate these patient-reported outcome measures and impact the patient on the status of their health while providing a -- giving a provider up-to-date, real-time information.
And even more important than that, measurement, as I said, takes place at a particular point in time.  It represents a single encounter.  And once that encounter is done, the encounters are aggregated together and reported to CMS on a monthly or quarterly basis.
Imagine, though, that if we had blockchain implemented and were able to leverage the Internet of Things to have data from patients going to providers, you're talking about a measure that is updated continuously.  It doesn't just represent a single point in time.  It represents multiple points in time.
So the patient and the provider are not only able to measure the appropriateness of care and adjust the measure as necessary when needed but also are able to report multiple endpoints of how that patient is varying from when they started.  It represents a new dynamic in measurement that isn't explored -- has not been explored as of this moment.
Are there advantages over cloud storage?  I think that there are.  Now granted, interjecting, this is my opinion.  Certainly, patients can use their own digital signatures and fingerprints and combine that to a provider to grant access.  The patient does have control over the data, what elements will be shared and what will not be.
So that is an agreement they could formulate with their provider.  We will share this data.  The patient, the locus of control falls more to the patient than it would be before.
Integration.  You can, of course, integrate this data through RESTful APIs that are attached to the HL7 FHIR standard, which, of course, is being promoted to be the salvation to interoperability.
I don't think we're there yet.  It's certainly a great cause as we're moving towards this.  But even though the great advantage of FHIR is that it does at least leverage the most basic premises of the Internet, which provides the ability for this to be integrated together.
Using IoT devices that are always on to collect patient data actively gets patients involved in their care.  Not just getting data, but being able to share the data, and it really, since these devices are usually always on, it really fosters a greater and larger dynamic between the patient and the provider.  They both are active in their healthcare.
You know, Helen Burstin, who is our chief scientific officer, and I say all the time, if you want to have a successful quality measurement program, one, it's not about measuring everything you can.  It's about measuring what you should.
Number two, the measures have to be driving systemic change in healthcare.  You have to know the impact of the measure on the patient and on the provider for the healthcare dynamic to change.
And number three, the measures have to empower both of them.  It has to empower the patient.  It has to empower the provider.  When you do that, then you're measuring quality successfully.
So let's put all of this together.  I realize this graphic is just blowing your mind right now.  It took an hour and a half to put this together.  My wife is amazed and said, "Out of all the things in our 18 years of marriage, this is the most impressive thing that you've done."
[Laughter.]
MR. JASON GOLDWATER:  Not exactly sure how I should take that, but I'll take it as a compliment.
So, for example, data really indicates that children, rural children and adolescents, those living in areas in which access to mental health specialty providers are greatly lacking, generally have a higher rate of generalized anxiety disorder as opposed to the rest of the population and don't have access to the counselors that will provide the appropriate care.  They usually just have to see either a nurse, a nurse practitioner, or just a general internist who, for the most part, provide medication.
But the use of cognitive behavioral therapy -- or talk therapy, as it is known -- has proven to be very effective in minimizing and mitigating the effects of generalized anxiety disorder without necessarily using pharmacologic therapy.  So what if we designed a PROM that stated that if a rural child or adolescent 18 years or younger presents with a diagnosed condition of generalized anxiety disorder, that the use of cognitive behavioral therapy is used?
And that the patient then has to report out on what its success would be.  So that data is collected. There are smartphone applications where you can collect a child's mood, what their feelings are that day, and how the talk therapy is actually affecting them.
The chain would be created in which those transactions that are discussed between the patient and the provider and in this particular case, since the patient is a minor, the patient's caregiver to determine what elements would be shared between the provider and the patient.  The transactions would build a digital fingerprint that would go to the provider, we would hope, on a -- since cognitive therapy is done on a weekly basis, week to week so monitoring could occur.
That measure could be updated on a regular basis and even modified for the particular patient if it feels that such the measure is not actually measuring its intended objective or not having the impact that it originally thought of when it was designed.
This measure doesn't exist yet, by the way.  I'm totally making this up.  You could then set the data essential to the patient would be shared, and they would be able to monitor the progress to determine whether or not the anxiety is being mitigated in such a manner that pharmacologic therapy is not necessary, which indicates the measure is successful.
It's driving change in care.  It is empowering the patient and the provider, and it is measuring something that is essential because the evidence indicates to us that it is necessary.  And more to the point, if many of these transactions are actually captured across a large cohort of patients, the measure could be fine-tuned, and there could be constant chains of feedback from the patient about what they like and what they don't like.
So we move to a measure that actually not only works, but the measure empowers both the patient and the provider, and the measure successfully looks at an alternate modality of treatment besides just pharmacological care.  And it uses information that is already in our hands.  Gets rid of using psychometrically validated tool.  Relies on information on technologies that are easily and readily accessible.
Now before I get to the end, this sounds great, I hope.  But there are flaws in this.  So before a question is asked, I'm aware of what the flaws are.
Flaw number one.  This relies on patients entering their data on a consistent basis.  That's correct.  And do I have any guarantees that patients would do that?  I don't.  And there's no evidence pointing out that they would or that they would not.
But yet when so many people have a smartphone, when there are so many health applications, and when 90 percent of the country wants to access their information electronically, it does indicate that there seems to be a propensity of individuals that, if instructed by their providers, might actually use these devices to communicate and record information because it's a private transaction between themselves and their provider that does not necessarily rely on face-to-face interaction.
Number two, has this been implemented yet?  No, it hasn't been, and I don't know of any blockchain in healthcare that's actually existing at the moment.  These are very hypothetical.  So that leads to the third area.  How could it be implemented?
And I wrote in my paper that perhaps the best way of starting this is to really to go these health center control networks, which are sponsored by the Health Resources and Services Administration, which are funded through grant funding to leverage health IT in a variety of ways, particularly to improve quality of care.
And if they were able to use some of that funding to build blockchains between the community health centers within the network and the patients they provide, it provides at least an avenue by which this data could be collected and adequately used, I hope.
So thank you all very much for watching.  I hope you enjoyed the slides.  I've been told I have to always give my email and my Twitter handle, and I've been told to get a Twitter handle, which is in the front slide of my organization as well.
So thank you all very much for listening.  I enjoyed this, and happy to answer any questions.
[Applause.]
MR. ERIC LARSON:  Questions?
QUESTION:  I thought that was absolutely fantastic, and thank you for the glorious use of PowerPoint.
MR. JASON GOLDWATER:  You're welcome.
QUESTION:  It was impressive.  You're an artist.
I'm a little concerned about over-fitting, particularly.  So there's Goodhart's law, which was that if you have something that -- once a measure that you're using becomes a target, it ceases to be a really accurate measure because everybody tunes to it.
And so at a first pass, we're talking, and this is all in the context of what I think -- I think that what you're proposing is wonderful.  Not all people have smartphones, and we are going to see fiscal policy around reimbursement and payment change radically in the next 10 years based on this new information and the fact we don't need to have massive ETL clearing houses, you know?
How can we protect ourselves from going down rabbit holes of, you know, training to test?
MR. JASON GOLDWATER:  Right.  So that's an excellent question, and I wish that I had a complete answer to give you to that.  Typically, the way we try to avoid that -- now the way that's been tried to be avoided in the future -- in the past, rather, is that the measure has to be rigorously tested before it ever comes to NQF for consideration of endorsement.
And one of the criteria for feasibility testing, so would the measure actually work? Would it be implemented in an environment?  Would the data be collected?  Would it be used to improve quality and not just simply to meet a metric?
And they have to be able to show that over the course of time and the use of the measure while they're testing it, that there have been significant improvements in quality that align with the evidence base indicating that by following these actions these outcomes are improved.
Where this gets a little tricky, understandably, is that we're talking about an entirely new dynamic of measurement, which is not relying on electronic health record or a claim.  It's relying on the Internet of Things.
But where I think there is potentially a much better opportunity to not get fixated on the metric, but get fixated on improvement is what we are looking at is much greater patient involvement than has ever been done to date in measurement because the patient, when they go in to see a provider, the provider diagnoses and provides treatment.  The patient, for the most part, has no idea that the information that they're giving and what's being done is going to be used in a measure.  They have no idea.  It doesn't empower them.
What we're talking about empowers the patient.  It makes the patient active, and you're also talking about being able to refine measures as the data is coming in. Now it takes up to 3 years to refine a measure.  Like a measure gets endorsed by NQF, and then 3 years later, it has to come back through us if it needs to be maintained, which means the evidence base has changed, the science has changed, and the measure then has to be redirected.
Now we're talking about potential changes as the data is being given.
QUESTION:  And just to say thank you for engaging with this consumer electronic device ecosystem.  There are a lot of people, patients, who are making demonstrably bad health choices --
MR. JASON GOLDWATER:  Yes.  Right.
QUESTION:  -- based on just routing around because they can actually get information about their pulse, about their genotype, about whatever, and they go off and don't use the medical ecosystem.
MR. JASON GOLDWATER:  Correct.
QUESTION:  So thank you for this engagement.
MR. JASON GOLDWATER:  You're welcome.  I'll interject a second by saying, and I hope I'm not offending anyone, and if I do, I'm real sorry, but I thought Pokemon Go! was the most ridiculous thing I had ever seen in my life.  I mean, the idea that there's a Pokemon in my front yard, on my driveway, that I had to throw something to catch was absurdist at the best.
My kids freaking loved it, and it got my kids remarkably out of the house.  I mean, we walked around an entire lake, 4 miles, as they're sitting there catching Pokemon.
And I thought this is the great -- I mean, it's ridiculous, but this is the greatest thing I've ever seen, and my kids are out of the house, walking around in nature for an hour and a half.  I need to record this and post it on YouTube because this will never happen again.
So, you know, I think you're right that there is -- there are people that are really altering their health status and patterns off the result of information they're being given.
Yes, ma'am?
QUESTION:  So my question is actually multipart.
MR. JASON GOLDWATER:  Okay.
QUESTION:  Are there places in which this is happening right now, the work that you've demonstrated? And then as a subset of that, what are the different modernization strategies in order to actually make it continue to happen?
And then, finally, from the patient standpoint in particular, why do I want to do it? Like is the value to me for every situation as a patient or as a human that I'm giving you information, I better get something from it.  So what am I getting back?
MR. JASON GOLDWATER:  Right.  Right.
QUESTION:  How does that value chain shorten, with examples?
MR. JASON GOLDWATER:  Okay.  So thank you for that very difficult multilevel question.
So the first part of the answer is, no, there is no blockchain implementation currently.  Yes, there is rapid development of patient-recorded outcome measures. There are numerous organizations that have taken this on, and the data sources that they are using are either through, like I said these qualified psychometrically validated tools that assess things like mental health and heart disease and exercise status and diet, or they're using them from repositories like the PatientsLikeMe, Open Research Exchange, which has a large amount of patient-based data across, you know, roughly 200 different conditions.  And there are several PROMs that have been formed in the areas of depression and heart disease and diabetes.
The second part is how can we move this along?  Which is I think the nature of developing PROMs is already sort of moving.  That train is already going.  Where I think we need to look at is how can we collect data through the technologies that we have rather than simply relying on the use of a tool?
Because this gets to your third point, what do you get out of this?  So in order to really be able for a patient to fully understand the impact to themselves, there does have to be some degree of literacy that the patient understands their situation, their health status, and what improvement would actually mean.
Now sometimes that relies on the communication of the provider to the patient to educate and to enlighten them.  But the use of some of these applications and the use of some of these self-tracking devices provide, at least on the basis of the evidence, a better understanding that if I walk 5 miles a day and I see on my Fitbit application everything is green, I've done something good, and I'm improving my health.
So if you can tie a measure around to those metrics that patients understand, then at least there -- we think and hope that there is some understanding of the value and impact to their own health.
QUESTION:  I just add on another, I guess, thought as you're considering this further, which is that I, as a patient, don't care about -- I care about my data -- 
MR. JASON GOLDWATER:  Right.
QUESTION:  -- weirdly.  But I don't care much about myself.  I don't care much about my own health.  By contrast, I do care very much about my family's health.
MR. JASON GOLDWATER:  Right.
QUESTION:  And so how to build the value chain such that you're incorporating the members of that person's community who care more about their well-being than they do themselves?
MR. JASON GOLDWATER:  I mean, I think that's an interesting question, and I'm not, you know, exactly sure how to address that.  Like you, I care about my health, but I care about my children's far more.
So it's about becoming more actively engaged and understanding the type of data that could be collected from your children that would best benefit the health. And again, that gets back to what's the understanding between the provider and your children, and what needs to be collected in order for their health status to be improved and maintained?  And is there a logical baseline understanding that everybody gets?
Sir?
QUESTION:  So really wonderful.  Thank you very much for all of this.  I'm glad to see that NQF is really sort of joining the rest of us in the 21st century.
[Laughter.]
MR. JASON GOLDWATER:  I'll be sure to pass that on to Helen, thanks.
QUESTION:  Well, and I think that some of what I want to say, actually, sort of hinges on an old metaphor, an old model that seems as much of what you're saying is sort of out there, seems like it's a constraint.
So sort of the reporting piece, right?  So there is the sense that reporting is answering questions, right?  But the reality is that whether it's my phone or the activity tracker on my wrist or my activity when I'm online doing things, that those are all leaving trails that can be turned into measures without my ever answering a question of, hey, I feel terrific today or not.
I think if you look at the pattern at which I use Twitter, people know, "Oh, Larry's at a conference," right?  So there are easy deductions that actually model my behavior and I think are very predictive of outcomes.
And so I think that we actually could pull a lot of friction out of the system by looking at behavior and looking at sort of nontraditional sources for these measures.  All the social media companies, all the, you know, the Googles of the world are intensely measuring the behavior of the populations they care about and building tools that tell them what that population is doing and how that can be used to influence what they do and what their outcomes are.
MR. JASON GOLDWATER:  I agree.  I have been pushing that very line of thought for the last 18 months, and I think NQF is well positioned to start leading this.  We need funding -- hello, ONC -- in order to be able to do this. 
But let me give you an example of how true that is.  That when Prince passed away, which for those of us that grew up in the '80s was tragic because this was like, you know, our soundtrack to our lives.  But when he passed away, I ran the same text analysis to determine how many people were tweeting about opioid abuse when it looked likely, which was now then verified that fentanyl was what killed him.
And there were over 800 tweets within a 48-hour period, and it wasn't just about Prince.  It was about how do I know that I'm at risk for opioid abuse?  What are the medications that can get me out of being, you know, out of the possibility of opioid abuse?  What types of multimodal therapies in addition or instead of opioid therapy?
There was even a few tweets about anti-diarrheal medication, which has an opioid-based compound, which I did not possibly know.  And there were people that were tweeting how panicked they were that do they take Immodium AD anymore, or are they going to become addicted to opioids?
And it was, again, the sources for building those types of -- I mean, I don't think you'd build a measure around that, but clearly, building a measure around multimodal therapy looking at it from the patient's perspective, risk management, risk assessment from the patient perspective.  You're right.  Those data streams are out there to do that.
Absolutely.
QUESTION:  Thanks.
MR. JASON GOLDWATER:  Sir?
MR. WAYNE KUBICK:  Good morning.  Wayne Kubick from HL7, and I loved your presentation as well.
MR. JASON GOLDWATER:  Thank you. And I love FHIR, by the way.
MR. WAYNE KUBICK:  All right.  Well, that's where I'm going.
MR. JASON GOLDWATER:  I really do.
MR. WAYNE KUBICK:  That's where I'm going.  So, basically, I was going to ask you about your opinion on the Harvard Medical School Children's Hospital SMART on FHIR activities --
MR. JASON GOLDWATER:  Yes.
MR. WAYNE KUBICK:  -- which are doing very similar things.
And secondly, to comment on one of the quandaries that I'm going through, which is the balance between making it easy for people to access and use their healthcare information, things like FHIR versus the increased complexity, but security and resource intensity of something like blockchain.  And so how do you see those things fitting together?
MR. JASON GOLDWATER:  So that's kind of the conundrum at the moment.  I think what Ken and Zak are doing are phenomenal.  I think the SMART FHIR base that they're using really does provide the ability to collect information and pass it along using the very protocols of FHIR, which is exactly what I've talked about.
I mean, I remember when they got the SHARP Grant to do that, and I think it is really providing -- again, it's sort of taking us from where we are to where we need to be, being able to collect patient-based data without necessarily the reliance on specific surveys.
How do we merge sort of the complexity of blockchain with the easiness of data entry?  You know, I think blockchain, again, to most patients would be completely transparent.  But I think there has to be an explanation in a way, which is going to be difficult, understandably, that you're sharing elements of your data with your provider, and they're going to be used to assess your care and perhaps assess your care over a particular duration of time.
And I think that communication just has to continually be driven by the fact of what those improvements could be.  Again, getting back to what does the patient get out of this?
Like if you enter this information and you share these data elements, we will be able to tell you this. We may be able to help your anxiety with your son without relying on Ativan, for example.  We may be able to help with his depression by prescribing this medication and this therapy.
So I think it's just a matter of communication, and that's a very difficult area because, again, people are so very, very protective of their data.  Even the most rudimentary elements being -- I mean, I bring this example up a lot when I talk about this.
My own father, who knows what I do for a living -- I mean, he is my dad -- he refuses to share health information, even though I told him it's for your own benefit.  It's -- "No, no, no.  You know, some gremlins will get it, and they'll use it for nefarious purposes."  And I don't know, give it to Donald Trump, or something.  I don't know.
But whatever the case may be, he's very reluctant to do that.  So we have to really all sort of work collectively on improving the literacy of patients, improving the understanding of patients about how that data is going to be share, and ensuring that the use of this technology is only sharing the data that they want to be shared and really pointing out that the locus of control resides with them, not with some third-world -- third-party entity that might be controlling them.
Last question.
QUESTION:  I wanted to hear your thoughts about the issue of permissionless versus permissioned blockchains because it's a paradox.  You know, sensitive healthcare information like mental health data is obviously really sensitive.
MR. JASON GOLDWATER:  Yes.
QUESTION:  It sounds like it should be permissioned.  But then you're talking about data that's already on Twitter.
MR. JASON GOLDWATER:  Right.  Well, I think it's kind of what are you using the data for?  Which would then sort of segment upon what would be permissionable and what would be permissionless?
So if you're looking for data on Twitter to try to identify trends to build measures around it, you know, I'm not sure that the use of permissions is something that is needed there.  I think people tweet things openly with the knowledge that it's out in the open and can be utilized.
I don't think people understand how it can be utilized to build measures, but I think that there is an understanding that when you tweet something, just like when you post something on Facebook, it's open to those people who can view it.
I think when it comes to actually sharing data elements to populate the measure, you absolutely are going to have to have permissions regardless of the condition. Because, again, there is such anxiety about wanting to share data, any kind of data, whether it's just your data on your weight or what you're eating or your exercise or your mental health status, whatever it may be.
I think that when it comes to using data to populate the PROMs, that has to have permission, granted access.  When it comes to trying to find trends to build the PROMs, I'm not sure that you necessarily need permissions around them.
Another question?
QUESTION:  Sure.  I don't want to keep people from lunch, but the appointed hour has not quite arrived.
There's an underlying assumption in what we've been talking about that more data is good.  I mean, people are paid to produce data, to access data.  And the medical culture professionally is based on the proposition that the more data the provider gives the patient, the better the patient will be.
MR. JASON GOLDWATER:  Right
QUESTION:  There's a kind of professional ethic to give the patient all the data that could possibly be relevant to their condition.
MR. JASON GOLDWATER:  Correct.
QUESTION:  But from the patient's point of view, that isn't necessarily a good assumption, and there's a lot of research from the cognitive science point of view that people can be very easily overwhelmed with data --
MR. JASON GOLDWATER:  Agreed.
QUESTION:  -- and shut off channels to getting the data and accessing the data. So I'm just proposing that in conjunction with the capabilities to get more data and deliver more data, we have to develop models from the patient's point of view in terms of what data is appropriate to actually improving their capabilities to act for their own benefit.
MR. JASON GOLDWATER:  I could not agree with you more, and I'm very much in solidarity with what you said.  The big trend in patient engagement is give the patients their data, like give them everything.
And I completely agree that that is not -- I mean, that they have a right to their data, certainly.  But I'm not sure that engages the patient.  Because if you don't understand the data that you're looking at or the data is so overwhelming you can't make sense out of it, then you're not becoming engaged.  You're becoming confused.  You're becoming agitated.
It's about giving the patient the data that they need, the right data.  The data that empowers them, makes the understand the status of their healthcare, and how to communicate with their provider in the best way of improving their health status.
So I completely concur with you.  It's not about the tsunami of data just pouring out to the patient.  It's about giving them the right kind of data to make the right kind of improvements.
MR. ERIC LARSON:  All right.
MR. JASON GOLDWATER:  Thank you.
MR. ERIC LARSON:  Thank you very much, Jason.
[Applause.]
MR. ERIC LARSON:  Okay, we're going to adjust the schedule a little bit.  We're going to have one more presenter, Ariel Ekblaw, from MIT Media Lab.
Then we'll break for lunch.  We'll take an hour.  We'll take a full hour, maybe a little bit more to adjust the schedule, and then come back and hear from Kevin Peterson with Mayo Clinic, and then the panel.
So let me -- give me one moment.
[Pause.]
Agenda Item:  "MedRec" Using Blockchain for Medical Data Access and Permission Management
MS. ARIEL EKBLAW:  Hi.  Can you guys hear me?
AUDIENCE:  Yes.
MS. ARIEL EKBLAW:  Great.  I'm Ariel Ekblaw.  I'm from the MIT Media Lab, and I'm here today to talk to you about MedRec.
First of all, I just want to say thank you so much to ONC and NIST for hosting us.  We're really excited to basically debut our prototype for medical record access and management on the blockchain.  This is a working prototype, and we're actually already in pilots with hospitals in Boston.
The idea today is to go through and show you in enough technical detail exactly how the prototype works and how we interface with it so that it can spark ideas for those of you in the audience who might be interested in doing your own pilots, or those of you who already have them, would you be interested in collaborating with MedRec?  What would you tweak it to make it a better -- a better open source technology for your own purposes?
So I'll talk to you about the research motivation and the technical implementation, a little bit about what we're going with Beth Israel Hospital, Beth Israel Deaconess Medical Center in Boston, an explicit focus on interoperability.  I'm glad we have a FHIR person in the audience.  So trying to build on FHIR rails.
A future for big data applications.  Predictive analysis, predictive analytics for your own personal healthcare data.  Where we fit in national healthcare priorities, like the Precision Medicine Initiative, ONC roadmap.  And then, finally, the challenge and the next steps for a prototype because we are, you know, a young software development project.
I probably don't need to go through this in great detail now.  We've covered the blockchain infrastructure, thanks to John Kelsey's awesome presentation yesterday.  Just to reiterate, the immutability, provenance of data, and the time-stamping that we use in Bitcoin to account for who owns what money is the same architecture that we're interested in for accounting for who owns what data in a system?  And in this case, medical data in the medical system, right?
And so another interesting thing that we're considering here with the Bitcoin model is how do you share money?  How do you spend money?  Well, you should also be able to account for how you're sharing and transacting your medical data or any data, for that matter.
These are our three motivations for the project.  So the first is to unify patient access to their healthcare data across providers and treatment sites.  So we all interact with multiple data portals.  You have a data portal for your dentist, for your kids' pediatrician, for your specialist.  Wouldn't it be great to be able to see all of that data holistically in one place?
So it's a usability tool for you.  It's easier for you to become empowered with your own medical data without that data being stored in a centralized database or a centralized repository, which would be a huge target for content attack.
Our second goal is to enable patient-initiated data sharing.  So we want a patient to be able to just click a share button, send their record to a doctor for a second opinion.  They shouldn't have to print out the records or request a CD or like physical hard copies of the X-rays from their hospital, walk them or drive them over or ship them to another hospital or provider just to get that data sharing between providers.
We might also imagine a future where grandparents want to establish a health history for their family.  Instead of it being anecdotal and patchy, you can actually just hit a share button and share your health history with your family.
The third, and where we're really interested in also leveraging the blockchain model, is in empowering researchers with big data from healthcare.  So in our model, we do have an incentive structure.  And the medical researchers, like a broad community of medical researchers are the miners in the blockchain because we think that they see a need for census-level anonymized aggregated insights about medical data, and that's something we think MedRec can in the future provide for them.
All right.  So getting into the implementation.  Our key choices here.  First, we're using smart contracts on an Ethereum blockchain.  Now I say "an Ethereum blockchain" because what we did months ago was fork the Ethereum blockchain. We now have our own custom implementation that's based on Ethereum, but we're actually blockchain agnostic.
So hearing Drummond talk about Sovrin, I'm very interested in that, and I think we'll pursue maybe re-architecting on Sovrin as well.  We can re-architect on the Bitcoin blockchain.  The idea here was to start with what was a really great dev protocol.
So for those of you in the audience who are maybe considering testing, Ethereum was one of the easier blockchains to get started with.
We have updates to the system, managed through a notification system.  So we use smart contracts to also log for the patient app and for the provider when there are any updates to the medical information and the medical data that would be relevant for either of those identities.  And then surface those notifications to give the patients and the providers real-time updates to how the medical information is being managed.
All medical data stays distributed in the original databases.  So we're not a storage solution.  We're also not trying to convince providers and hospitals to migrate their data in any way.  We actually just built a database, what we call a gatekeeper utility.  It sits on top of their existing databases, is interoperable in a bunch of different dimensions, and I'll cover that in a moment, and uses the blockchain as an access and permission log for when data is allowed to leave that database and be synched off chain with the patient.  So all of the data stays with the hospitals and the providers.
And finally, the nodes in the system, the miners, and the participating provider entities have a copy of the blockchain permission log in a traditional blockchain architecture.
I want to dig in with you into the smart contracts.  And when we say we're using smart contracts in Ethereum, this is actually the data that we're putting into them. So, first, we define what we would consider a patient-provider relationship.  This is a pair-wise relationship between the patient who's getting care and a physician or any other, maybe a physician therapist, maybe an ophthalmologist.
So first is a public key Ethereum address, which is the internal blockchain identity or identifier for both the patient and the provider.  So there are two identities there.
Pointers to medical data.  So what we do is we take a record in one of those provider databases.  There is some uniquely identifying information about that record, like a record ID number or a record title and timestamp.  We're able to hash the uniquely identifying part of that record, and then we store that hash as a pointer to the medical data without any PII associated with that medical record ever making it onto the blockchain.  So it's just a pointer back to that record at the provider's database.
We then associate with that pointer the network location.  So assuming you're coming to the blockchain, you don't know exactly where this provider's database is, how do you know where to go and grab the data associated with that pointer?
And then, finally, permission strings.  So who are the identities in the system that are allowed to request access to the database for these -- for the data at these pointers?  Well, by default, it's the two identities who are registered in the contract, but this is where we could add multiple identities.
So maybe the patient has authorized a grandparent or a third-party provider, and they would show up here in these permission strings for additional rights and viewing access to the data.
In the summary contract, what we're doing is trying to improve the performance of our app.  So we want it to be really fast and quick for you to be able to look up and see all of your medical information across providers.  So the summary contract just lists a list of all the patient-provider relationships that you're engaged with.
This is symmetric.  So the patient would have a summary contract that shows all of their doctors.  The doctor might have a summary contract that shows all of their patients on the day that they work at Brigham, on the day that they, you know, go down and work at Mass General, and it could be subdivided by whatever logic makes sense for their system.
We also have a status variable associated with each PPR that's listed in the summary contract to show if there's any data update information that should be pulled in, that should be synched off chain to get the latest data that was maybe relevant to you or posted about you in the system.
Finally, the registrar contract, and I think this is one of maybe the more interesting pieces for the group that we have here today with the discussion about identity.  We're not an identity solution, but we have areas where we would love to plug in to a really good identity management solution on the blockchain.
So what we have is a basic registrar contract.  We take the public key Ethereum addresses that we're using internally in the blockchain identity system, mapping it to an outside identity string.  So we sometimes get asked, oh, so you're mapping it to like Social Security numbers or some other tag that's often used in the real-world, off-chain infrastructure to identify people in the medical system?  No.
The goal is not to tie it to Social Security number.  The goal is to tie it to a randomized pseudo-anonymous like PUID or GUID, much like what Drummond described as the cryptographic identifiers here.
So this is something that because it's on the blockchain should not be -- it's should be pseudonymous, and it should not be able to be re-identified, but it should have meaning to the off-chain communities, the off-chain medical community, the off-chain hospital where you're actually going to have to interface and grab that data from.
Then we have a mapping from the individual identities on the Ethereum blockchain to the summary contracts.  So we know where to go look up the summary contract for a particular patient.
And then, finally, custom registrar logic, and this is maybe the beauty, one of the beauties of Ethereum smart contracts.  This is where you can encode custom logic for registering new identities, revocation of identities, managing the people and how they're interacting in a system.
I wanted to give you guys an overview of the flow. So this tends to help clarify exactly where the data is going and where it's not going in the MedRec system.  So if you start with the upper left corner with the physician, they can enter new data.  So maybe a new blood work record or a new vaccination record through the MedRec provider app.
They also don't have to go through the MedRec provider app.  We want it to be interoperable.  So if they just want to use their Epic EHR and they don't want to have to integrate with our UI, that's great.
They enter new data into their provider database. We, though our custom Ethereum client and the MedRec APIs, bundle the information that you saw in that first smart contract.  So a pointer to the medical information, permission strings, time-stamping, and we post it to a blockchain.
This blockchain is mined and maintained by medical researchers.  These are regulated entities in the healthcare system, maybe like eventually the CDC or other broader entities who have an interest in census-level insights.  Eventually, I'll get to exactly how they're getting rewards out of the system.
When we then focus on the patient, and the patient wants to go and retrieve some of the data that this provider has posted on their behalf, they request data from the provider's database.  That database gatekeeper checks the blockchain. It checks the blockchain for identity matching between the request that they're getting from this patient and whether that patient is logged on the blockchain as having access rights to get that data.
We do this with public key crypto.  We do this with digital signatures.  When those identities are confirmed, then the provider database releases the data off the blockchain and synchs with the patient.
So that was one node.  That was just one provider posting to the MedRec network.  Here we have an envisioning for what we really want to have happen, which is being able to give you holistic access to all of your data across different providers.  So these are a bunch of different providers that would post their permissioning, their pointers to the blockchain, and the patient has this one blockchain to go to to be able to retrieve the access and permissioning information.
Importantly, this is not a central repository of the data.  The data is staying distributed among all of the different provider like home nodes.
So this is the user interface.  I think a really great point was brought up in the last question about the importance of not overwhelming patients with the data.  We're not particularly user interface devs.  We're really passionate about the backend and the orchestration of this system.  But we do throw some attention to what it should look like and trying to design a user interface for the patient.
What I'm about to show you after this is all the nitty-gritty, like how we actually integrate with the code.  But from the patient perspective, they shouldn't have to integrate with the blockchain.  They shouldn't necessarily even have to understand exactly why it is that a blockchain is being used for the system.
We would love to be able to make a good pitch to why it's uniquely important for them, but they should interact with a very simplified, you know, intuitive, easy-to-use interface.  We were actually inspired by the ONC plus Department of Veterans Affairs Blue Button Design Health Competition, if there were any of you guys who are familiar with that?
So now breaking down into the virtual machines.  So like how are we actually monitoring and day-to-day running this prototype as pilot?  We have virtual machines for the miners.  Eventually, this could be run on a HIPAA-certified cloud.  This could be run with hundreds and thousands of -- or just, you know, hundreds of thousands of units of computing power on Amazon Web services, et cetera.  But for now we just run it on local virtual machines.
The miners listen for new transactions.  A transaction in the system is any time that some medical information, some pointer is posted to the blockchain. Because we have the feasibility and the flexibility of our own customized Ethereum blockchain, we can toy with the parameters of mining.  So we don't have a fixed block size.  We don't have to wait 10 minutes for a confirmation.  We can play with a lot of these parameters.
For the physician and the patient, you'll see it's actually the same content here that they're running in their virtual machines, and that's because we want it to be symmetric.  The provider should be able to post new records that are relevant to the patient.  But just like Jason was talking about in the prior conversation, we want the patients to be able to post their symptom records and have their own self-reported symptoms included back into their official health record with their provider.  So that's why we basically have clients and a Web app view that are symmetric between patient and provider.
All right.  So now, like actually looking at exactly how we're managing, you know, some of these virtual machines, this is a peek into our blockchain.  So this is our miner going through a system of looking for transactions on the blockchain.
If we had actually recently posted a pointer or a sharing of health data, this little zero would be a 1, or a 2, or a 5.  There would be transactions there to mine.  You can see that we're keeping track of the latest block number, which is the height of the chain, and then we're making sure that all of our other clients that are actually posting to the blockchain are synched to this number and that everything is working properly.
This is our client for the physician or care provider.  Right now they're crawling the chain, constantly crawling the chain, looking for updates, seeing if symptoms have been posted by patients.  Seeing if there are updates or requests from other physicians to view the data that they have at their local database.
And then here is the same client, but for the patient, but this time it's found in update.  So instead of just crawling the chain, which is the first line that you see up at the terminal cursor, it's now found an update.  It shows you the contract address of the patient-provider relationship that that update is relevant for.  So that's basically it's telling you which patient and which provider, you know, are connected with this update, and then also how to go and retrieve that.
And so when the patient next logs in, they'll see a notification.  They'll see a notification saying, hey, you have an update from this provider.  They have new information to post.  Do you want to accept or reject?
The reason that we think that is important is that the patient should be able to have some control over what information enters their medical -- their medical record in their own home app.  So we give them that power to accept or reject notifications.  It's also an anti-spamming consideration that we have in the protocol.
All right.  So that is quick overview of how we're actually dealing with the like on-the-ground dev work for the project.  Now I'm going to transition and talk to you about our pilot with Beth Israel.
So we work Beth Israel Hospital in Boston.  We did a local integration with them this summer, an end-to-end flow testing the system with their SQL servers.  What they did for us was set up a cordoned-off environment, where we had real medical data, but de-identified, and we're able to test the system, test the posting to the blockchain, test retrieval of the records and eventual posting to the user interface for the patients.
We're going to be continuing this in the fall.  This is also a PSA for if there are providers out there among you or maybe biomedical companies or pharmaceutical companies who are interested in piloting and trying out a blockchain application like this, please let us know.  We'd love to consider, you know, talking to you guys, getting your use cases, how to refine the code, and we're open sourcing the development.
So between the fall and early winter of next year, our learnings from these pilots will be able to enrich the code base that we're going to make available for, hopefully, many of your companies to toy around and play with.
Some thoughts on interoperability.  So we designed this initially as a system of open APIs.  The idea is not to always connect directly with our database gatekeeper to the on-prem databases, but because Epic and Cerner and hospitals in general are going to soon have to expose their data through FHIR endpoints, we would love to be able to be built on FHIR.
So this is somewhat of a dependency that we have on the rise of FHIR and FHIR becoming universal and well used, but that is really the goal is to have it be in an open set of APIs.
We're designed with HIPAA regulations in mind.  There is no MedRec repository of healthcare information.  So we're not going to be a steward of the healthcare data.  Also we can run these virtual machines and the nodes on a HIPAA-compliant cloud, on a HIPAA-compliant network.
We're designing the backend to accept the data standardization formats from FHIR.  So thinking about like the structure of metadata, how API should work, what is, you know, a common schema, what's a standard clinical document for a medication record, for a vaccination record, et cetera.
But we're also able to work directly with on-premise DBs.  So we're kind of in between those two right with Beth Israel.  And then our goal is support end-to-end encryption for any of the off-chain data transfer.
So now some thoughts on big data applications.  I think we've heard a lot today about predictive data, about using medical data to provide insights for your own benefit and empowerment going forward.  Once you are enabled with holistic data across all of your providers, there's a huge opportunity to be able to show patterns and trends in your own personal healthcare data.
At a slightly larger level, at the metric population level, there's the opportunity for predictive analysis.  Now we're not a team of expert data scientists, but hearing about the UCSD application earlier this morning, ModelChain, this is exactly where we would want to integrate with them.
When we have a decent system of accessing control for getting access to the medical data, how can we do large-scale aggregate analysis of that with machine learning to surface predictive analytics?  So then your doctor can say, they look at you as a patient, and they say, "Well, you know, 30 or 50 or hundreds of other MedRec patients with your similar demographics, with your similar past history, were on the cusp of developing this type of cancer."  Maybe give an early warning or ask you to come in for a preemptive diagnostic test.
For researchers, this is a huge opportunity for precision medicine.  Being able to, within a MedRec user cohort, specify the demographics of the users that you're interested in, but not have to actually get any of the PII back from them.  But just being able to gather data for your research studies without having to do the overhead of meeting the patients in clinic, in person for research trials.
Also because MedRec would, hopefully, be a system that enables patient data across time, you could imagine doing longitudinal studies and answering some of the ONC's goals for long-term longitudinal data.
And then, finally, kind of at the census level, it's an opportunity for analytics for trend discovery. So we have a narcotics abuse problem in the U.S.  Patients going and getting a prescription for a narcotic from one provider, going and getting multiple prescriptions for narcotics.  Can we have an insight trend layer on metric that would pick up and flag that type of behavior, conflicting prescriptions?
So if you see now that you have your dentist information and your ophthalmologist information and your cardiologist information, all of that healthcare data in one place, maybe we could have, you know, an analysis for are they prescribing conflicting prescriptions for your healthcare?
And then, finally, tracking epidemiological trends, flu, other infectious vectors.
Where we stand kind of in the context of national healthcare priorities.  In drafting the white paper, we tried to take a step back and think about how does the MedRec prototype and other, you know, growth on top of the MedRec prototype -- it's not a panacea.  It's kind of just one early pilot.  How does it -- how does it reflect some of these goals that the ONC has outlined in their interoperability roadmap?
So for the first, that is really the patient-centered goal of the MedRec project is to give patients access, longitudinal electronic health information over time, can direct it, share it, send it in any direction that they want.  It should be a learning health system. So it should be dynamic, include predictive analytics for machine learning.
A service-oriented architecture.  So this is why we think it's important that we're considering a system of open APIs.  So third-party devs, third-party developers can build on top of our architecture and make services that maybe surface some of those insights and trends.
MedRec is essentially a healthcare directory and resource location.  It's a directory, a pointer as in where you can go to get your information, and it's doing that through managing authorization to electronic health information.
A few notes here about Precision Medicine Initiative and PCOR, PCORI.  Establishing a national research cohort.  This could be done through a future MedRec user base.  Evidence-based personalized research, based on the data that you have across providers in your MedRec profile.
And then, finally, what we really care about is this notion of data sovereignty and how can we build an open stack for big data in healthcare?
So we're less interested in having individual companies who might be interested in MedRec take it into their system, make a walled garden, and then we'll have, you know, lots of MedRec-esque deployments.  But they're all separate, and we'd have an interoperability problem between them.
How can we think about this as a more fundamental technology that can contribute to an open stack?  Something that really should remain accessible for other developers and patients themselves to get their data out of.
So this is my question to you.  If you have questions after, I'd love to hear about your thoughts for how this can contribute.  If you know of other work that's being done that we should interface with, as representatives from agencies in D.C., if you know of regulation that's coming down the line that we should be aware of or be thinking about, I would love to hear from you.
Challenges and considerations.  So we're currently at a stage where we're torn between two options.  We could go with an open blockchain, secured by medical researchers as proper miners in a proper open blockchain model.
The problem with that is even though we're not posting PII to the blockchain, there is a risk of frequency analysis.  So a re-identification based on the pattern and trends of network traffic in a blockchain.
The alternative is to make it permissioned.  So then it's not open.  It's permissioned and, has been pointed out, the security benefits of a blockchain then are a little bit less clear in a permissioned system.  But that might be the answer for concerns over HIPAA, for concerns over re-identification.
This might limit the size, the natural size of a MedRec deployment.  So maybe MedRec is not meant to be a national system, where they're all plugging into one blockchain, but local blockchains or regional blockchains that are interoperable between each other.
Data aggregation across many endpoints.  So this actually gets back to the UCSD presentation from earlier today.
Relying on digitization of medical records.  I had a great conversation with the folks over here about the fact that we are really relying on the data already being accessible in a digital format.  We're not trying to parse PDFs or, you know, hard copy scans of data.  So that is something that we have a dependency on.
And then relying on momentum behind FHIR and record standardization.  We try to do our best to also be able to scrape data, you know, deal with systems that might not be standardized, but this would really be beneficial for us moving forward.
Next steps.  We're preparing to open source the code in the fall of 2016.  Always pursuing additional real-world deployments.  So, again, if you're interested, come talk to me.
We're moving from POC to scalable code base, and so as part of this, we're establishing a healthcare consortium at MIT Media Lab to help us take the code from the current state, where it's, you know, graduate students working it as a prototype to something that's scalable to enterprise scale.
Extensibility to other non-healthcare use cases.  So at its root, this actually doesn't have to be specific to healthcare data.  This can be an access and permission management system for other types of data.
And then, finally, integrating with other blockchain and big data open blockchain projects, like for genomics data, working with groups like Kaiser Permanente or the Broad in the future to do other types of applications of big data on blockchain.
And with that, I'll take questions.  Thanks.
[Applause.]
MR. MANU SPORNY:  Hi.  Manu.  I'm -- so thank you for the presentation, really fascinating stuff.
My questions are more around backing technology.  So, you know, you said that there are open questions around permissioned versus permissionless.  You know, if Ethereum or smart contracts were the right mechanism to go forward.  And what I heard from you was in general, you're open to a whole bunch of different ways of building the technology for this system out.
I was wondering if there was certain approaches that you have effectively ruled out at this point, where it's clear that that is not going to achieve what MedRec wants to achieve.
So, for example, you raised the point of, you know, well, maybe we'll do permissioned blockchain, and maybe that limits the scalability of the solution, and you'll end up with regional interoperability, but not national interoperability.  And to me, that feels like a -- that option should be off the table because you're just going to end up in kind of a situation where you have federations that potentially don't interoperate, or you just kick the can down the road and you have to create legal agreements between these federations to interoperate.
So I'm wondering if there are other decisions like that.  One, I wanted to get your thoughts on that, on whether you believe that that's off the table, or you think that there's a reason that federated blockchains would be an interesting direction to pursue?
And I was wondering if you had -- you know, the research that you've done so far have taken things like using the Bitcoin blockchain just off the table because of potential attacks or security concerns, specifically around medical records?
MS. ARIEL EKBLAW:  Great question.  So as to the federated blockchain, and would I be actually happy if it turned out to just be multiple regional MedRecs?  No.
My goal is to be able to have it be a more powerful, wider, more open blockchain.  And one way that we might do that while also accounting for the privacy concerns is to do identity mixing.  And so if we're really worried about frequency analysis of one, say, provider ID that gets known to be a cardiologist, and then you see 15 IDs over time often interacting with this cardiologist, you might be able to figure out that they have a heart problem.
What we would do instead is mix IDs.  And so instead of just having a single ID in the MedRec system, you have 50, or you have a new one every 2 weeks.  And so this helps us do some obfuscation on the blockchain.  So what I would really love to do, taking it forward, is look at those anonymization techniques as well as zero-knowledge proofs.
So I actually sit right next to the Enigma team at MIT, and we do -- we do have a little bit of cross-pollination between some of their zero-knowledge proof work and multiparty computation.  That is the direction I would really like to take it forward in.
And then your second question?  Remind me, like the second dimension.
MR. MANU SPORNY:  It was mostly if you've identified technologies that are dead ends?  So, for example, you know, putting this information on the Bitcoin blockchain is a dead end because, for example, you have forked the Ethereum blockchain, which means that there are capabilities that you needed in the blockchain you were using that didn't exist in the mainline code base.
So, you know, it was a question of were there other blockchains that you looked at and decided we're not going to be able to accomplish what we need on that particular blockchain or this particular technology stack?
MS. ARIEL EKBLAW:  Initially, we did look at Bitcoin, and we thought it was too limiting because of its Turing -- well, because of the nature of Turing-complete scripting languages.  We wanted the functionality that Ethereum gives us for loops, for more complex logic, for things like smart contracts.
We've been encouraged to reconsider Bitcoin just because it is the global most successful, well-scaled, tons of miners chain.  The reason that I'm not quite as interested in that, I think, is because, A, we would bloat the Bitcoin blockchain.  So we would not significantly, but even just the hashing of the pointers that we'd be putting into the op codes would bloat that chain for a nonfinancial application.
And again, the risk of metadata re-identification on the Bitcoin blockchain, where I don't have the right to do identity mixing on the Bitcoin blockchain.  It's not my blockchain.
So I think, for now, the Bitcoin blockchain would be one of those more challenging ones to reconsider.  I'd love to hear about Sovrin and hashgraph.  I'll consider those.
DR. JONATHAN HOLT:  I think Zcash, too.  So I think -- I don't want to jump you, but I think just it carries on to what he just mentioned as far as zero-knowledge proofs.  And I think the frequency analysis is actually a major issue, is because, I mean, let's say you have a physician in Paris, and there is actually one person has actually seen that physician in Paris.  And a second person goes to Paris, and actually now that you can identify that address of that physician in Paris and then potentially re-identify.
So obfuscation, I think, is not a good solution.  It really needs to be that zero-knowledge proofs, and that is coming to the Ethereum blockchain.  So I think that there are probably better solutions.
So let me let him go.  Then I have question.
MR. MAREK LASKOWSKI:  So my name is Marek Laskowski from York University up in Canada.
And very fascinating talk.  I realize that the work you're doing is a prototype stage right now, and so I was wondering if you could comment on it seems in order for the patient to interact with the system, they would need to run their own Ethereum client, and whether you can comment on the usability issues around that or whether that's going to improve in the near future?
MS. ARIEL EKBLAW:  Right.  So the patient app runs an Ethereum client, but the patient themselves should, hopefully, never have to interface with blockchain. So they won't really have to be managing that interface.  They'll just download an app in the same way that you would download a mobile phone app or, you know, download software or go to a browser-based application.
So I think it's a great question about usability, and our goal is to keep it really simple and almost masked for the users, unless they're interested in digging deeper.
DR. JONATHAN HOLT:  I'll let Henry go.
MR. HENRY KIM:  No, you go ahead.
DR. JONATHAN HOLT:  So my two points was actually -- is the -- in the summary contract, actually for the view from the provider, the list of all their patients.  The tricky thing is you're limited, I believe, in Ethereum to only about 1,024 items within that smart contract.
So I think that's just a logistical sort of challenge.  So from the patient's point of view, they actually can list four or five doctors.  That's not a problem.
MS. ARIEL EKBLAW:  Yeah.
DR. JONATHAN HOLT:  But just trying to actually implement that, it would be difficult.  And maybe that's the way to do is to split up into multiple smart contracts, actually to divide that.
MS. ARIEL EKBLAW:  Yeah.
DR. JONATHAN HOLT:  The other issue is the -- when you actually have a patient-physician relationship, the tricky thing is actually there is in the real world, you can see Dr. Smith in my practice, but if I'm not available.  So, but now if you need to have also a contract with Dr. Smith.  And what about, well, then I leave the practice?
So there is, you know, trying to model this, actually keep on going up and up and up, and you ultimately have to boil the ocean or actually model for it to actually work in the real world.  So it's just challenges.
MS. ARIEL EKBLAW:  So I think for the first challenge, yeah, we're looking -- so say in the case of a patient, you know, listing 4 to 5, even 10 providers would not be a challenge for this system, but maybe for the provider listing hundreds of patients may begin to bloat that smart contract.
So we could split it up.  We could -- and then easily, you know, associate two summary contracts together.  From the perspective of the patient, it wouldn't change much.
In terms of your latter concern, I think it's fair.  Can you rephrase it again for me and just explain?
DR. JONATHAN HOLT:  So just in the real world, you know, a patient -- I'm a physician, but one of my patients can see one of my partners in my practice.
MS. ARIEL EKBLAW:  Okay.
DR. JONATHAN HOLT:  So now what you have to model is actually not only is it the patient has a patient-provider relationship within the smart contract, but then you have to either know beforehand that, oh, they might see Dr. Smith in my practice.  So now you actually need the relationship with him.  Or if it's I'm a large group practice, every single physician in my entire, you know, Kaiser Permanente thousand-group medical practice, in which case, then what happens when someone leaves is that --
MS. ARIEL EKBLAW:  Yeah.
DR. JONATHAN HOLT:  -- is you just have to model it.  Then you have all of these physicians who are actually part of a group practice, and actually, the contract is really with not only Dr. Holt, but also the entire medical practice.
So I think it's on a small level actually, I think this is one of my favorite papers that were submitted, and so good luck to you guys.
MS. ARIEL EKBLAW:  Thanks.
DR. JONATHAN HOLT:  I think it's -- I think that this is -- has great attraction immediately.  The difficult thing is to actually implement in the code for the real-world situations.
MS. ARIEL EKBLAW:  Thank you.  That brings up a good point.  And in the pilot with Beth Israel what we're thinking about is maybe those PPRs don't actually have to be between a person and a doctor particularly.  They could be at the level of an office.
And so then what we need is a really easy onboarding system to say, well, you initially have this PPR set up with an office.  You probably don't, until you meet the doctor, want to trust them all with your medical data.  So maybe there's a QR code, but in that moment when you go into meet with the doctor because, at least for now until Watson gets going, it's still in person.  You know, you don't quite do remote telemedicine for everyone.  You're going to have that moment where you meet your doctor.
That can be a quick onboarding procedure through our QR app to say, hey, your office already has access. I'll authorize you in particular.  And it will generate right there on the spot like a sub-PPR contract for that provider.
So the idea is to, hopefully, not have to envision ahead of time all of those hierarchies, which would boil the ocean, trying to plan for all of that complexity.  But letting it be something that in that moment of onboarding is really simple and intuitive for the patient and the doctor.
DR. JONATHAN HOLT:  Cool.
MS. ARIEL EKBLAW:  Thanks.
MR. HENRY KIM:  Thank you.  My name is Henry Kim, and I'm also from York University in Canada.
And this also was one of my favorite papers because it is possibly the most hit the ground running and less conceptual of the papers that have been presented. So that is to say that, you know, you provided concrete code -- or presented concrete code, and you've got some really good ideas about the innards, right?
Which means that I'm going to ask you a question, which you're probably the most advanced, in my opinion, to answer, which is one of the difficulties or issues with what you propose is that it's a two-party or a three-party network effect.  This only works if you can actually develop a scaled network.
And that scaled network has to have patients on it.  That has to have potential miners, and that's got to have providers on it.  So it's a three-party network, I guess, minimally.  And so eventually to get it running to what you have envisioned, you have to hit network scale.  And that's actually very difficult to do.
And I'm asking you that because, in my opinion, you're as close to sort of having that visibility as anyone I've heard because you're so a little bit less conceptual than other works that I've heard about today.
MS. ARIEL EKBLAW:  That is probably one of the biggest things on my mind week-to-week is how to scale this.  So what you very well alluded to is the problem that to get this to be a system where any patient could log in and actually see their medical data across all their providers, we have to have already gotten to all those providers and get them to, you know, to integrate with our backend system.
And so the goal is to make as seamless as possible.  So building in FHIR is one strategy that we're pursuing.  Making sure that when we do have to actually tweak schemas and database structures to integrate with those systems that we can have some automation in the backend of the MedRec code to make that easier.
Building a consortium, so kind of for the people managing like, you know, institutional managing side of it, we're building a consortium to get a bunch of healthcare providers onboard.  And we're targeting high-level groups like partners.
So not necessarily just -- like my examples are mostly from Boston, that's where we're working.  But not just Massachusetts General Hospital or Brigham and Women's or the Newton-Wellesley Clinic, but the partners level.  And then eventually maybe the insurance and providers payments level to try to scale those conversations so I'm not having to have the onboarding conversation over and over every time.
MR. HENRY KIM:  Did you ever think about also maybe -- so you talked about partnering with the verticals, the healthcare verticals.  Would it also make sense to partner with infrastructure or technology provider verticals?  For instance, like Hyperledger, for instance?  And I'd hate to be doing advertising for IBM, but you know --
[Laughter.]
MR. HENRY KIM:  -- like Hyperledger because they are an established company, or Microsoft and BaaS.  Have you thought about that as well?
MS. ARIEL EKBLAW:  Yes.  So we're looking -- we're looking for the best way to take the code forward.  And because it is an open source project, something that comes to mind is the Linux Foundation.  So groups like this who are going to be able to be a good repository, have some of the blockchain dev expertise.
And so, yes, I am actually looking at Hyperledger as a potential home for the code.  Also leveraging their network of company and partners who can help us take it further and scale it.
MR. DRUMMOND REED:  Also big kudos for a real, running project, real open source code.  So now I'm going to do my duty as co-chair of the XDI Technical Committee at OASIS and ask do you get any questions about actual portability of medical data for -- you're providing access to the data where it is, but sometimes patients actually need to be able to take control of that data or move it.  Are you looking at any open standards for that?
MS. ARIEL EKBLAW:  So yes and yes.  I think I could always use your input on which open standards to be looking for.  But we do have a model in the MedRec system, where instead of it just being surfaced in the Web app, we would really encourage the patients to as soon as that data is synched off chain to maintain a database of their own content.
So if it's worth skipping back here, in that diagram that I showed, where there's a provider database, there should also be a patient database, and it should be right here where the patients are able to gather this information and gather their records from their providers.
Now this maybe sometimes poses a usability problem.  Not all patients will want to be stewards of their own information, but it is functionality that we actually already have set up in the MedRec backend, which is a lightweight cache database or a SQLite database or some way for the patients to be able to maintain some ownership over that.
Now thinking about the right way to do that in terms of open standards so that when it's stored in that database, they can then port it, you know, to wherever they want or introduce it into a new provider system, that's a great question, and I think that's something we'll continue to look at going forward.
Haven't solve it.
MR. DRUMMOND REED:  Have we got a standard for you.
MS. ARIEL EKBLAW:  Okay.
[Laughter.]
MR. PAUL OATES:  Hi.  Paul Oates from Cigna.
Could you characterize a little bit when you say you're taking it to open source in the fall, what that looks like and whether you're going to start crowd sourcing in a certain way?  And also talk about both a technical level, but also governance level so that some of us who have use cases -- I think you've heard some volunteers in the audience here.  Well, we're all pretty excited about what you're doing to bring some of the other community-based efforts forward to help you solve some of these common problems.
MS. ARIEL EKBLAW:  Okay.  So when we open source the code either the end of this fall or early winter, the goal is, on a basic level, we're going to open the GitHub repo.  So all of the code is currently up on GitHub.  We'll probably do some type of an announcement to get people to do a code review.
So something that I'm very aware of is we're not necessarily -- so we all have, the folks who work on the project have backgrounds in different areas like crypto, you know, blockchain architectures, Web Avenue (I).  But I think the first step after we open source is to get a really hefty code review going.
And so we're going to open it up to our friends at MIT who will criticize the code.  Anybody else who wants to help us do that, that would be kind of an open call period.
Once that settles down and as we think about moving forward with the open source project, we'll probably, after having released the code, pick maybe two to five companies that we could reasonably manage and start sitting with them on premise and deploying their use cases of the code.  And then that would hopefully lead, to the extent that they're willing and open, to be able we would take any learnings from that and continue contributing and building the original code base.
That model is a little bit different if we do it through Hyperledger.  So you can see that some of the governance decisions are still to be determined.  But the idea is first open the code, just put it out on GitHub, make it available, do a really rigorous code review, and then pick a few partners to really take it forward with.
Because we're a little bit worried that if we just open source it, it'll sit out there like a lot of open source projects but may not get the momentum to move forward without some expert development, without like some experts involved.  So then we'll partner with those companies to take a few pilots forward.
MR. PAUL OATES:  Great.  Thanks.
MS. ARIEL EKBLAW:  Thanks.
MR. MAREK LASKOWSKI:  Hi, Marek again.  So do I understand correctly that this was implemented using Solidity language?
MS. ARIEL EKBLAW:  Serpent.  Python.
MR. MAREK LASKOWSKI:  Serpent.  Okay.
MS. ARIEL EKBLAW:  We're Python devs.
MR. MAREK LASKOWSKI:  Okay.  So I mean, so my question was sort of assuming you used Solidity.  But let's talk about Serpent.  Can you comment on, you know, if you were to choose to go with a public blockchain route, can you comment on any sort of the re-entrance issues with, you know, Ethereum-based smart contracts and whether any of those issues are present in Serpent as well?
MS. ARIEL EKBLAW:  The re-entry issues?
MR. MAREK LASKOWSKI:  Like so, for example, when you call out to a contract, which, you know, that contract can call back into -- can call any of the methods in your code before that method executes is sort of, well, that's how the DAO happened, right?  Sort of a well-known let's say programming model issue with that whole system and whether you have addressed that or thought about it or in the case of the public blockchain deployment?
MS. ARIEL EKBLAW:  So after the DAO hack, we have thought about it.  I think anybody built on Ethereum, yeah, it kind of comes to your mind for managing the smart contracts.
We're not even sure that we're going to stick with Serpent long term.  So if, for example, we went to the Hyperledger project, it's built I think primarily on fabric, which was a blockchain developed with IBM, and then they donated the code.  So I think those questions are still really open.
It depends on if we stick with Serpent.  It depends on what model we choose with Hyperledger.  It would depend on how we architect the APIs that are defining which functions are available to be called and how those are going to be executed.
Good question.
DR. JONATHAN HOLT:  Thank you.  And I think, ultimately, it's really byte code.  So it doesn't matter if they're not Serpent or Solidity, it's still compiled into byte code.  So the same reentry would actually still be there in the byte code.
So it's just writing really smart contracts and doing formal proofs to make sure that actually they're 
MR. MAREK LASKOWSKI:  I guess my question is, is it possible, like reasonable to do so with the current tools?  That was --
MS. ARIEL EKBLAW:  We do have a student who's looking at security analysis of Ethereum smart contracts.  So trying to do provable smart contracts, making sure that we don't have some of those logic gaps and attack vectors into the smart contracts.
QUESTION:  Is there a point of no return when -- let's say this is deployed, and it's adopted across a number of communities.  And it's going down the road, and then somehow a better blockchain appears.  Can it be ported after that, you know?  I know it can be ported now to almost anything you can envision, but what about down the road?
MS. ARIEL EKBLAW:  That's a great question.  So I would say, philosophically, I would want it to be able to be ported.  I would want it to be able to stick with whatever the best blockchain was.
I think the way that we will do that is by keeping the code really modular.  And so having the functions that actually do the posting to the blockchain and the clients that post to the blockchain as like subdivided in modules of the code so that those can be easily replaced with other ideas for future blockchains.
To the extent that code updates and pushing that kind of an update to all of these systems that will have deployed MedRec, and is that feasible?  I think that depends on how well we do the integration with them the first time.  So it should be a system where you can easily push updates to it, like firmware updates.  It shouldn't be a static system that once we deploy it with Beth Israel is a huge problem to change and update.
So I think that's a great design point for us to think about.  When we do start really scaling to these integration sites, we need to preserve the channels for updating and modifying even something as fundamental as the blockchain behind it.
QUESTION:  Yeah.  Even if you stick with an Ethereum fork, there might be a security vulnerability that pops up, who knows, 2 years from now.  You never know.
MS. ARIEL EKBLAW:  Yeah.
MR. ERIC LARSON:  Okay, any more questions?  Oh, we have one.
MS. ARIEL EKBLAW:  Thank you guys for sticking with me through past lunch.
MR. MIC BOWMAN:  Yeah.  So I'm Mic Bowman, and I'm on the Technical Steering Committee for Hyperledger.
MS. ARIEL EKBLAW:  Great.
MR. MIC BOWMAN:  So I'm very interested in having this conversation.
One of the things that we've talked about several times is kind of the separation of what data goes on and what data stays off the chain.  Have you looked at or thought about any of the innovations that you've found useful in the database storage to sort of connect the two?
Things, as we evolve -- well, hashes as identities are useful things for the records.  But being able to do easy revocation of access or grant one-time access, those chains of characteristics are the storage on the backend as well.  Have you looked at that, and what are your insights with that?
MS. ARIEL EKBLAW:  We've looked at it only informally with Beth Israel.  So when we started doing the testing with them, based on the structure of how they store the data, there was only so much that we could push back into theirs that would revoke or update the content that they have on their side.  And so that's something to consider.
Feasibility wise, I doubt that we would be able to, just for the purpose of this project, convince, you know, lots of hospitals to change their backends to have, you know, like to accept revocation procedures.  But maybe once something like this has legs and becomes a large open source tool that's part of an open healthcare IT stack, maybe then there's the momentum behind that to start thinking about changing how the local hospitals do data storage and data architecture for what we would be plugging into.
MR. MIC BOWMAN:  Thank you.
MR. ERIC LARSON:  More questions?
[No response.]
MR. ERIC LARSON:  Okay.  Thank you.
MS. ARIEL EKBLAW:  Thank you.
[Applause.]
MR. ERIC LARSON:  Okay.  Real quick housekeeping.  Remember, the food and the coffee is not ours.  We're getting -- some people are trying to sneak it.  And then there's also a farmers market, if you walk down this hallway, with fresh baked breads, vegetables, and things like that.  It looks pretty good.
And obviously, we'll come back here around -- at 2:00 p.m., we'll start back with Kevin Peterson and Mayo Clinic's last challenge.
So thank you.  Enjoy the lunch.
[Recessed at 12:55 p.m.]
[Reconvened at 2:02 p.m.]
MR. ERIC LARSON:  Okay, we are going to get started.  From Mayo Clinic, Kevin Peterson, and I'm hoping other folks end up back in the room here during your speech. So everybody welcome Kevin.
[Applause.]
Agenda Item:  A Blockchain-Based Approach to Health Information Exchange Networks
MR. KEVIN PETERSON:  All right.  Thank you, everybody.
My name is Kevin Peterson from Mayo Clinic.  First, I'd like to thank ONC and NIST for this.  This has been wonderful, and I get to follow all the wonderful presentations that have come.
So we're very happy to be here.  You'll see the team here that worked on the project.  Interestingly enough, how this started -- I assume it's similar to maybe some other people's experience -- our chief architect at Mayo Clinic, Steve Demuth, sent out an email saying there is ONC challenge.  Anybody that knows anything about blockchain, please respond back.
And you can about imagine the people that responded back.  It was a couple people that knew what Bitcoin was, some people that maybe read some blog or something about blockchain, a couple people that thought blockchain was something, but it ended up being something else that they didn't think of.
So together we sort of shared some ideas and drew upon our past experiences, and this is what we came up with.  And hopefully, we'll be able to cover some new ground.  We went over a lot, I know.  So, hopefully, some of this will be something that we haven't hit in the last day and a half.
Moving on quickly, what I'll be talking at a glance.  Just some general background about what the Mayo Clinic, what it's all about data wise, what some of the data looks like because that will play into some of the later things we'll discuss.
Blockchain overview.  We've been over that.  So there's not a lot about what actually blockchain is here.  It's more about how we're going to use it for our particular purpose.
And our goal.  What did we want to do, what did we want to gain by this whole experience?
And some data -- challenges of sharing data.  And this presentation is mostly about how can we share data more effectively?  Blockchain, we believe, is part of that.  But it's really bigger.  It's why is sharing data so hard?  Why is understanding data so hard, especially in healthcare?
We'll go into our proposal, what we plan to do, and some of the things we're doing already, and some future directions where we see this going.  There will be a bit of a twist at the end.  So you may want to stay tuned for that.  It's something we didn't really plan for when we started talking about this.  But we think it'll play a big part.
And just to make it very clear, people always ask me, well, what's Mayo's direction on this?  Where is Mayo going with blockchain?  I have to very clearly state that I don't speak for Mayo as an organization.  I work for the research department.  We can maybe give guidance, but I have yet to even get downtown parking at the Mayo campus.
[Laughter.]
MR. KEVIN PETERSON:  So after I get parking, maybe I can influence some enterprise-wide decisions.  But we'll see about that.
So data at Mayo, what is the experience like when working with data at Mayo?  And I bring this slide up first because we want to talk about sharing data.  We always first want to start with, well, how do we understand and share data just within Mayo before we even try to do other institutions?
And turns out, that's a very, very hard thing to do, even within Mayo.  Mayo data is very complex.  There are three campuses.  They're all large.  They all have different ways of doing things, as you can imagine.
There's the Mayo Health System, which is several small hospitals around the area, upper Midwest and other places.  There is different EHRs in the Mayo network.  It's not all consolidated yet, although we're converging on Epic as we speak.
So there's a group of people at Mayo, lots and lots of people at Mayo working very hard on that right now.  So we're hoping that solves some of the landscape problems a little, but we'll see.
Source systems.  There is data-producing entities all around Mayo doing all sorts of different things.  I don't have an exact number.  If I put a number, it would be hundreds, thousands, who knows?  Interfaces, source systems, different things.  Data coming from everywhere.
And Mayo does a lot of research.  There's a lot of research data.  Researchers usually want data in a specific format, specific data marts.  These pop up.  People don't always know they're there.  They go away. New ones come.  So on and so forth.
So data at Mayo is a complex thing, and we recognize that.
About myself, I come to this from a background in terminology services.  So we've been active in the standard space, me and my group, for quite a while.  We belong to the Object Management Group, or OMG, which my kids love.  When I go to OMG meetings, I come home with the OMG necktag, and it says "OMG" on it, and they love that.
But we think standards are an important part of data, and we try and use standards wherever we can for whatever we can, and it's a big part of what we do.
One of the standards I personally was involved with is the Common Terminology Services 2, which is the HL7 and an OMG standard to standardize the interaction of terminology.  And what I mean by terminology is, is medical and other codification content.  So SNOMED, UMLS, LOINC, these terminologies, coding schemes you may have heard.
We're looking for standard ways to model these things to access these because terminology is in all sorts of medical records.  It helps us understand medical data and other data better.  We want to standardize these things, and we feel terminology and ontologies is a big part of interoperability, and we'll get to a bit of that next.
So, so my group, especially we're big into terminologies and ontologies.  We also do quite a bit of data sharing.  We're involved in the PCORI effort, specifically the LHSNet.  Mayo is part of the data sharing or subnetwork called the LHSNet.  And what that amounts to, my part in that is we created a research data mart that is controlled by coordinating center.  Queries come in through the coordinating center and get dispersed.  We respond, and then the data gets uploaded back to the coordinating center.
So we went through the process of creating ETLs to get data into the data mart.  The data had to be standardized.  It had to conform to certain codifications, things like that.
So because we're interested in PCORI, because we're working on it right now, we're always looking for ways that we can maybe build on things PCORI has done or maybe add to things PCORI is doing.
Personally, I'm a software engineer.  People usually assume, I say I work at Mayo, "Oh, you're a nurse or a doctor."  But, no, my background is in software engineering.  I approach problems usually with that lens first.
So healthcare problems, usually when you boil down the software, it comes down to a certain degree of software engineering, and so that's how I tried to look at projects like this.  I also work in a research department, which has its advantages.  We're usually allowed to be a little bit ahead of the curve.  Mayo IT itself is pretty conservative at times, and rightfully so.  They don't want to get too far ahead.  They want standard -- or they want proven technology.
Working in research, we get to explore some new things.  We get to do some new things.  So that's one of the things that led us here.
Now I had some background in blockchain from Bitcoin.  I was interested in Bitcoin.  When it first came out, I got a bit into mining, not that I necessarily liked Bitcoin all that much, but I thought mining was pretty interesting.  And this was back in the time where you could stand up a mining operation with just your desktop you had.
That's no longer really the case, but I just saw mining itself and the blockchain idea, it was fascinating to me how it worked in Bitcoin.  How you could get a bunch of people that are really trying to cheat and pretty much cheat all the time, how can you get them to behave in the network altogether and advance toward a goal?  So I found that really interesting.
I've worked on some other projects.  Some clinical decision support projects.  Some other things, knowledge management.  All these things that kind of go along with terminology.  Also a bit of usability, UI design and things like that.
So why are we interested in blockchain?  And why did we pursue this paper?  Personally, my interest in blockchain is because it spans a bunch of disciplines. And as an undergrad, I studied computer science, but I also -- I got a minor in history, which is sort of an odd combination, but it sort of happened like that.
And I find that more often than not, I rely on my history background in computer science problems, and I think especially Bitcoin and blockchain, I found that it really applies because there is many instances in history where if you can control people's perception of the past, you can essentially control the future.  And that sort of applies with -- with blockchain.
Blockchain is about nailing down the past and making sure everybody has a good representation of what actually happened in the past.  So I thought that was fascinating.
And another thing that I really enjoyed learning more about was just how all this worked, how this ecosystem worked and how the incentives worked.  I put the gold star there because my daughter Valerie, she's a first grader -- she just started first grade.  And she's very interested in gold stars.  So she'll do quite a bit for a gold star, and I find that pretty interesting.
So moving on.  Blockchain for healthcare, so why do we think blockchain for healthcare is the way forward?  Now I have to admit, I didn't really think of healthcare as an application of blockchain before this. I don't think a lot of us at Mayo certainly did.
But I think it has been thought of in the past, and I'll give an example.  One of my inspirations, a physician at Mayo.  His name was Dr. Henry Plummer, and if you've never heard of him, I encourage you to look him up.  Now he had the idea that you could -- if you could give each patient an identifier, a unique ID, so that we knew who this patient was and we could track them and we could assign them things, that could improve patient care.  And he thought, well, wouldn't it be neat if we could do that?  And he also thought as part of that, what if -- what if instead of these silos of medical knowledge, we could break down some of those silos, and we could have the record follow the patient?
So when the patient had something done at Mayo, the physician would append to it.  It would travel to the next physician.  That physician could see the entire record.  They could add to it.  They wouldn't have to go looking for parts and pieces of the medical record.  And he thought wouldn't that be -- wouldn't that be great for patient care?
Now the interesting thing is Dr. Henry Plummer, he actually implemented this system.  First patient was on June 7, 1907.  And I often -- I walk by the Plummer building on my way to work, and I think that's a long time ago that he's been thinking about this.  How far have we come, and how far do we still have to go?  And I find that very interesting, and that's definitely one of my inspirations for this project.
Now, now I think it's been covered to a great extent what some of the misconceptions are.  There's quite a bit of hype.  I think "hype" is maybe generous to some of the things that I've seen.  I think there is straight misinformation almost on blockchain.
But I think this is important because this is, I think, really level set a lot of people on what it's about, what it can do.  And I'm not going to get into some of the basics of this stuff.  I think I'll assume that everybody has a good -- a basic knowledge of blockchain.  I think over the last day or two we've gotten that.
I'll be talking about proof of work a little bit, but I won't get into too deep into that.
So our goal, it looks very much like something you'd see at the top of a project chart or that you'd probably just skip over as sort of being marketing speak.  But I want to --I want to focus your attention on what we're really trying to do.  What we really want is we want to share -- we want to share data, and we realize that that's really, really hard.
We want to agree on not only how we're going to share the data, but what the data is going to look like when we get it, and what we mean by that is we want the structure and the semantics to be the same.
Now I think these two, structure and semantics, are things we'll say quite a bit because I think they're key to everything we're going to try and talk about right now.
So we'll start with structural.  Now this is usually what people first think of when they think of a challenge of sharing data.  Well, the structure is different, especially healthcare.
There's a bunch of standards.  HL7 has v2, v3.  We've used all of these.  I'm sure many of you have, too.  I always find it interesting to talk to people that use v2, the pipe separated format.  After they talk a while, they always end up sort of doing the air "pipes."
v3, we've used v3 in the past.  v3 is interesting.  We've used it for quite a few things.
Different formats, and we'll see this when we talk more about FHIR, but XML, JSON, JSON-LD, all those types of things.  Data can come and can look different, in different ways, different representation.
As I've said, we've had different data marts that all specify different formats.  PCORnet, part of the PCORI grant, was one of these data marts, and there's many, many others.  i2b2, if anybody uses i2b2, that's one.
And there's a bunch of other stuff, more than I have time to cover.  We do a lot of work in RDF and other custom data models.  These are all challenges and all kind of segment our data.
So semantic differences, and by this, I mean terminologies, codifications, things like that.  Code systems, value sets, mappings, ontologies, taxonomies, all these types of things helps explain our medical data and any other data.
So, so we find these to be very important, and one example here, we see this all the time -- things similar to this -- is you have record in the database that has "O" in the column.  And this "O" is intended to mean "outpatient."
Now just to follow that example, this is a description of what is what outpatient could look like, and this is, I believe, from the Medicare.gov Web site. So there's a whole Web site of what it means to be an outpatient versus inpatient.  There's a bunch of rules that means different things.
What the point here is that outpatient, the term "outpatient" or the symbol "O," can mean different things to different people, and how do you align your thinking?  How do people agree on what outpatient is?  Even within Mayo, different departments have different rules as to what is an outpatient, what is an inpatient?
Does it mean you have a bed?  Does it mean you have a bed assigned?  Does it mean you're in the bed?  Different rules, things like that.  And we all have to agree.  If we want to do analytics on some of this stuff, we all have to agree.
Now just to introduce one of the things we'll be talking a bit about more.  So Mayo has been involved with FHIR for quite a while, part of Project Argonaut, and then we've participated in quite a few of the hackathons and meetings, and we've really been following FHIR for a long time.
We think it's really important.  We think it has a lot of good qualities that going forward will help it gain adoption and be used widely.  So we're not just using it here as a buzzword as something to put in our presentation to just because we've seen FHIR and we think it has promise.  We've vetted it.  We've looked at it.  We've given feedback.  We've participated in some of these things.
So we're pretty confident that FHIR can do some of the things we want it to do, and I'll show you what some of those things are.
Now what do we mean by "healthcare blockchain," and what are we actually trying to propose here?  So we're proposing a solution where patient data is stored off the chain, and I was glad to hear that it seems to be the consensus is you store patient data off the chain.
So we don't want any patient data to be on anything public or even semi-public or shared between institutions, introduces a lot of things that we just don't want to deal with.  And I think there is it's fair to say that -- and we'll get into how this works -- that FHIR is a good solution if you want to do this type of thing.
It's very important the data remains in the control of the person that the piece of data is coming from.  So as soon as you give data to somebody else, you lose control.  They can do things that you didn't necessarily authorize them to do, and we see this often when we do things, data sharing.  Data sharing can work by a bunch of people ETLing data into a common format and just dumping it into a big repository.
Well, that makes people uneasy, and rightfully so, because you're losing control of the data as soon as you put it somewhere that other people can get it.  You don't have control.  You can't -- you can't be sure of auditing.  You can't be sure who looked at it.
There's a lot of problems to this, and we generally just want to avoid it by keeping the data under control until the patient and the originating institution gives somebody else control of the data.  And there's different agreements that go along with that.
And we're assuming that all the nodes in the network are known.  So the permission, somehow somebody authorizes them to be there.  We don't talk about really how they got authorized to be there, but we assume there is some mechanism for that to happen.
Now as I said, we want to use blockchain, but one of the things we agreed on when we first talked about this is we really didn't want to use proof of work and because we didn't -- we didn't really want to introduce the whole idea of mining.  And we're not going to have a public blockchain anyway.  So it didn't really apply.
But we wanted to change proof of work or the idea of proof of work or consensus a little bit because, first of all, we just want to avoid it because we saw it as extra work, and I think the same reasons usually that people want to avoid proof of work.  Not that proof of work is necessarily bad.  I think proof of work is actually pretty cool and very interesting.
But I think pure proof of work incentivizes things that we don't necessarily want to incentivize.  So using a lot of electricity, building hashes, things like that.  We wanted to look at different approaches.
So what we came up with, and we're calling it "proof of interoperability," and it's not really a consensus algorithm.  It's something that kind of sits on top of a consensus algorithm.  So in software engineering terms, maybe like a decorator to a consensus protocol.
But we really were inspired by what MultiChain had done, and they have the notion of a mining share.  I think they call it mining diversity or something.  But in essence, it's just there is a node that acts as kind of a miner.  It's more of a validator than a miner.  But each node takes turns, kind of a round robin, and that's the way that the network comes to agreement, by this sort of making sure every node gets an equal share.
So we'll quick go through how it works and a quick example.  So assume we have four nodes in a network, and again, we know -- we know who all these nodes are. We all trust each other.  I guess whatever, whatever "trust each other" means in a permissioned network.  I think we trust -- we can say we trust all the nodes to generally do what's right most of the time.
Now the miner or the verifier is elected, and there's an election process.  There's probably a few ways this can be done and has been done.  These algorithms aren't necessarily new.
But we have an algorithm that we put in the paper. If you're interested, I'd encourage you to look it up, but essentially, a round robin, one node gets elected to be a miner.  All the other nodes can start sending transactions.  We don't necessarily gossip transactions because we know who the miner is.  We don't need to gossip them throughout the whole network.  So different than Bitcoin.
The block is then created.  Any node that participated in this new block will then get it back, and they can sign it to make sure that everything is okay in the node.  But what this -- what the miner actually did is they checked the transactions from these other nodes.
So these other nodes are sending transactions which contain a FHIR URL.  Nodes are saying, "I have this piece of FHIR data.  Here's a URL to it, and it conforms to this specific FHIR profile."  And I'll get to this a bit later.
And it's the job of the miner to ensure that all these transactions are valid, that the FHIR URL is valid, and that the data that's coming onto the network conforms structurally and semantically.  And you're probably wondering, well, how does the miner know if it conforms structurally and semantically?  We'll get into that a little bit later.
Now the miner creates the block, adds it to the chain, the new chain gets disseminated out.  This is sort of similar to -- to what you would see.  And then the new miner gets elected, and the process just repeats over and over.
So, so sort of like -- sort of like how Bitcoin would work if you took away proof of work and just did a round robin scenario.  That's kind of what we were after.  And through this, we were able to avoid proof of work, but we had to make some compromises, and we'll go over that.
Now this is what the chain would actually look like.  Now we're not saying that all transactions have to have FHIR URL and a FHIR profile, but you could also have a transaction to say I authorize somebody to look at my FHIR URL to get an audit log.
But essentially, this is just a Merkle tree.  If you look at the Bitcoin paper, this looks very similar. It's just hashes that build on other hashes, and you get a block header that has a master hash, and it's tied to hashes before it.
Getting a bit more in depth on what a transaction we feel would look like, there would be the hash, there would be the contributor's signature.  So somebody signing it to say this did, in fact, come from me.  The FHIR URL.  So if I do, at some point in the future, give you access to this piece of data, here is a URL that you can resolve it.
The FHIR profile, and FHIR profiles are constraints that you can place around a FHIR resource. So semantic and structural constraints.  So we're stating that this piece of data conforms to some profile that the network has agreed with, and this means it may be codified in a certain way that we all agree we can understand.  It may have a certain set of extensions that we all agree on and we can understand.
So this is important because it's not enough just to be able to share data.  We want to share data that everybody can understand and use.
And then the secure index.  We have -- the idea here is you can append tag value pairs to transactions. So if a patient wants to authorize all their records for a specific purpose or they only want to authorize research on certain amount of their records, they can maybe put some action metadata on the transaction that people could look through, and they could provision accordingly.
Now incentivization or how do we -- how do we make sure people will mine this data other than just we're all in a private network or a permissioned network, and we all agree to it?  So we thought of maybe introducing some sort of transaction fee.  If you mine a transaction, maybe the originator would give you a bit of a fee for doing so.
There was some problems, I guess, about that.  How would the patient feel if they knew that their record was -- was essentially not sold, but Mayo or somebody else was making money on their record being in a blockchain?  Perhaps that wouldn't be the best thing to do.
So we don't know how exactly this would work, but we think maybe one of the things that might emerge is it might be an incentive for miners to be up and running because if they're not, when it's not their turn, maybe they can't count on other miners to mine their data.  So we're hoping that these things can maybe work themselves out.
Now advantages of this approach, advantages of putting FHIR URLs on a blockchain and validating semantics and structure.  So we avoided proof of work. We had to do some gymnastics to get to proof of work, and there is some downside to this, and we'll get into more of this later.
So we want to have something on the blockchain that states that this record we put there conforms and will be understandable to everybody.  This is really the core of what we're trying to do.  Conformant data, understandable data on the blockchain so that everybody agrees and can use it.
So, and we're also hoping that we can get some efficiency gains so we don't have to gossip the transactions.  They can go point-to-point to the miner. We don't have to have everybody mining like in Bitcoin. We have one assigned miner.  Things like that.
So there's quite a few disadvantages I'd like to cover.  So, and basically, they're the same disadvantages of any blockchain that uses this type of algorithm.  So you don't really have proof that your record is on the blockchain.  You have higher probability as time goes on.
So on Bitcoin, if you take 6 blocks, that's 10 minutes a block, so you got an hour. After that, you have usually enough proof that most people will think that transaction is okay.  But it's still -- it's a probability.
Now I don't know how much that matters, again, in a permissioned network.  But we still -- we still keep it in mind.
Now you can, even as I went through the diagram, you could probably see the denial of service attack as it would be happening as you can follow the miner around, and again, permissioned network, maybe this isn't as much of a problem.  But as an API writer myself, I know I've launched a couple unintended denial of service attacks against myself before.
[Laughter.]
MR. KEVIN PETERSON:  So I don't think it's enough to say this can't happen, but we hope that it doesn't.
And again, the mining share, the MultiChain idea. It agrees on -- or it depends on everybody having some agreement of the clock.  So you mine for a specific portion of time.  Then you let somebody else do it, and then you let somebody else do it.  We realize agreeing on clock is a hard thing in a network.  Clock agreement in general is a hard problem.
Throughput.  The clinical decision support application I worked on.  We generally thought we needed about 250 transactions per second within just Mayo Rochester to be able to keep up with data, and that's not even really peak hours.  That was just sort of to sustain.
So we can already tell that things like blockchain, if we're looking at seven per second, that's not going to cut it.  Now there's probably things we can do in our permissioned network to up that a little bit, but throughput is an issue, I think.  We definitely are looking for ways to solve that, and I'll have a bit more on that in a little bit.
Now there is some information that gets leaked through the blockchain.  So there's FHIR URL on the blockchain.  We assume that even though there's not FHIR data, there's a FHIR URL.  And FHIR URLs could potentially have identifiers.  So patient/1, 2, 3, 4, 5, that's an identifiable thing.
And even more than that, you could look at another institution and see how many -- how many procedures are they conducting?  How many patients are they treating? Things like that.  These are all problems.
And the most, the glaring thing, how does validation actually happen?  How do we check this conformance if we can't see the document?
We have a couple ideas.  So the first and the one we propose in the paper is to just have the originator sign it and say I assert that this -- that this conforms to the profile that I said.  Nobody can see my message to check, but I promise I did.
And this is kind of one of those maybe "and then you go to jail" things.  I don't know.  I don't know how else we would do that, but we -- we're kind of relying on their signature.
We can ask their FHIR server.  FHIR has a few operations, Validate and Meta, that can tell you which profiles it conforms to without actually having you see the document.  This doesn't really get us much further because we then have to trust their FHIR server, which they could implement however they want.
Third party, again, this kind of goes against the whole idea.  If we do this, maybe we should just set up centralized database with a bunch of FHIR URLs.  If we're going to go this route, maybe this doesn't apply, but we think there may be better ways than this.
So there's a bunch of things we looked into -- zero-knowledge proofs, multiparty computation, and other things.  Now this is not my area, I will say.  So if there's questions about this stuff, I'm sure there's very smart people in the audience that could tell you better than I.
But essentially, the problem is, even more general example, given an XML document, encrypted XML document, how do you validate that with an XML schema without letting somebody see the document?  Now I'm sure there's ways to do it, but we've looked into the couple things.  We don't have anything running yet.
And the last thing is you give the miner the document, and then they check.  This is probably not realistic because you lose control of the document.  The miner can then do whatever they want with it.  Maybe you have some agreement that allows this to happen, but we didn't really think of this as an option.
So, so FHIR.  Some thoughts on FHIR.  We really like FHIR, as I said, but we do have some questions that we're going to run by some people and see what their thoughts are.  How do you actually sign a FHIR resource?  What are you signing?  Are you signing the XMLs, the JSON?
JSON's -- the structure of JSON can rearrange itself without losing meaning.  The keys and objects can change order.  How do you sign something like that? And it's been a conversation with some of the FHIR people.
Resource references.  FHIR resources have links to other resources.  If you have a resource in the blockchain and you give somebody access to it and that links them off somewhere else, can they go that other direction?  If not, how do they know they can?  Things like that.  We don't know how this would exactly work.
And FHIR is not a normative standard yet.  It's still draft for trial use.  What do you do if you start putting stuff in the blockchain now and FHIR changes?  This is something we talk quite a bit about at Mayo.
Timeliness, again.  Latency of the blockchain.  Maybe this isn't important, but what if -- what if the patient is in the ER?  We need something right away.
Again, there is attack scenarios, denial of service, probably some other ones we haven't even thought of.
Future directions.  Where are we going with this? Again, where do I think we could go with this?  Some questions we have is how do you test something like this?  How would you prove that this is working?  How do you system test, integration test?  From an engineering perspective, this is interesting to me.
And how do you start?  Who's the first one?  And you need more than one to be a network, I guess.  So how do you get two or three or four?  I think that's a big challenge.
And I guess the plot twist, we learned about hashgraph a little late in the game, and I guess a little late in the game is probably about a month after it came out.  But as you saw, we had to rearrange our -- and create a bunch of disadvantages and rearrange proof or work to do a bunch of things that we wanted to do.
We weren't really comfortable.  We kind of felt that maybe, maybe there's a better way.  We didn't know what it was.  And then we read about hashgraph and thought, well, this is sort of what we wanted.  It's, frankly, pretty amazing, we think, and we're really excited about it.  And if you haven't read the paper, I encourage you to do so.  It's a pretty good read, and it's something we'll be looking into more.
So there's been talk about hashgraph.  I wasn't sure there would be here, but I was really excited to hear talk about hashgraph.  So I won't -- I won't get into what hashgraph does, but as you can see as I click through the bullet points, it pretty much aligns with the disadvantages I listed before.
So that's kind of why we thought this was really exciting.  It takes care of a lot of the things that we were uncomfortable with as we introduced our new consensus algorithm.  And what we're looking at now is how do we -- how do we get this idea of proving semantic and structural interoperability within hashgraph?  And it's something we're exploring right now.
And does it still apply?  We think it does.  And does what we're trying to do fit within hashgraph's core idea?  We think it can.  Hashgraph is pretty general.  I don't think there's any conflict.
So we think it fits better than blockchain.  We haven't -- again, it pretty much hits all our disadvantages.  We're looking at prototyping implementation.  We have some code running around hashgraph.  We're looking to do more.
Some of our next steps.  We have some architectural considerations.  We use Docker to simulate clusters before we can actually do it.  Some things we're looking to do, maybe pilot, internal audit and reviews, maybe HIPAA, and things like that.
And standardize, I'll go through this quick.  We're big into standardization.  So we're always thinking how can we standardize this?  And one of the things we're interested in is how can we use -- well, we said authority center and CTS2 to standardize the value sets, and we're really interested in that.
So I'd like to thank these people that all helped in the project.  If you're interested in some research on interoperability, look up Dr. Jiang and Dr. Liu.  I work for them directly.
And thank you again to NIST and ONC and everybody here.
[Applause.]
MR. ERIC LARSON:  Any questions for Kevin?
MR. MAREK LASKOWSKI:  Hi.  Marek Laskowski from York University in Canada.
So you've probably heard this old programmer story, right, that, you know, a programmer sees that there's 100 different standards, 100 different ways for doing things.  And so they go off into their cave, and before long, some time passes and they come out, and now there's 101 different ways to do things, right?
So how -- you know, for someone who's actually played with FHIR -- ha, ha, ha -- how do you see this being different?  Is this the one ring to rule them all?
MR. KEVIN PETERSON:  So that's a great question, and this is the challenge of standards, and even with our work with CTS2, you know, there's other ways of doing this, and people are already doing other things, and how do you get people -- how do you drive adoption?
What I find interesting about standards -- well, FHIR, I guess specifically -- is the groundswell and the excitement of FHIR is really more than I've seen in most of the other standards that I've been a part of.  The only thing I can kind of equate it to on the OMG side is maybe like UML.  So everybody kind of knows what UML is.  They use it.  They can plug it into different things.
FHIR, I believe, has that sort of excitement, and you almost need that with a standard to get it going because there's a tipping point where you need to get enough adoption.  Once you get to that, then it drives everybody else to use it, too.
So I think FHIR has a lot going for it.  I think it's well done.  HL7 has done a good job.   They've been going slowly through the steps, and I think that's good.  So I think FHIR has a pretty bright future.
MR. MAREK LASKOWSKI:  Thanks.
QUESTION:  So I think what you're really doing is proof of interoperability with this, and why hashgraph can kind of take care of all the latency issues and all that.  So that's great.
So can you -- have you thought about -- in your talk, you talked about how this proof of interoperability is being done between EHR systems, I assume.  That was sort of what, that was the thought process behind your talk.  But could you possibly extend that to proof of interoperability at the smartphone level?
So, you know, if you think of the individual having her own EHR and then essentially doing this proof of interoperability right there on the smartphone, and then again, using Hashgraph to do that?
MR. KEVIN PETERSON:  Sure.  Yeah, exactly.  And that's really what we're going for.  Really, the essence of what we want is some sort of check or proof that before you can put data on the chain, it's interoperable and it validates and meets all of the constraints that the network had specified.
Now if somebody has a Fitbit or something in their smartphone and they want to put it on the chain, we envisioned that they can put a piece of data on the chain, but it has to go through all these checks.  It has to conform.  It has to be checked by a miner or somebody else has to validate it, and then it can go on the chain.  Once it's on the chain, then it can be understood by everybody.
So that's sort of what we envision.  All these different use cases, smartphones, wearables, EHRs, research data marts, all this sort of thing, they all have to follow the same rules when it comes to interoperability, and that's really what we're going for.
QUESTION:  And then can you extend that to really translating between FHIR and maybe HL7 Version 2 or something like that?  Because you know, you might have -- you know, your smartphone may be talking to a FHIR-compatible system on day one, but next day it has to talk to something that has implemented HL7 Version 2.
MR. KEVIN PETERSON:  Yeah.  Yeah, I think you could make some of those transformations.  That sort of thing is pretty hard.  There's bindings between FHIR and HL7 v3, but you could turn FHIR into v2 and vice versa.
Now you can make arguments whether you can do so without loss and things like that, but I think definitely FHIR is not going to be everywhere all the time.  There's going to be times where data is going to have to get ported into FHIR and taken out into different things, yes.
QUESTION:  Thank you.
QUESTION:  I'm thinking about how you guys are working on identity, or are you just waiting until you get everybody onto Epic?  Even if you do wait until you get everybody onto Epic, how are you contemplating it? And I'll just go for, by way of example, the catchment area physicians.  So PCPs that are outside, who might need to get records shared back after a specialist visit, et cetera.
MR. KEVIN PETERSON:  Yeah, so that's a great question, and I was expecting that question.  And honestly, we didn't really address identity.  We're kind of waiting to see what happens in the space.
The reason we didn't get into is we just know that it's such a hard problem.  Even at Mayo, I work with a group of people, and there's a large group of people at Mayo that their whole job is to manage patients' identities just a Mayo.
You'd be surprised at the amount of people that come in, are assigned an ID.  It's later found out that they were a Mayo patient 15 years ago.  They have to get consolidated.  Now they have two IDs.  How do they manage that?
It's a very, very hard problem, even locally.  For us to assert we have some solution for it, you know, we definitely don't do that.  So I think as the identity problem is addressed by others, I think Mayo is probably more than willing to follow on to what's being done.
MR. ERIC LARSON:  Any other -- oh, that's loud.  Any other questions?
QUESTION:  Just a quick suggestion.  Do you know Victor Montori at Mayo?
MR. KEVIN PETERSON:  I don't believe so, no.
QUESTION:  Okay.  Well, I'm going to suggest that you might want to connect with him because he's actually been doing some really important innovative work on what he refers to as "patient workload."
I mean, basically understanding the impact of treatment regimens on patients in the context of patient-centered decision-making and applying the interoperability capability to information that's accessible to patients and to physicians in terms of understanding what patients can do in relation to their condition and in relation to what the optimal treatment regimen might be.
It might be an interesting application of what you're doing and, you know, your colleagues.
MR. KEVIN PETERSON:  Interesting.  Thank you.  Yes, I will.
QUESTION:  So you began by saying something about sharing information in healthcare is hard.
MR. KEVIN PETERSON:  Right.
QUESTION:  So, and we went through, we've heard, you know, 2 days of technically why it's hard.  Looking at this as a historian, right?  So wearing your other hat, why do you think it's so hard?
MR. KEVIN PETERSON:  Looking at it as a what?  Could you repeat --
QUESTION:  Historian.  Didn't you begin by saying you also had a background in history?
MR. KEVIN PETERSON:  Oh.  Sure.  Sure, sure, sure.  Yeah, so there's -- so, technically, it's hard because of some of the things we talked about.  The shape of data is different.  The meaning of data is different and hard to express.  So those are technical challenges.  And if you give enough engineers enough time, they'll solve technical challenges, I believe.
The human factors are even harder, and I don't know that those necessarily get slowly solved over time.  And I mean what are the incentives to even share data? I think that's a complex question.  What do institutions have to gain, but more often than not, what do they have to lose by sharing data?  There's a lot of liability that they open themselves up.
Historically, I think historically the standards have changed to make it harder to share data.  I think in a lot of ways, if you look at Mayo and when they did paper data, paper records, a lot of that stuff was very highly curated and managed.  And when it went to digital, it allowed a lot more data, but a lot more data in different formats and not as tightly controlled.  And I think maybe that's the same at different institutions.  So I think that makes it hard.
And I think just the patients' willingness for this all to happen.  Historically, maybe they've been leery of these things.  And even now I talk to my family, as I've heard in some other presentations, they're unwilling to let institutions share their data because they're afraid of things going on.
And that all ties back to either experiences they've had in the past or things they've seen on the news.  And I think time maybe will solve some of those problems, but they'll still be there.  So I think for a lot of ways, it's going to be a challenge for a long time.
QUESTION:  I'm curious.  You mentioned that there used to be someone who was curating the data, and maybe that actually is an important role that we need to pay more attention to.
MR. KEVIN PETERSON:  Yeah, I think you're right.  I think that curation and control and management of the data is something you can't give up, even if it's electronic, even if there's more data than there ever used to be.  I agree.
MR. ERIC LARSON:  Any other questions?
[No response.]
MR. ERIC LARSON:  No.  Okay.  Thank you very much.
[Applause.]
Agenda Item:  Experts Panel, Discussion of Next Steps and Open Q&A
MR. ERIC LARSON:  Okay.  We're going to roll right into the expert panel.  So if the panelists can come up?  Let me get my slides ready and give a quick introduction.  Okay.  So real quick.
So we do have Debbie is coming down here.  She'll moderate the panel.  We have Jason Goldwater from National Quality Forum, Anthony Trenkle from IBM, Andy Truscott from Accenture, Kyle Culver from Humana, and Greg Shannon, who has joined us here, is with the White House, and he's the Director of Office of Science, Technology, and Policy.
So please take the panel, and Debbie, did you want to walk around, or do you want to just do this?
MS. DEBBIE BUCCI:  I am one to hold.  Can you hear me okay?  While everybody is getting settled, first of all, I want to thank everybody for being here for the last 2 days.  I've had the easy job of sitting back in the background and listening to all of the presentations.
But while they're getting settled, could Cait Ryan, Scott Shorter, Carol Modesto, Josh Shapiro, and -- and I forgot his name, would you please stand because I'd like everybody to thank you.  They're the ones behind the scene that have been working really hard.
[Applause.]
MS. DEBBIE BUCCI:  They put the agenda together.  They drove you crazy for your presentation.  I just want to thank them very much.  And that's Eric.  And Eric for being the keynote.  Okay.
So we'd like to start this out, I thought we'd have a lot of questions at the end of the day, but it seems like all the panels, we've had loads of questions and answers going.  But what we want to do with this one last panel is to take some time for everybody to introduce themselves, especially I'd like to thank Greg Shannon.
He was supposed to kick off the event and could not be here, but yet he's here at the end.  So we want to give him and also Tony Trenkle some time to introduce and talk about some of the work that they've done.
And then after you do that, as you go through and introduce yourselves, I'd like you -- ONC's role is that of a convener, and it would be interesting from your perspectives to see what -- some discussion about what you think the next step should be.  And then from that, I would invite people from the audience to come up with some last round of questions.
So if we would start it out with Greg, please?
DR. GREG SHANNON:  Thank you.  I'm sorry.  Did you want me to just introduce myself or say --
MS. DEBBIE BUCCI:  You can just go ahead and just say what you'd like.
DR. GREG SHANNON:  Say whatever, okay.
MR. ERIC LARSON:  Say what you want.
[Laughter.]
DR. GREG SHANNON:  First of all, thank you.  It looks like there's been a great attendance here today, and I appreciate that Tim Polk stood in for me yesterday morning. 
One small correction.  I'm not the Director of OSTP.  Dr. Holdren, the President's science adviser, is the Director of OSTP.  I'm an Assistant Director in that organization in charge of cybersecurity strategy, and I work with Tim Polk on a daily basis.
OSTP is part of -- there's about 130 of us, and we help the President and the Executive Office of the President deal with the science and technology issues as they apply to policy, and then policy as it applies science and technology.
So the blockchain initiative here is a wonderful example of those two coming together.  You know, what I was going to -- some of the comments I was going to say yesterday morning, you know, it's about weaving together trust.  It's about creating trust by weaving together security, privacy, and accountability.  And I think the blockchain-type technology is a wonderful example of that, and it's got this sense of efficiency behind it in terms of the ability to lock in and make it very difficult for someone with malicious intent to counter the intent of the technology and how it's applied.
Of course, we're going to learn lots.  You know, we're learning how to use it and realizing how to apply it properly.  But again, it's an example of the sort of technology that our science and technology enterprise here in this country, that's funded by the Federal Government in large measure, can produce some real innovations.
So, with that, I'll pass it on to others to talk. Again, I'm lacking a little context because I was not here yesterday morning, and so but I hope I can participate meaningfully in the panel.
Thank you.
MR. TONY TRENKLE:  Thank you.  Hi.  I'm Tony Trenkle.  I've been taking a few notes over the past 2 days, and I'm with IBM, as Debbie said, the chief health information officer on the global health team.  Before that, as many of you know, I worked at CMS and other various Government agencies along the way.
So I guess I have a bit of a perspective from both the public and the private side. And I just want to make a couple of quick comments.
One is I want to thank ONC and NIST for pulling this together.  I mean, this is really one of the areas where Government is at its best is a convener to really bring public and private sector folks together to really deal with an issue, deal with a problem, and bring a variety of viewpoints together.
And the second thing I wanted to say is I want to make sure that this doesn't just become a Web site with presentations, that really that something comes out of this thing that really helps move us ahead.  I think we've heard a lot in the last couple days about this technology, about some of the uses that people are thinking about, some of the ways and challenges that are with it.  But the promises that it has I think are very critical.
And I think NIST and ONC can keep playing key roles, of course, NIST from the standards, excuse me, and technology review perspective, but also with ONC to help define the use cases, the barriers, and the business and policy obstacles.  Because I think a lot of this is not just the technology.  We all like to say it's not the technology, it's the business.  And in this case, some of it is technology, but there is business as well.
And I think, you know, the issue should be focused not on blockchain alone, but issues that blockchain and similar technologies help solve, or the business challenges, whether it's consent, nonrepudiation, or other things that we've found.  I mean, healthcare is 18 percent of the gross domestic product.  We know there's a lot of waste in it.  We know there's a lot of intermediaries that have been in it for years that we need to work at to try to lesson some of that, particularly as the costs of healthcare keep increasing.
A couple of other final things I want to say is it's a great opportunity, as I said, for public-private partnership to clearly define the barriers, to work with the standards, to deal with interoperability of existing systems.  And I think the other thing is what are the vehicles to keep this moving?  But more importantly, this has always been an issue with me with ONC, Debbie, but bring together different parts of HHS together to help move blockchain and other areas related to blockchain forward.
As I say, ONC moves the communications, but CMS moves the industry.  And we need -- I was talking to an IBM person yesterday who said they went to talk to a leading technologist at CMS, and they said, "You want us to come and talk to you about blockchain?"  And the person looked at him blankly and said, "What's blockchain?"
So I mean, and that's not totally unusual.  But I think the point is as we move this ahead, as people like Humana and others are looking at ways to use the technology, a lot of it comes back to what are the policy, regulatory, and other levers that the Government can use to help move things forward, and I hope that this discussion today is just the start of that.
MR. KYLE CULVER:  Well, hello.  My name is Kyle Culver, and I'm a solution architect with Humana.
I think, you know, a lot of the same things that were said.  It seems like there's a large opportunity for education as far as just putting together a lot of material in order to educate people on exactly what blockchain is and what it isn't and some of the challenges as well as where it fits, as well as something like current state material.  And I'm trying to paint that picture around what it's been successful at or here is what we're trying to do with it and some of the research around it.
I mean, even during our conversation, you know, I think it shined a lot of light on some of the differences in opinion or different opportunities that may fit or not fit, depending on, you know, some of the technical decisions underneath.
So I think making that clear outside of this audience is something that we can share as a big step forward, as well as, you know, as these technologies mature, looking toward the standards and the governance and those parts because we know that those are going to have a longer tail.  And so ensuring that we're doing work in those areas in order so that they're ready as the technology is growing.
MR. ANDY TRUSCOTT:  Good afternoon.  My name is Andy Truscott from Accenture.  I'm responsible for our electronic health information management practice here in North America.  So anything with a three-letter acronym -- EMR, EHR, HIE, interoperability -- so I call that IOP -- comes in to me.
The danger of going fourth on a panel of five is you've run out of things to say that haven't already been said by the first three people.  So --
[Laughter.]
MR. ANDY TRUSCOTT:  So reading the papers, which were all excellent, I minded that we need to start defining the problem space that we're actually trying to solve. With blockchain, we are presented with a wonderful, elegant hammer.  It's like Thor's hammer, perfectly engraved, very mighty and strong, can do amazingly good things.  But you can't really make a trifle with it or an omelet or something like that.
It would probably do it.  You could mix it all up, and you'll get something out the backend, but it's not the right tool for the job.  With blockchain, we are presented with a very strong tool.  And if we stick to what blockchain should be doing and not try and make it do things that it wasn't really invented for, that's a good thing and what we should be doing.
Blockchain draws upon many different techniques, which are already with us.  We already use them.  I'm minded, oh, a good few years now, I was in a lecture theater not far from here, and I was told in no uncertain terms that this thing called secure hashing algorithm was where it's going to be at.  It's never going to change, and this was when it was called SHA still.  It wasn't even SHA-1.  Okay? And that rapidly went to one side.
Technologies will advance.  Technologies will move.  We will need to need to change blockchain.  It's not there yet, but it's an elegant hammer.
Find the right nails to bang with that hammer, and focus also on making a standard.  It's a standard way of doing things.  We could go out and create nice little nips and tucks and tweaks on the inherent blockchain right now, but actually, it's going to start pushing us away into propriety fields.  We don't want to do that.
I call things the "mother test."  I spoke to my mum on the weekend, and as you can probably imagine, it isn't around these parts.  And she goes, "So what are you doing with your week?"  So I described and said I'm doing this conference, and we're talking about blockchain.  She goes, "Oh, what's that then?"  She likes to know.
And so I explained it.  She goes, "I have absolutely no idea what you're talking about, but can I trust it?"  And if we can't explain to the 98 percent of people in this country why they can trust this, we can walk out of this room and stop working on it right now.
MR. JASON GOLDWATER:  Thank you, Andy.
[Laughter.]
MR. JASON GOLDWATER:  Or should I call you Chris Hemsworth at this point?
So my name is Jason Goldwater.  I'm a senior director at NQF.  I'm very sorry, I have no PowerPoints for this.
[Laughter.]
MR. JASON GOLDWATER:  Thought about it, but couldn't come up with any.
I've been in the field, as Tony knows, as we both worked at CMS at the same time, for health IT for 20-plus, way longer than I should ever admit, 20-plus years.  And you know, my focus ever since my last few years at CMS and my time with SRA International and NLRC, before I arrived at NQF, has really been focused on the intersection of health IT and quality and really how we can use this technology to facilitate better quality reporting and, more importantly, quality improvement.
And I've been around long enough, as I know all of you have, that every 8 to 9 months, there is some new buzzword of something that is going to solve every ill that has been pervasive in healthcare.  And I don't want blockchain to become one of those terms.
I think that it presents us with a wonderful opportunity.  Not necessarily because it is offering solutions to that which we don't have any, because I think there are ways of making this interoperable.  Blockchain is one method of doing that.  But clearly, you know, if there was consensus that we would all format our data the same way, use the data the same way, transport the data the same way, we would be interoperable. 
I mean, I joked with my team.  I said, you know, if the Government suddenly issued a regulation and said if you don't adopt all of these standards, you have to pay us 30 percent of your profits by year's end, we would be interoperable in 6 weeks, and that would solve all of those problems.
But you know, I don't know that's actually going to happen.  So one of the issues with healthcare particularly when it comes to technology, technology, I think we all agree, is never the ultimate solution to any problems.  It can help facilitate solutions to problems, and that's never more evident in healthcare. Technology moves very quickly, but progress in healthcare moves very slowly because the culture that is engrained in healthcare and how healthcare has been conducted in this country for decades upon decades takes a while to change.
Even with the adoption, the large adoption of electronic health records because -- mostly because of high tech, there is still difficulties in actually using that technology in the way that it was intended. There are still issues with patient error.  There are still issues with too many workarounds that physicians are using.  There are still too many overrides of clinical decision support.
It doesn't necessarily solve all of those problems yet.  It's a great facilitator of those solutions, but it’s not necessarily solving all of them immediately because progress takes time.
When it comes to quality reporting, I think blockchain really presents an opportunity not simply to be able to report on quality in a more efficient manner, but really to change the dynamic of how we look at quality and how quality is reported.  Having it come directly from the patient and the provider, having measures updated on a continual basis, really being able to track the quality continuum of care from the time the patient enters until there is an ultimate resolution with the patient.  Their condition has improved, their condition has worsened, or another condition has presented itself.
I think that what I would like to see is that this is the beginning of a beautiful, wonderful friendship and relationship, to quote Humphrey Bogart, that we all learn from the -- what we have learned from each other in reading these papers and listening to these presentations and listening to analogies like Thor's hammer, that we try to find ways where we can work together to move this forward in a way of making systems interoperable, improving quality reporting, and really improving the efficiency of healthcare by making data more accessible in a way, but also securing data in such a way to, hopefully, alleviate the fears of individuals that are so reluctant to share the data.
So I look forward from this point to discussing ways that we can move forward with ONC.  And as Tony said, CMS is the 800-pound gorilla that drives this.  And so it's great that we have all these other agencies that are interested, but if you really want movement, you've got to go there.
So then, hopefully, we can educate.  We can show how these can facilitate better solutions.  We understand that the progress will be slow, but eventually, when we reach the end goal, how transformative it will be.  And then that way, we don't make blockchain just another one of these buzzwords that, you know, next year it'll be something else that we'll all sitting here at a table talking about going, "Remember blockchain?  I have no idea what that was."  So --
MS. DEBBIE BUCCI:  So I have a question.  So throughout, I wonder -- I was just writing down, is it truly blockchain a standard or a technology?  There is some talk about it's moving towards distributed consensus.  Is that what we're talking?  We hear about it as a database.  What are we talking about when we're really -- moving forward, how do we explain this to the healthcare community?
Is it more a flavor?  I'm not sure I have a good sense of that, and I'd just like to hear from you, the experts.
[Laughter.]
[Crosstalk.]
MR. ANDY TRUSCOTT:  Jason?
MR. JASON GOLDWATER:  I'm talking enough.  Go ahead.
MR. KYLE CULVER:  I can go, at least from my perspective, and we can have questions or other people add content if they want.
But I mean, I think it's more about paradigm shift of moving to, you know, the solution or platform in which the intermediaries can step back and allow for some of that distributed data as well as the smart contracts and those things.
However, you know, as we talk about it and we call it blockchain and all the marketing, and like all the media has been talking about blockchain, and now here comes hashgraph.  Here comes, you know, some other data store that does it better.  And so I think there is some terminology probably that we'll work on or everything will be called blockchain, and underneath it won't be.
So we'll figure out what that looks like, but I think it's that paradigm shift of moving to a more transparent solution and platform that enables that -- the intermediaries to step away.
MR. ANDY TRUSCOTT:  I must confess, when I hear terms like hashgraph, I'm minded of maybe it's a utility graphic from Colorado in recent months.
[Laughter.]
MR. JASON GOLDWATER:  Don't quit your day job.
MR. ANDY TRUSCOTT:  I think the struggle with concepts like blockchain is, yeah, conveying in simple lay-speak as to actually what it is.  And it comes back to what is the problem you're trying to solve.
MR. TONY TRENKLE:  Right.
MR. ANDY TRUSCOTT:  Always articulate it in terms of what it is you're trying to prove, prove provenance.  Okay?  That's it.  Okay?  As soon as we start imbuing extra meaning into this, trying to shift identity and say blockchain solves your identity issue, well, beyond the fact that CMS might get a little bit quirky if you start talking about maybe having a consistent national identifier that's demonstrated by a blockchain across the United States --
MR. TONY TRENKLE:  Don't blame it on CMS.  Blame it on Congress.
MR. ANDY TRUSCOTT:  I was going to say --
MR. TONY TRENKLE:  In 1999, they prohibited funding for it.
MR. ANDY TRUSCOTT:  And then for those who aren't aware, the appropriations bill every year for HHS says you will not look at this.
MR. TONY TRENKLE:  Right.  Exactly.
MR. ANDY TRUSCOTT:  And if you even write it down on a piece of paper, you're going to get your funding cut.  I think just --
MR. TONY TRENKLE:  Something like that.
MR. ANDY TRUSCOTT:  So articulating things in terms of what it is we're actually solving.  Keep it simple.  Blockchain is a really good way of proving provenance in a sequence of data. 
Now we can implement that in different ways.  I think lots of people think about implementing that in terms of proving that a patient record is all one patient record.  I think there's another way of doing it as well, using blockchains in another to prove that this information was created from this institution.  That enables portability of clinical records across multiple institutions.
Keep it simple.  Use the hammer to hit the nails into the wood, not the screw and not the thumbtacks.
MR. TONY TRENKLE:  And I would agree with that, too.  I think the key is not just what the terminology blockchain means, it's what business problems does it help solve.  Because I think we can get caught up in, you know, blockchain distributed ledger, blockchain cryptography on top of that, et cetera, et cetera.
But I think the important thing is what are the business issues that we're trying to work with that we've been trying to solve for many years that now blockchain and other technologies can help us get there?
DR. GREG SHANNON:  So, you know, to answer your question about, you know, how do we describe what it is?  One thing to consider is there's other communities that are looking at blockchain.  Certainly, the financial services community is looking very closely at it.  Economists are starting to study it.
I think what's fascinating here, though, is it is technology that allows us to use algorithms and math to demonstrate trust.  And if we look back and we consider, say, encryption, you know, what did it do that transformed?  Well, it used to be that, you know, I put the seal on my envelope, and I'd hand it to my emissary.  And I was putting my trust in that human being, my emissary to transfer my message off to somebody, and that was my security.  That was my security protocol.
And the role of encryption was that you could disintermediate the role of a human there, and you could rely on the math and the algorithm.  And I think what's attracting the attention is that, you know, this is yet another disintermediation with technology into the human process.  A really important part of that, you know, the provenance of data, and that kind of accountability that needs to come with it in terms of if you put bad data in, you've got to know where it came from so you can take whatever policy actions, legal actions are appropriate or financial actions.
So I think it's -- again, it's this notion of technology being able to encode an important social process component.  So when it comes to how do we explain it to people, I think that's part of how we can explain it, especially when someone may not even know what a database is, and you know, in terms of like what you say or don't say, the Federal budget isn't really going to tell the story.  Because people do want to know, like your mother, you know, can I trust that?
And there was an interesting talk, part of another process that's going on within the White House, they're coming out with a machine learning and artificial intelligence R&D plan and various things.  And one of the -- they've had some public meetings about that, and they had a staff member from the National Security Council, Andy Grotto, get up, and he talked about the role genetically modified crops in Europe and how because there wasn't a trust in that, and there were a whole bunch of kind of science failures, if you will, and R&D community failures that, you know, mad cow disease came out, and there were some issues about the reliability of the science around a variety of crop issues, that Europe chose not to adopt genetically modified crops.  And it set them back.
And we have the same challenge here, you know, as to be clear about what does blockchain bring to the table, what can't you do with it, what you can't rely on it.  And then also to make sure that, you know, when we do use the technology that we've got the confidence that we've implemented it correctly, that an adversary can't game the system, that unscrupulous players in whatever ecosystem we've created can't game the system, and that's -- because that's really what blockchain is trying to provide, that assurance that you can trust what's going on.
So I think, again, back to your question, to me, it's a trust technology, and it's dealing with some particular aspects of trust.  Lay people tend to think about trust very generically.  But you know, I think if we think about it a little more precisely and talk about it a little more precisely, that'll help engender its adoption.
MS. DEBBIE BUCCI:  So most of your questions that were posted on the board have been answered.  I have one more question, and then we'll go to the audience.  I do hope people do stand up.  Next, it's what are the ROI modernization strategies for blockchain in healthcare? And we need cheaper, better, faster.
I have a loud voice.
MR. JASON GOLDWATER:  Can you say that again?
MS. DEBBIE BUCCI:  It says what are the ROI modernization strategies for blockchain in healthcare?  We need cheaper, better, faster ROI.
MR. JASON GOLDWATER:  Well, I mean, I think trying to develop ROI for healthcare in general has been, for health IT has been a challenge.  You know, I think there's innumerous methodologies that people are employing to try to determine about what the best return would be, and then what the timeframe for that return would also be.
I don't think that there's a standard method, unless you have some ideas, but I don't think there's a standard methodology to be applied.  I think from a quality perspective, it's, you know, like I told you, the development of a measure, any measure, can take a significant amount of time because the need to gather the information to determine whether that measure should actually be built, having a strong scientific base, formulating the technical expert panel to build out that measure, developing the measure appropriately and making sure that it is electronically specified, then testing the measure, and the current requirements, for NQF at least, are at least more than one EHR or two.  It's all in the wording.
And then they have to test for a significant period of time to be able to gather enough data to show that the measure is reliable, valid, feasible, and so forth.  And that takes, you know, anywhere from 2 to 3 years at a cost of up to $500,000 just in the process that it's done now.
And like I told you, with patient-reported outcome measures, you add on the complexity of developing the instrument that patients will use to actually put data in that will populate that measure once it's done.  So if you're going to develop an ROI model, at least for quality when it comes to blockchain, you really look at how you leverage so many of these integrated data streams to actually be able to know what type of measure that needs to be built, based upon patient preference from the self-expression data that is available, what type of technologies are already there that would populate that measure without the need for the development of a validated tool.  And then how long would it take to specify and implement that measure on a blockchain and being able to pull all the data elements from the applications that would populate that measure in such a way that you're decreasing the amount of development and testing time for that measure.
If you can actually do that in roughly half the time that it takes to develop a measure normally, that is a tremendous ROI because you are saving substantial amounts of time, and you're getting a measure that, at least from the data that you're interpreting, is what the patient wants.  They have the technologies to be able to collect the data for that measure, and there is already an empowerment aspect between the patient and the provider because they both recognize the necessity of the measure and how to best utilize it.
So from my very narrow point of the world, which I admit is very narrow, you know, I think that's where the ROI could best be realized.
MR. ANDY TRUSCOTT:  That's good.  I liked that one.  I think that's good.
MR. JASON GOLDWATER:  You can use that.  I'll do a PowerPoint for it.
[Laughter.]
MR. ANDY TRUSCOTT:  If you think about financial services, you know, there's three reasons why Bitcoin was kind of good for financial services.  One was it killed borders.  So you actually -- it wasn't the fact that you'd go over borders.  You had borderless transactions going on.
And it smoothed out intra- and interbank.  One of my colleagues I was talking to earlier about it, transactions between the banks.  So you can get rid of the currency denomination.
So that was the return they were looking for in investment.  They didn't have cross-border fees any longer, all those kinds of good things for banks.
So applying that same approach in healthcare, well, we don't really have that issue.  So we don't have those same problems to solve.  Where it comes into play is, well, how do we increase our revenues and how we decrease our investment?
And I'm probably speaking out of turn now, I haven't really thought this through completely yet, but it's around the revenue is there, where you have an organization or two who are prepared to stand up and say, okay, we'll be the honest broker. We'll be the trusted third party that sits in the middle and curates these chains, okay?  And we're going to be the organization.
so people will pay some kind of transactional fee, almost like a [inaudible] model or something like that. Just throw that one out there.  Humana is sitting there going, "What?"  Okay.
And then that means that nobody else has to invest so much.  So it's about lowering the investment, lowering the "I" part of our line and allowing somebody to make some money and everybody else to benefit on it because they got reduced investment levels.
MR. KYLE CULVER:  No, the only thing that I would -- I mean, it was such a broad question, and we're looking at, you know, what was mentioned is these different use cases and trying to find those use cases in those specific areas in which it applies.  And so I think it's all going to depend on what areas we, as a group, find.  I know that the white papers have had a lot of ideas in it.  I think the presentations had even more ideas.  And so trying to find those ideas, and then like you were saying, you know, what's the current -- you know, what does blockchain give us and the difference between those two.
And I think the projections of what it's going to do, you know, in like 5 years or something like that is really hard to do at this point in time until some of that more mature processing is there within the space.
MR. TONY TRENKLE:  Yeah, and I would agree.  I think when you look at ROI, you're really looking at things like cost savings, cost avoidance, eliminating barriers, eliminating intermediaries.
I think something like blockchain has a potential if you look at fraud, waste, and abuse, I mean, that's a perfect area where blockchain could make a big difference in ROI.  You could actually say because of blockchain, or blockchain combined with some other changes, we actually cut the fraud rate by several percentage points.  I mean, I think that's a huge ROI.
But I think kind of like Kyle said, a lot of this is going to depend on specific use cases, as opposed to saying blockchain across the spectrum saves this kind of money or provides this kind of boost.
DR. GREG SHANNON:  Yeah, I think it's about becoming comfortable with blockchain as a technology.  So let me offer two thoughts.
One is one of the common applications that I've heard from a business point of view is, you know, using blockchain as part of the title insurance process in land transactions.  And there, I think the ROI analysis is actually pretty simple because you're taking an existing process and you're saying, okay, you know, you buy a property, and you're going to spend $1,000, $2,000, $3,000 on title insurance.  You know, the title companies will figure out how to charge you, the bank, and everybody else.  There are, you know, different types of title insurance.
And you know, if blockchain were applied to that and were able to reduce, say, those fees by an order of magnitude or two, one could clearly say there was a return on investment by that disintermediation.  And I think what that demonstrates is a way to get a technology into the ecosystem.
So I think it's about, you know, finding those early wins where, okay, here is something where we clearly quantify what are current costs today.  It seems like blockchain might be an applicable technology to really giving that component an opportunity to really reduce their fees for whatever role they happen to have in the healthcare system.
The second area I'd say is in line with the administration's Precision Medicine Initiative.  Privacy and trust is an important part of that, and you know, the notion of building privacy into the foundation.
If we can enable precision medicine in a much more accelerated fashion and get that -- you know, increase the precision of what's imagined there by the use of the blockchain, I mean, that's the type of ROI that, okay, you're not going to be able to really quantify it, but it really can make a material difference in the sort of care that's being delivered universally and do it in a way that it's efficient so that I don't have to have a team of specialists focus on me, which is something that maybe well-financed individuals have the option of, but most of the rest of us, you know, we have to -- we take fairly pedestrian care for granted.
So I think that's kind of the two different ways to look at it.  Something that's very precise -- I mean very narrow and specific and then also in terms of how it really can transform the way we treat medical issues and track health in this country.
MS. DEBBIE BUCCI:  Well, thank you very much.
We have a line on both sides of the room.  This is awesome.  So starting on the right.  You've been so patient.
DR. JONATHAN HOLT:  Hi.  Jon Holt from TranSendX.
I think the -- Greg, you mentioned privacy and trust, and I think the challenge is can we have our cake and eat it, too.  I think --
DR. GREG SHANNON:  Can you what? 
DR. JONATHAN HOLT:  Have our cake and eat it, too.  So I think the challenge is to do both.  And over the last couple days, the idea of really identity management being a critical underlying theme that we've spoken a lot about.  And we talked about the self-sovereign individual identity, ideally privacy-preserving digital, self-sovereign digital identity.  But the issue really in any blockchain you implement is you can actually do a frequency analysis and re-identify individuals relatively easily --
MALE SPEAKER:  Can you turn on the microphone?
DR. JONATHAN HOLT:  How about, is this better?  I'll have to get really close.
So the issue is privacy and trust, and the sort of the challenge of can we have our cake and eat it, too? Identity management has been an underlying theme that we've heard over the last couple of days.  And ideally, a self-sovereign digital identity, privacy -- that is privacy preserving and has the issue of identity, re-identification of people using a frequency analysis.
And the issue really is identity and trust.  Like right now it's in the regulatory standpoint of New York City in fintech is actually know your customer, KYC.
And so this is coming down from a regulatory standpoint, and I worry that healthcare is going to follow suit from a cybersecurity standpoint.  Well, we're going to need trust.  Well, the only way we can know trust is if we actually identity who is actually on that blockchain and making these transactions.
So I wonder if that is conflicting priorities of privacy preservation on the blockchain for precision medicine, and yet we want to have trust?  And I think I have a potential solution, but I want to hear yours.
DR. GREG SHANNON:  So you make an excellent point that there is a challenge there.  And so my day job is typically more about strategic R&D plans, and it's sort of that sort of challenge where you're trying to bring multiple factors together and challenge the R&D community to come up with, you know, new technical solutions.  Like, I mean, chained hashing has been around for a while, and finally getting applied in this particular way is, hopefully, inspiring -- well, certainly inspiring other applications.
I would say, though, you know, if you notice the title of my talk.  It was trust, and it's an interweaving of security, privacy, and accountability. And if you can't -- if someone has privacy and they can harm you and they're not going to be accountable for that harm, you know, most of us don't like that.
And so that's really a matter of social policy.  It's really not a technical solution.  So it's really about us providing technical solutions can be interwoven together, and society will decide, you know, to what extent is accountability an important aspect of the system.  And relative to -- relative to privacy.
But I do see blockchain as a success story of really particularly merging privacy and security at this point.  And I think we'll see more of those, but I wouldn't take it as the end-all, be-all solution precisely because of what you said, some of the challenges there.
MS. DEBBIE BUCCI:  Left side of the room -- or right?
QUESTION:  It depends on perspective, right?
MS. DEBBIE BUCCI:  From perspective, right.
QUESTION:  So one of the things that Bitcoin did was it kind of scared the financial services industry pretty badly about the potential for disruption, and the result was there has been spending of hundreds of millions of dollars on exploration of ledger and blockchain technologies in the form of proofs of concepts and pilots and research groups being formed, consortiums being formed.
There's a huge amount of activity.  If you just Google financial services and blockchain, you get, you know, endless lists of it.
How do we get the same investment in thought capital and financial capital to build the same system of knowledge that's being built in the financial services industry?
MR. JASON GOLDWATER:  So I think that's a great question.  I really think that it gets back to what Andy said, which is what are the more pervasive systemic problems in healthcare that blockchain would actually help facilitate a solution towards?  You know, what exactly can we get from the implementation of blockchain, not just from quality, which is what I'm talking about, but from all of the areas of identity management, information exchange, information use in ways that are affecting the enterprise in a manner that is -- it's currently  not being affected now?
So by doing that, we then become, to some extent, disruptive.  That you're leveraging the use of blockchain in a way to help facilitate a solution that we haven't been able to find or haven't been able to use effectively for however long.
I think once we start to do that, we build that thought capital.  But it can't be let's just try to apply it to everything.  It's what specifically are the problems that we think this will be able to solve.  Is it interoperability?  Is it identity management?  Is it quality reporting from a patient perspective?
What it may be -- and I'm just quoting just a few of them.  There may be extensive areas in which blockchain could be very helpful.
MR. ANDY TRUSCOTT:  They say that 92.4 percent of statistics are made up on the spot.  So --
[Laughter.]
MR. JASON GOLDWATER:  Don't you work for Accenture?
[Laughter.]
MR. ANDY TRUSCOTT:  I also do weddings, funerals, bar mitzvahs.
Okay.  So there's a number between 80 and 90 percent of people, okay, who actually, frankly, couldn't care less if their records are out in the world and freely available, sitting on Wikipedia.  They don't care.  But one sniff of their financial transactions, everything closes down, okay?
However, when we're doing a Government-based risk assessment for risk of data loss, healthcare data is considerably higher risk rating than anything that merely does financial transaction.  So in financial services, there were some very provable cases around why blockchain is going to be very, very useful.  And also at the end of the day, people don't like spending money.  If there's a way of reducing bank costs and financial institution costs, then they're going to go for it.
It's what you said, mate.  Find the right problem, okay?  Stop having a hammer that we're running around with, find the problem.  And the problems, I think, are going to be anywhere where we're looking for provenance and proving.
So anywhere where we touch upon those wonderful, consistent concept of repudiation and nonrepudiation, that's where we're going to go.  Where we actually need to know that these, these records, this bit of information is part of a consistent origin, the same origin, or a consistent whole.  That's where we're going to come into play.
I think there's going to be different approaches to training, depending upon the identity of the provenance entity in this, and I think they can coexist and I think they should coexist.  And it's, yeah, whenever we come to provenance and proving, that's where blockchain is going to help.  And it's going to help because we keep it simple.
Okay.  About let's say, 20 years ago, there was this wonderful new technology called PKI, okay?
MR. JASON GOLDWATER:  Oh, my God.
MR. ANDY TRUSCOTT:  And PKI was going to save the world.  And it was going cure virtually every single chronic disease, and it was going to make everybody a lot of money.  And needless to say, it didn't.  It won't.  And it can't.
So PKI does do some things very, very well, provided you're able to invest in having key sharing and all those good things, and you set them up with an identity provider sitting in the middle who has -- you know, you've got a Diffie-Hellman key exchange.  You've tripped up your keys into three parts, et cetera.
Someone has invested on that, and then they make money off the backend of that.  We don't want blockchain to become the same thing because if we let it become a promise which we never fulfill, then people will just look at us, and especially the Government -- because Government doesn't like spending much money.  They like telling us what to do, but not spending much money.
And to say, well, that was a flash in the pan.  So that's my fear.  Look on it for things we need to do proving for right now.
MR. TONY TRENKLE:  Well, I think -- to add to that, too, I think that there is the use cases.  But also I think in the financial services area, there is a fear that a lot of these folks that if Bitcoin and blockchain together could put some of them out of business.  They're starting to see the handwriting on the wall.  And you're starting to see the largest investments by a lot of the organizations that see blockchain as threatening to them.
So we don't have something similar to that right now in the health space, but as we do get more into using blockchain and people start seeing it creating changes in business model that could threaten their livelihood, then we may start seeing the same interest and push on the intellectual capital.
DR. GREG SHANNON:  That was going to be my comment.  Follow the money.  I mean, I think if you start seeing the opportunities they make -- you know, I think in the financial services it's about orders, you know, an order of magnitude reduction in some of the fees that they're paying.  And I think once that becomes a focus, I think there will be a lot more interest.
MR. ANDY TRUSCOTT:  Has that helped?
MR. STEPHEN WILSON:  Steve Wilson from Constellation Research.
I wanted to make three observations about what I've seen for 2 days, and hopefully, these will help people move forward.  So this is two things that I don't get, to begin with.
I don't get interoperability.  I don't get how blockchain is going to help that.  If I break my leg tonight and have an MRI in a local hospital, the way that that gets coded is going to be different from the way that it gets coded at a private hospital in New York.  And it's going to be different from the way that that gets coded when I get home to Sydney.
So, you know, I've had ICD-10 has been struggling for years.  We've had HL7 has been struggling for decades.  Blockchain is no magic spell for interoperability, as we heard before.  O equals outpatient, but outpatient means different things.
So the second thing is that we keep hearing about the "siloization" and the fragmentation of health information, and several speakers showed incredibly forceful slides about how complicated health information flows are and where the stores are.  But we've also agreed that PII doesn't belong on the blockchain.
So I can't, for the life of me, see any radical simplification of those diagrams if the PII is staying where it is, and I haven't seen a lot of articulation about exactly what the blockchain is going to do to change the way that that PII is sitting.
And the third thing I want to say is that I have not seen any discussion of key management.  So my advice to the entire group, as a security guy, is that key management is absolutely the key, pardon the pun to this.  The key management, I think, is missing because it's missing from blockchain itself.
Blockchain's magic trick is that Alice and Bob don't need to manage keys.  Nobody needs to know which key goes with which person.  That was the magic trick. Now there's no mention of key management in the white paper.  There's no mention of key management in things like Don Tapscott's bestselling potboiler about blockchain.  It's not there.
There's no mention about key management in the ID2020 work at the United Nations.  And key management, when you think about encryption and when you think about confidentiality for health records, you need to get the right keys into the hands of patients.  You need to know which patient goes with which key.
You need to do the same thing for the medicos that are accessing the records, for the white lists and the black lists about who's going to access records and who's not.  You need different levels of permissions for researchers and for governments and for insurers.  So that's five or six layers of key management right there.
By the time we solve that problem, the consensus algorithm ain't going to matter anymore.  You can black box this thing.  You can use an Oracle database if you get the key management right.  And so that's the challenge.  I think that blockchain in isolation from key management is a really pretty silly conversation. I don't know if there's questions in there or not --
[Laughter.]
MR. ANDY TRUSCOTT:  Okay.  So --
MR. STEPHEN WILSON:  -- but that's 2 days of observation.
MR. ANDY TRUSCOTT:  I think -- I'm not going to disagree with anything you've said.  You've probably picked up from my comments so far on this panel that I believe that we should use blockchain for what blockchain is good at and not try and make it do something it's not good at.
And as soon as you start trying to make it do things it's not good at, you stumble into the whole key management space.  And I've lived that pain many, many times over with other cryptographic techniques, and I have no interest, for a personal basis or professional, from trying to do it all over again with blockchain.
So you will not find me or my practice advocating using blockchain in inappropriate ways.  When it comes to the interoperability problem, yeah, we've been struggling with ICD-10.  The fact is that 11 is out next year.  So good luck, guys.  And it will take us another 20 years to get to that.
The rest of the world will be there quicker, and we'll have to catch up because we have a whole variety of interests in the healthcare continuum, which may or may not involve patient outcomes.  And, but the fact is that your interoperability can be -- so the interoperability of your care can be enhanced by blockchain because blockchain can prove that the record that's been exchanged is actually consistently from that provider or that provider, and it all meshes together into your record.
You could also use the chain to prove that it's all your record.  So, but that's an add-on.  And that's an addition, which will take the place of other techniques which are used right so.
So I think blockchain can make it easier to do things which we already do, which are already quite hard.  We can have a much longer conversation about HL7 and the adoption of that in this country.  But to quote someone earlier or a little paraphrase of someone earlier, I didn't start the "FHIR."
Well, I quite liked that one.
MR. KYLE CULVER:  I mean, I think the points you're making are very true in the sense that we need to be very cautionary, I believe, with the picture we're painting, you know, with what blockchain can do.  Certainly with things that it hasn't been proven to do and without a proof of concept where you can point at it and you can vet it.  And I believe that that is the right spot and where we need to lean toward, right, instead of leaning the other way with saying that it can do everything.
I do agree that the lowest-hanging fruit or the easiest thing to see is that provenance and that, you know, tamperproof data and the use cases around that space.  However, if we do have a mechanism that can share data and can share data and allow for a peer-to-peer network to connect with it, I think the gears start to turn and, well, can we -- how could that be utilized?  And what information would we like to share, and would it make sense?  And would it make sense for that hammer?
Until we have those use cases, I don't believe that we can sit here and say this is going to solve it, and it's going to be significantly better than everything that we have.  It could just be another place we're going to experience the same problems we're experiencing just with a new technology that we know less about.
So I believe that that comment is true.
MR. TONY TRENKLE:  Yeah, and I would agree with that, too.  I think that everything you've mentioned are things we've all dealt with with previous waves of enthusiasm or exuberance or whatever you want to say.  And I think blockchain has to be applied against certain use cases and looked at and say where are the improvements that it can make in it.
And not blockchain, in and of itself, but blockchain combined with other technologies and changes in work flow.  If not, like you said, it just becomes something that will create additional problems, not solve problems.
MR. STEPHEN WILSON:  Thank you.
DR. CHARLES KAPLAN:  I'm Charles Kaplan.  I'm going to speak from the point of view of a healthcare provider.
The way healthcare providers and patients view health information is to us, it's more or less a gigantic black box, and there's a lot of stuff going on under the hood, and there are a lot of opportunities with blockchain technology to improve interoperability and some other things.  But the important thing for the interaction and the work environment in the healthcare field is the user interface.
And it's something that's not talked about I don't think enough.  But without a flexible or an engineerable user interface, it really makes -- it really falls apart and in terms of adoption, in terms of cooperation, and in terms of quality of care and so on.  And what we're seeing and what I'm seeing anyway in healthcare is there's a lot of consolidation in the industry in terms of EMR vendors, but you've got so many different varieties of healthcare professionals out there that do different things, and each interaction is so unique that it's hard to sort of put all of these square pegs into round holes.
And I think that blockchain, among other things, it's a huge opportunity to sort of democratize the user interface and make it more flexible, make it more -- you know, through APIs make it more both secure and flexible at the same time.  So I just wanted to know if anyone had any comments about that?
DR. GREG SHANNON:  Could you expand on your thought on democratizing things?  That surprised me when you said that, and --
DR. CHARLES KAPLAN:  What I mean by that is, well, you could have -- if you had APIs that could access information with proper safeguards for privacy and security and immutability, you can potentially open up the development of more user interfaces right at the point of care while still maintaining the current larger infrastructure underneath it all.
DR. GREG SHANNON:  So I think that's actually an interesting thought because, I mean, in the way that in other industries, innovators have figured out ways to use data kind of outside the existing incumbents and provide value back to those generating the data.
I think that's an interesting thought.
MR. ANDY TRUSCOTT:  I think it's behoven on us to ensure that the user experience, when it comes to information as derived from a blockchain and what the blockchain is actually telling you, is available consistently so that a provider consistently understand and know they can trust that information.
Now much of your question is broader around how to actually abstract a user experience away from the underlying application and how to design applications that way, and that's probably not for this arena but is a good question.  The fact is that providers are -- it's data, data, everywhere and not a drop of information.
[Laughter.]
MR. ANDY TRUSCOTT:  Every single one I'm coming out with is good.
But with blockchain, we have an opportunity now to say, right, this is how we will consistently express the provenance of anything that's come through a chain to anybody who's using it, and they don't need to have a Ph.D. from MIT.  They can be an M.D. who sat on the ground with a patient, who's got 25 minutes to treat this patient who needs to know that the information they're seeing right now they can trust.
And they need to know that they can trust where that information has come from. And they understand once how a blockchain works, and then they just go forward and actually focus on delivering better patient outcomes and not having to worry about advanced degrees in math.
Is that helpful?
DR. CHARLES KAPLAN:  Yes, thank you.
MR. TONY TRENKLE:  Yeah, and I would agree with that, too.  I think the -- I think you're talking as a provider, you've seen what's happened with EHRs, with e-prescribing, with ICD-10, and a host of other things that we all were tied into over the years.  And I think your concern is well taken.
As we look at ways to implement blockchain, we need to get the users involved in the process as well because they're the ones ultimately who are stuck with the "solution" that people come up with.  So --
MR. ANDY TRUSCOTT:  Now just while he was saying that and while you were answering, actually an idea did come to me here that one of the common causes of fraud inside the health system in this country is because we treat everything as a transaction, and we don't look at actually the history of multiple transactions from multiple sources.
So, for example, prescribing, okay?  There's a fairly large chunk -- well, large.  So there's a chunk of e-prescribing that is fraudulent because transactions get created and entered in.  Something like blockchain actually means that we understand every single unit in that chain of transactions and can actually help us beat things like fraud, et cetera, in the system, which will reduce the cost of the system, which will be better for everybody.
QUESTION:  So I'm new to this conversation.  I've spent the past 2 days trying to figure out things like what is a blockchain, and how would I tell if I was using one?  And one of the things that --
[Laughter.]
MR. JASON GOLDWATER:  Good luck.
QUESTION:  Oh, I completely failed to explain it to my family member last night. So one of the observations, though, is that blockchain was born in finance.  It was born in money.  And there's a strong, strong assumption that every transaction, every thing in the blockchain has a value that's expressible in money.
And I feel like that is a confounder.  There's a whole stack of technology built around equalizing incentives, assuming that every single transaction individually is of value to somebody.  And so the working on transactions and the ordering in which they get into things, you know, you have transaction fees and mining rewards and all of that.
I have a feeling that if we could scrape off that assumption, we would find a hammer better suited to healthcare, where money makes everything weird when you look at patient outcomes.  And I'd appreciate any thoughts on that.
MR. ANDY TRUSCOTT:  Well, I'm not from around these parts, as I said earlier. So I come from the socialized health, completely different.  I'll let my American colleagues say something.
[Laughter.]
DR. GREG SHANNON:  I'll make the following comment.  I think money is a proxy for things we care about.  And you know, we all agree to care about money just because we all care about things that money enables, and so I don't know that that just because it was financially focused to start, I think that's part of what I find fascinating, you know, that you all here in the healthcare industry are taking such a close look at this technology that did come out of financial services community.
And it's stuff you -- you know, things people care about, and how do you know, assert, have provenance that it's correct?  And so I don't think the money origin is really -- makes it less legitimate or anything.
MR. ANDY TRUSCOTT:  I think you're right there.  I can see that being an argument where you have commercial entities who are involved in this that actually you're releasing cost in one area, which can be sensibly reinvested elsewhere to improve general patient outcome, wellness, and health and social care, et cetera.  And that's kind of where I think this, along with many other technological approaches, can help and assist.
But this, you know, on the scale of investment and cost of running the healthcare system in this country, this is a small decimal place at the moment.
MR. TONY TRENKLE:  Yeah.  Yeah, I would agree with that.  I think, well, the whole cost, the money in healthcare is so distorted in our healthcare model today.  It does create issues when you start equating it with money.  But you can look at it from a cost-savings standpoint, which I think it really can -- you really can measure that ROI, as we were talking about a few minutes ago.
MR. ANDY TRUSCOTT:  A quick straw poll.  How many people in this room downloaded a couple of years a Bitcoin mining client and started putting it work to make money out of nothing?
[Show of hands.]
MR. ANDY TRUSCOTT:  And how many people in this room mined more than one Bitcoin?
[Show of hands.]
MR. ANDY TRUSCOTT:  Oh, wow.  You had an enormous bank of graphics cards, didn't you?
People like to get something for nothing.  It's just -- two, two Bitcoins.  Okay, fine. So you got your 200 bucks, or whatever it is.
MALE SPEAKER:  Two graphic cards.
MR. ANDY TRUSCOTT:  Two graphic cards, okay.  So the point is people like to get something for nothing.  That's just human nature.  And when it comes to healthcare, we want to have better healthcare.  That's what we want.
And so when blockchain -- someone was talking earlier about how blockchain captured the imagination because it was this Bitcoin-based thing, and you saw -- everyone saw the media policing around, you know?  Who was using Bitcoin?  Who wasn't using Bitcoin?  There are massive fortunes to be made, et cetera.
The fact is everyone wants better health.  That's just what we want.  And if blockchain can support that, then it will get support of us as individual users of the healthcare system.
It's probably not going to capture the technical imagination of people because, let's be fair, Byzantine theorem is kind of boring, even when you understand it.
MR. TONY TRENKLE:  Well, I would argue not everyone does want better health.  People make tradeoffs on health all the time.  So money is not necessarily the issue, nor is better health.
MR. ANDY TRUSCOTT:  Less sick.  How about that?
MR. TONY TRENKLE:  I don't know.
MR. ANDY TRUSCOTT:  It's a problem --
MR. TONY TRENKLE:  Yeah.
MR. NEIL WASSERMAN:  Neil Wasserman again.
In following up the thought of continuing the conversation, which I hope happens after this event, I'm one of the organizers of something called the Healthcare Blockchain Summit, which will happen almost exactly 5 months from now in near Dupont Circle in Washington, D.C., and several of you will be speaking there.  So at least at that event, the conversation will continue, and I hope there will be other ways in which it will continue.  But if anyone is interested, they can talk to me about it.
Now I was inspired by the attempt to define blockchain, which I guess has been an underlying theme of this discussion, and you know, I think it's a little bit like saying what does money do?  You know, someone came up with the invention of money some few thousands of years ago, and the definition has evolved over time.
And it's still this kind of abstract concept.  We attach value to this piece of paper, and no one quite knows exactly why any precise value is attached to that piece of paper.
My point being that the definition of money is evolving as we speak, and no one can quite agree on what it is.  And I think the same thing will be the case with blockchain.
But I've just in the -- inspired by the 92 percent comment of statistics, I wrote down a couple of characteristics of blockchain which come to my mind, and I think it goes a little bit beyond provenance, and I'd like to get your reaction to it.  I think provenance is one as where does the data come from.  But it has to do -- one characteristic that it has to do with a digital object, whatever that -- however that may be defined.
Provenance is one characteristic.  Ownership of the object is another characteristic.  Anonymization is another characteristic, which I think is rather unique to this environment and opens up a whole range of possibilities attaching ownership with anonymization.  And then ruled-based transfer is another characteristics.
And these are business characteristics really.  I'm not getting into the technical weeds.  But that inspires a whole range of applications in terms of changes in the way the clinical trials are run, changes in how patients deal with their condition, care coordination.  I mean, there are a whole range of possibilities.
But I'd like to get your thinking on am I kind of moving in the right direction in terms of definition?  And what does that definition imply in terms of the applications to healthcare, in your view?
MR. JASON GOLDWATER:  Well, I think the terminology that you're using is certainly -- it's not unique, but I think it certainly has some description of what blockchain is.  I'm thinking it's much like a lot of things in healthcare, you have to really look at it in terms of context, right?
So, again, and I'm sorry to keep repeating this.  I have a very narrow view of the world when it comes to this because of what I do for a living.  So in terms of quality, you know, the most important aspects of this in really sort of redefining how we collect and report out on quality measures that relate specifically to patients, the idea of rules-based transfer, the locus of control being focused specifically on the patient, the anonymization, which is beginning to be significant for the patient specifically, you know, those are things that are going to resonate for quality.
And in that use case, those are what become important.  And how we best leverage that to create better patient-reported outcome measures that have greater meaning, significance, and impact to a patient and provider is yet to be seen.  But certainly, those characteristics that you've just described in relation to that very narrow viewpoint, you know, are the ones that resonate strongly.  In other use cases, there may be other terms or perhaps a realignment or redefinition of those terms.
And I'm not sure that you could come up with sort of a standard definition of that terminology that would universally apply across every use case because they're just going to be different.
MR. ANDY TRUSCOTT:  If you believe that something is truly unique, then you need to test every part of its definition to see if it can be done another way.  And I think only then will you come up with a truly definition.  I will say it again -- we are repeating ourselves, aren't we?
MR. JASON GOLDWATER:  That's what we do.
MR. ANDY TRUSCOTT:  Keep blockchain narrow focused for what blockchain does well and does ubiquitously.
MR. KYLE CULVER:  Yeah, and I think some of it gets confused by it's a collection of technologies, right?  It's not this -- it's being -- sorry.  It's being spoken about when people are blockchain, and they're really meaning the collection of technologies in addition to that blockchain space distributed database underneath.  And so then we're adding things to it, and we're looking at specific use cases.
You know, whether we're talking about a public chain or a permissioned chain, you know?  And so that goes to whether it's anonymous or not.  So there are some things that are being talked about with the context of that specific implementation or that specific use case because you're talking about like a conceptual solution versus, you know, like what Bitcoin is and what's been proven and what's been out there.
And so I think we need, as we're having this conversation, to get really narrow in scope around what exactly we're talking about when we say blockchain in order to not confuse that part, and a lot of the health, when we start talking about the specific use case, and I think that's why a lot of panel says, hey, we need to go back to the problem we're trying to solve and then describe how this set of technologies may be applied or may not be a fit for that specific use case.
So I think when we start talking about -- trying to talk about very technical things in nontechnical terms, it just gets more confusing sometimes.
MR. TONY TRENKLE:  Yeah, I would agree with that.  I think, you know, there's different types of blockchains that people have talked about today.  There is blockchains using consortiums.  There's more private ones.  There's the more public ones.
And I think if you look at that and the technologies underlying them, then you're going to get some different business uses out of that that may be a little bit different.  I think the rules-based transfer, the provenance, and a couple of the other ones, the anonymization, are all ones that are going to cut across most of them.  But I think you'll find others as you go back to case the use and under what environment it's being used in.
MS. DEBBIE BUCCI:  So how much more time do we have?  Ten minutes, 15 minutes?
MR. NEIL WASSERMAN:  Thank you very much.
MS. DEBBIE BUCCI:  So we have at least four.  I'm going to watch the clock.
MR. ERIC LARSON:  Yeah, we do have time, but we also want to make sure that we hit any next steps and action items.
MS. DEBBIE BUCCI:  We'll do the wrap-up.  Okay, good.  Next?
QUESTION:  So, basically, two questions really for you.  One is consensus.  You know, in medical research and everything else, when you're coming up with some of these documents and forms that are standardizing assessments, right, you need to come up with standard definitions.
And in blockchain, I find that there's multiple camps with different technology.  You have Bitcoin people.  You have Ethereum people.  You have all your multiple blockchains, your different camps with different definitions.
So when it applies to healthcare, and that's because we're here for healthcare, what are some of the things that each of you feel are the low-hanging fruit that we can sort of try and create a consensus or define at a meeting like this is part one.
And two is what do you think the ONC and the NIST can do in the next steps as we leave this meeting to try and create consensus as we move forward in approaching this technology or using blockchain in healthcare?
MR. KYLE CULVER:  And just for clarification, you're saying "consensus."  Are you meaning the consensus like algorithm within the technology itself?  Are you meaning --
[Crosstalk.]
QUESTION:  No.  No.  I mean agreement from the group.
MR. KYLE CULVER:  Okay.
MR. ANDY TRUSCOTT:  Did you say --
QUESTION:  What's that?
MR. ANDY TRUSCOTT:  Did you say -- what was the term you used?  Just repeat the question again, the first part.
QUESTION:  The first part is just I was asking for any of the items that you feel could be defined at a meeting like this, the low-hanging fruit or the basic items that we can sort of define at this stage.
MR. ANDY TRUSCOTT:  And you mentioned care assessments?
QUESTION:  Care assessment?  No, I was referring to in research and when you're doing standardized analysis.
MR. ANDY TRUSCOTT:  Okay.
QUESTION:  But that was just a platform aspect.
MR. ANDY TRUSCOTT:  I'm still thinking.
MR. TONY TRENKLE:  Well, yeah, I don't know if we can do -- define at this meeting.  I think this is a small subset of the community that we need to have this discussed with.  And I think I'd rather address the second part of your issue is what does ONC and NIST, what can they do following this?  And I talked a little bit about that in my opening remarks.
And I think, you know, the first thing they've done is they've convened a meeting like this to bring people together.  So the second step after that is what are the key themes and key areas that may be either enablers or barriers that came out of discussion in this meeting?  And then taking that together and then what are some potential promising use cases?
What are some bodies that can help move this forward?  You know, in the Federal Government, we used to use the Federal Advisory Committees.  So you've got the HIT Policy Committee, the Standards Committee, some of the other committees that are around the Government. They're generally pretty good areas to start taking one of these or more of these and say let's move this forward because then it gets out to a larger audience, and it gets more interest and input that comes into it as it goes along.
So, to me, that would be the next step I think that ONC and NIST can do is say this is how we sum it up.  These are the key things that came out of this, and this is where we want to take this next to continue the discussion so we can start moving this forward.
And as I said earlier, get other Federal agencies engaged in this as well.  The CMSs, the FDAs, the HRSAs that were mentioned this morning, CDC.  I mean, there are so many different organizations that can play a role in this from the healthcare perspective that if we can get them engaged and looking at use cases whether around public health, clinical trials or whatever, I think that, to me, is another big step.
MR. ANDY TRUSCOTT:  In the spirit of no question left behind, I think go and look at where you need provenance, where do you have it right now, and where do you not have it right now, but need it.  And where you have those existing gaps in provision, those existing gaps in knowledge, and need to prove origin in that consistent form, that's an opportunity.
Where it's really expensive to prove it right now, but expensive in terms of technology, but also in terms of human protests.  Many of the massive opportunities we have in healthcare is by taking people out of the equation and allowing people to focus on patient care and away from routine do this day in, day out boring jobs like checking data, checking where it's come from.
Not pooling around the 27 different providers on this patient's record, saying did you create this or did you not, when actually you could it electronically much easier.  But we're brokering now into the interoperability space where, actually, there are other techniques of doing this already.
So if you can do it faster, cheaper, quicker, there's your opportunity.
MR. JASON GOLDWATER:  But also, I think, to try to answer your first question, you know, we've talked a lot about numerous use cases and how this would be leveraged, or at least what we think -- how we think it could be leveraged.  And I think, you know, again, as Tony put it, and I couldn't agree more, that's not going to be solved today.  We're not going to be able to do that today.
But I think if we get a group together of those who are really committed to understanding how this could work effectively in healthcare, examine those use cases and notice common terms throughout them, then we can start trying to build consensus on that low-hanging fruit because, for example, a transaction is going to be used throughout one of these use cases, then how are we going to define that term so it has unique meaning across all of those use cases?
And that's -- again, that's a larger issue.  It's a larger topic.  Having built numerous lexicons and taxonomies, it takes time to do that.  So, but I think that's where we could start, where we might have some hits initially.
QUESTION:  Just as an add-on to that aspect, in terms of creating consensus amongst everybody, obviously having meetings like this are great, but as you pointed out that it's only a small subset of the individuals that are interested in the technology and the development.  Using -- because one of the talks aside from healthcare is just voting, right?  Using technology for voting applications.
Is there a place there as we develop for a voting application to allow us to sort of develop consensus within the other, those areas?
MR. JASON GOLDWATER:  Maybe.
MR. KYLE CULVER:  Yeah, I haven't looked a ton into that space.  I know that a lot of the, you know, intro into blockchain has like voting apps and things like that, and the things that are out there, especially with Ethereum for that.  But as far as where that applies and how to use it --
MR. ANDY TRUSCOTT:  I think it's the wrong time of year to be discussing this, actually.
[Laughter.]
MR. JASON GOLDWATER:  Do you want some water?
[Crosstalk.]
MR. TONY TRENKLE:  I don't see voting as a practical way of doing it, but what I do think is that this is a public-private work.  So I mentioned about the public sector, what it can do to move forward after this.  I think from the private sector, companies like mine and others, what we need to do is get out and work with companies and start building use cases and start testing them.
Get out there, and over time, a lot of this is going to become consensus based because people are going to see what works in one place and start testing it in another place, and it works in one application, start applying to the other.  That's the way you get it out there.  You can only do so much through talks and votes and things like that.  You really got to get out and test it in real-life situations.
MR. ANDY TRUSCOTT:  Well, one thing I do know is that creating a blockchain standards board would be a big white elephant.  That's bad, by the way, if you didn't know that.
Give it to some of the already in existence standards bodies that you have here in the U.S. actually and say, right, you guys create the standards by which we'll use these in healthcare.  There are vast amount of people sitting in those boards right now who are already looking at this stuff, and we're building -- we're building FHIR interfaces right now that will create and maintain and manage blockchains.
And that's what they're there for.  That's what the standards do.
Stop?  Okay, what?
MS. CAITLIN RYAN:  Somebody with New Jersey tags, if that's you, they're needed out front.  So does anybody here have New Jersey tags?  No?  Okay.  Sorry.
MR. PAUL OATES:  Before I go move my car, I'll --
[Laughter.]
MR. PAUL OATES:  Paul Oates from Cigna.
I came to the meeting with a fairly open and empty mind.  So maybe my blissful ignorance might help on a couple follow-up steps, and many of you have reflected some of these, if I can try to summarize.
The first thing I learned that was helpful was we're not talking about blockchain.  We're talking about somebody said distributed ledger technology, and I think that's really helpful.
We don't go to conferences in healthcare about databases.  We go to conferences in healthcare about problems.  And we don't enact standards about databases.  We enact them about problems.  So maybe the first thing we could do is rename this.  That might be helpful.
The second thing I want to add on to Andy's thought is, yes, it is about provenance, but provenance of why.  And someone very early said in one of the talks that what this is for is when loosely coupled or generally people need to work together when they don't have an association.  And I think that's the "why."  That's the reason the provenance exists.
Because we're all trying to work together when we don't have relationships, but the patient causes them. So that was helpful for me to understand.  When we get into use cases, it's provenance where people have to work together that don't usually.
A note for you, Deb.  One thing that this is causing a big deja vu moment for this HIT old-school guy is we've been down this path before when we talked about HIE, and I think we can start talking about HIE the verb rather than HIE the noun.
Identity, taxonomy, semantics, vocabulary, all the stuff that Kevin talked about, that the identity people talked about, that Stephen Smith talked about, still exists. So don't let our HIT attention deficit disorder that we have cause us to stop focusing on that.  You still need funding for that.  You still need people to help drive that while we do this.
So don't let them take your money away for doing that stuff.  We still need it.
Two points about next steps then.  First, I strongly suggest whatever we do be open, not closed.  That's going to be really hard because all the vendors in this space that talked today are trying to make money on this, which I appreciate and I value.  But the fact that this technology inherently is not very interoperable today maybe is something to solve so that when companies do build for-profit things, we can use them together, and we come up with some of those open conventions to make that happen.
The other thing that's going to drive you crazy on open is are we going to have to certify blockchain in EMRs?  I don't think so.  It's loosely coupled.  So we got to figure out how those current standards are going to work on that.  So we don't care about blockchain.  We care about the use.
The last thing I think that would be helpful when we convene again is that this topic is weird.  It's not like the ones we usually do, to me.  We need a NIST view, and we need an ONC or policy view.  And the reason is because blockchain itself is not that exciting.  I don't really care.  I don't talk DB2 and Oracle or Hadoop like that.
But what I do care is about how we use it, and in this case, the enablers in the technology are driving some very significant policy decisions we haven't had to have in the past.  So when we convene again, I don't think we can dump it just on ONC because we'll just get a policy view.  Cool.  We can't just dump it on NIST.  We'll be a couple layers down, on layer 7 too far.
I think we need both until we start to establish sort of a happy medium so that use cases we apply can impact both.  So my vote would be less -- do everything that Tony and others said, use cases and any use cases tied to the functionality, tied to some common patterns and problems I think Kyle talked about that you all have, and have a community-based discussion around that.  But make it a thing.
Because unless it's a thing, nothing happens.  So a thing means it's published, and somebody is driving it, and there's comment and all that stuff.  So I think that's where I started from was at zero, and that's where I am leaving.  I'm more excited than when I came. So I think it's been a success.
Thank you.
MS. DEBBIE BUCCI:  Thank you.
MR. ANDY TRUSCOTT:  So I don't know what parties you're going to, but there ain't no party like a blockchain party.  I think once --  blockchain is going to be an enabler.  I think no one has said that before.  Once it's embedded into technologies which are already pervasive, already exist.  You mentioned a bunch of database ones.
As soon as the first phase in a multiphase actually has a writing to a blockchain simultaneously, it's transparent.  No one cares.  But it means we can trust it better.  And at that point, when we understand the information is being written in and which is being trusted and relied upon, you're going to start having our insurance colleagues saying, well, let's take an actuarial view of this and let's actually look at the prevalence risk of trust and what that really means.
And then that's where we have the real discussion. Right now, it's about tech.  And the tech is kind of fun, if you like that sort of thing.
MR. TONY TRENKLE:  Well, I think it's got to be the triangle between the technology, policy, and operations.  And I think right now we have the technical people here.  We have some policy people here.  We have a few operations people here.  But as we move further down the road, we've got to get more operations people here because they're the ones that have to live with the technology standards, and they're the ones that have to live with the policy decisions.
So that's my --
MS. DEBBIE BUCCI:  Please.
QUESTION:  Okay, I'm not exactly sure what I'm going to be asking here, but let me start out.
MR. ANDY TRUSCOTT:  We're not exactly what we're going to be answering.
[Laughter.]
QUESTION:  Okay.  When Bitcoin appeared on the scene, the blockchain was introduced.  But the blockchain was also married to an interesting incentivizing structure.
MR. ANDY TRUSCOTT:  Right.
QUESTION:  So that it can grow without anyone managing it.  And what it was trying to solve was trust, okay?  Now in reference to solving trust, it was saying that it was money.  Now we're saying that we're going to have a blockchain.  Here's the thing that everything I heard in reference, everything related to medicine, that there are going to be blockchains that are managed.
So how is it then connected to trust?  Because the idea is that we want the data to be true.  So like I said, I'm not exactly sure what I'm asking, but all I'm just trying to say is that the incentivizing structure was basically to create a beast which goes out there, no one manages it, and by its incentivized structure, it stays alive.
MR. ANDY TRUSCOTT:  Okay, so --
QUESTION:  Most of the things mentioned today about the blockchain are removing that.  I only saw I think one or two of the talks which said we have to get the incentivizing structure correct.  But I've heard very little -- I've heard very much about managing a blockchain and not about incentivizing a blockchain so no one is managing it.
MR. KYLE CULVER:  I mean, I think that's an important point, you know, to figure out how to incentivize it.  I think it's less -- it's more important when you're looking at that public space and when something is going to run in the wild on its own.  Whereas, if you're running something in a permissioned space.
Now everybody may have incentives to reduce their cost to leverage this solution instead of their current solution, or depending on what specific use case that's associated to.  And so I don't know if it's as managed as it is permissioned for a set of -- group of people who have similar interests.
QUESTION:  The only thing I was going to add is that if, therefore, someone is managing a database, that would mean that I would have to trust you.  And all I'm stating is, is that by having a database which I can trust nobody, it means that it forces everyone to be honest.
So, and I'm not going the conspiratorial route where everyone who's ever run a database has been doing mysterious things behind.  But it's trying to solve a problem, and the problem is trust.
MR. ANDY TRUSCOTT:  Okay, so let's go -- let's take a step back.  Tony, have you got your wallet on you?  Got your wallet?
MR. TONY TRENKLE:  Well, we can talk about it.
MR. ANDY TRUSCOTT:  Give me 20 bucks, all right?
MR. TONY TRENKLE:  Okay, go ahead.
MR. ANDY TRUSCOTT:  He gives me 20 bucks.  I trust that that 20 bucks.
MR. TONY TRENKLE:  Right.
MR. ANDY TRUSCOTT:  Okay.  And I don't trust Tony.  Who would?  But I trust that the money is 20 bucks because I trust where that money has come from, and I trust that I can take any $20 bill, and it will have a nice little sequence on them that shows where they come from, and they have provenance back to the issuing body, okay?  That's what I trust.
That 20 bucks, if I take it off Tony and stick it in my pocket, there's nothing on there that tells that he's entitled to it.  There's nothing on there that's a credential for him that says that he's allowed to spend it and nobody else is.  But that has utility for me because I've now taken it, and it has meaning for me.
If it was a blank sheet of paper, I wouldn't care. And that's where we need to kind of divorce some of these conceptualizations away to actually what we're talking about, which is we care about patient data.  We care about patient records.  We care about information about those records, the administration of it, the care management, et cetera.
QUESTION:  Right, and like I said, well, let me just add this one thing in because, like I said, I'm not exactly sure what I'm asking here, but --
MR. ANDY TRUSCOTT:  It was great --
QUESTION:  Here's one of the things that the Internet did when it initially came around was that anyone can get on it without asking permission.  You didn't need something to get on the network.
MR. ANDY TRUSCOTT:  True.
QUESTION:  This -- technically, blockchain is sort of like a database where everyone could write to and no one has to -- this is the initial concept of Bitcoin.  I'm not trying to take it down to the blockchain.  That you're able to have different people come into the framework who didn't ask to be on it, but they just did.  And now they're in the framework.
So part of my head thinks that in reference to the medicine world, you're going to have a database that anyone could access.  A small, little hospital wants to appear on the framework and suddenly can access this medical database, whatever this is, okay?
Right now, it sounds like we're setting up a blockchain so that the little guy is not going to be able to do that because we have to protect the information.  All I'm getting to is that it makes a scenario of easy entry.  Of course, with Bitcoin it was related to this idea of money --
MR. TONY TRENKLE:  Right.
QUESTION:  -- and now we're saying in reference to medicine.  So, and like I said, this is a great question because I don't know fully what I'm asking here.  Where does that framework --
MR. ANDY TRUSCOTT:  I haven't heard that at all from anybody, these panelists, or anybody in this room that we're trying to exclude anybody by coming up with --
QUESTION:  No, no, no.  It's not related to exclusion.  It's just related to the ability of anyone to enter.  Do you hear what I'm saying?
MR. TONY TRENKLE:  I know what you mean.
MR. ANDY TRUSCOTT:  So it's the cost of entry?
QUESTION:  Yeah, yeah.  It's not that you're excluding, but it's sort of like, you know, if you guys are talking in a room and all the doors are locked, you're not excluding anyone.  It just so happens that all the doors are locked, and there's no windows.  I mean, you know what I'm saying?
I'm not saying -- I'm trying not to go down because I'm not a conspiratorial guy.  All I'm just trying to say it's trying to solve the problem of trust, meaning that by using the system, I don't have trust any of you.  And you might be trustworthy guys.
But I'm just saying it's trying to solve that problem, and I'm saying where does the trust aspect come in reference to Bitcoin -- blockchain in medicine? Because in my view, people are paranoid about their medical data.  So my view is I would love to trust no one with my medical data.
That's where the trust --
DR. GREG SHANNON:  Let's poke at the word "trust" because I think there's a -- you know, it's something I've been looking at for quite a while, and it's actually a convoluted concept.  I mean, it's a construct, and so it has different meanings to people.
But I think when you look at the sense of trust, you don't trust -- when something works correctly all the time, you don't trust the laws of physics.  What trust really comes down to is that when you -- how do psychologists put it, that the notion about trust is that I'm willing to do something even though I know the benefit I get is less than the consequence I might endure if I -- if someone nefarious is doing something.
So if you handed him his wallet.  So here I'll hand you my wallet right now.  Okay?  I trust you.
MR. TONY TRENKLE:  Hand it to him.
[Laughter.]
DR. GREG SHANNON:  And now I got a benefit because I've got some nice vibe from the audience because I handed over my wallet.  Now the downside is, you know, they could take the credit cards and go charge it, and they could take the money and swap it out.  But there was a benefit that I was willing to do.
And so that's kind of the odd thing about trust is actually you are exposing yourself to something worse than what you're gaining.  And that's why it's so important in the economic efficiency is that unless you make that leap of faith or just you kind of do that.
There's an excellent book called "The Truth About Trust."  And it really starts to tease about that, and trust really is a paradox in the sense that you do things that where the harm could be worse than the benefit you're getting.
And I think part of what things like blockchain do is it provides assurance so that the likelihood, the ability of someone to do something nefarious against you is harder.  You know, the amount of effort you have to -- the amount of benefit you get from trusting it is higher.
So there's this, you know, it's a challenging concept to tease apart.
MR. TONY TRENKLE:  Well, and I think trust is --
DR. GREG SHANNON:  I will take my wallet back.
MR. ANDY TRUSCOTT:  Can you prove your entitlement to it?
DR. GREG SHANNON:  Excuse me?
MR. ANDY TRUSCOTT:  Can you prove your entitlement to it?
DR. GREG SHANNON:  Raise your hand if you think Kyle is entitled to it.
[Laughter.]
MR. TONY TRENKLE:  I think trust is tied to value, and I think everybody has a different definition of trust. And I think as you've seen over the past 25 years, as the Internet has grown and as social media has grown, people's definition of trust and value has changed dramatically.
And I think with blockchain, a lot of it is going to be tied to what's the value you're getting for it and what kind of trust do you need in that?  So it's like if you want to live on the grid or live off the grid.  You may say, well, I'd rather not have anybody know who I am and not participate in this, which, okay, that's fine.  But then there's a cost if you don't participate.
But trust is a tradeoff to me between value and what your personal feelings are about.
DR. GREG SHANNON:  I think your point, the question was apt, though, in terms of I would prefer to not have to trust someone with my data.
MR. TONY TRENKLE:  Right.
DR. GREG SHANNON:  I mean, I think that's kind of a tautology because then there's no downside.  You know, if I know that you can only do these things with the data, and I can choose to give you that data, nothing else can happen with it, it's a good deal.
MR. ANDY TRUSCOTT:  And then we start asking, I suppose --
DR. GREG SHANNON:  And that's not trust.  That's just knowing that it's correct.
MR. ANDY TRUSCOTT:  Then we start asking ourselves why Google Health and the Microsoft Platform weren't necessarily as successful as they could have been because ostensibly that gave you complete control, and no one else needed to curate your information.
But we like things easy.  And we trust our physicians because they're the ones treating us, so what the heck.
MS. DEBBIE BUCCI:  Excuse me.
MR. ANDY TRUSCOTT:  Trust is an efficiency mechanism.
MS. DEBBIE BUCCI:  I didn't think we'd have any questions, and we're really getting almost near time, and there's two left.  I'd really like to get them in. So --
QUESTION:  Sure.  Thank you very much.
In the blockchain love story novella that is Don Tapscott's book, at least -- it's a long read, but he says one thing which actually -- the most pithy thing he says is that blockchain is a ledger, a distributed ledger, right?  And then he invites a whole bunch of other stuff about what it could, but he says it's a ledger.
So ledger is a record of a transaction.  So Bitcoin, nice thing about Bitcoin, it works really well is because it's very simple.  It records a transaction, right?
And a lot of this talk, you know, this talk is about interoperability, and I have a Ph.D. in ontology. So I am ostensibly an interoperability person, but I've thought --
[Audio interference.]
MR. JASON GOLDWATER:  I didn't do that, for the record. I did not do that.
QUESTION:  -- this isn't really so much about the interoperability of blockchain, and I've been thinking about that, and I think it's because a Bitcoin transfer is a record of a transaction.  Going to a doctor is a record of an experience or a record of an encounter, which is much richer than a transaction, right?
It's not expected that something on a ledger records the full extent of going to see a doctor.  It is expected that record on a ledger, you know, expresses a drug dealer giving two Bitcoins to somebody else.
So I guess my -- I'm trying to make this simple because I only have 2 and 1/2 minutes.  My question is, is the Mr. Statistician from Accenture expressed a good use case, which is the thing about recording drug use. So, to me, that's a transaction that's worthwhile to record.
So I guess my question to the members is I don't think going to see a doctor is a transaction to record. It's too rich and difficult to do on a ledger.  Are there other transaction-like things that you could put on a ledger, that's simplistic enough to put on a ledger, but worthwhile to identify and trace for future use for something else.  That's my question.
MR. ANDY TRUSCOTT:  So, like you, I believe in lightweight ledgers.  I don't think we want to try and imbue ledgers with and re-create -- as someone said earlier, we don't want to go and re-create an HIE on the backend of blockchain technology.  That would be a crazy thing that no one would undertake.
Just in case anyone is, I'm sorry I called you crazy.
The -- but we have a whole series of transactions that we can use a ledger to prove that they are linked transactions.  So I think that's the right way of doing that.  I think that's where you were going.  You know, you're an ontologist.  You get how these things need to work.
Now there are three generally enshrined in legislation requirements for nonrepudiation out there. One is around prescriptions, one is around death certificates, and one is around postmortems.  It depends what jurisdiction you're in, but generally, those are the three.  So I think those are three natural candidates, okay?
And you can extend it beyond prescription to also dispensing.  So you're actually getting kind of into that whole circle there.  You can't obviously link it to when a patient takes a med, although my IoT friends would say increasingly with smart meds, we actually can.  So you could actually have that entire lifecycle around a medication prescription dispensing and administration could capture it.
I think any of those sorts of transaction events which you want to try and match with them, I think those are obvious candidates.  Death certificates, obviously, because law provides for that, and postmortems as well.  Those are the natural candidates.
And then we step back and we just look overall at the record.  What we care about is that the entries in a record we trust.  We keep saying this T word.  We mean T with a capital T, not just trust.  We know that that's where it came from, and this is how they're all related together.
I mentioned earlier this concept of having chains in different dimensions, both provider-focused dimension, but also a patient-focused one.  I think they can coexist, and that's how I think they can ensure, and I think that's a good use case.
Was that helpful?
QUESTION:  Oh, very much.  Yeah.  So anyway, that's very helpful.  Thank you.
MR. ANDY TRUSCOTT:  And others because there's one thing about this room. I walked in and I realized there was --
MS. DEBBIE BUCCI:  So we'll go here, and then we'll end the conference.  So --
MR. ANDY TRUSCOTT:  -- more MIPS of IQ than any room I've been in for a long time.
[Laughter.]
MS. DEBBIE BUCCI:  So next question, and then we'll end with you, Drummond, okay?
MR. CHRISTIAN MATE:  Hi.  Christian Mate, found of Mesh Health.
We've heard a lot of great things about blockchain in the past 2 days and the implication it has in healthcare.  It could foster a user-centric data sharing model for patient records.  Has Humana at all looked at associating insurance policies with user profiles?
MR. KYLE CULVER:  So I said this like in the presentation, in the intro, I mean, Humana right now is still looking at its point of view on the landscape, you know, understanding what opportunities are being pursued, some of the decision points that need to be made in the technology.  I think that that's something that we're looking into, but we're looking at, you know, I think trying to solidify that point of view over, you know, the next month or two about really where we want to go with it.
MR. CHRISTIAN MATE:  Awesome.  Thank you.
I also had one concern, not a question.  We covered the issue with on- or off-chain patient information.  Right now, patient data is stored on servers, isolated data sources, and they're scattered everywhere.  And a lot of times they can be compromised that the user data is made unavailable, but entire hospitals go down, and they are, you know, up for ransom for their systems to go back up.
I wanted to kind of put it in everyone's mind that how can we think of ways to get the data integrity offered by a blockchain where sufficient incentives exist for data to be immutable and forever hosted, Bitcoin being a good example, while not sacrificing data security?
Thank you.
MS. DEBBIE BUCCI:  Last, but not least.
MR. DRUMMOND REED:  Hi.  I'm Drummond Reed, and I'm going to tell you up front I'm co-chair of the XDI Technical Committee at OASIS.  So this is a loaded question.
MR. ANDY TRUSCOTT:  There you go.
MR. DRUMMOND REED:  There you go.  So we heard quite a bit about how blockchains can enable interoperability, a trust and security model that we could all live with for the exchange of patient data, for example.  To what extent, given the HIT question that was asked earlier, do you think they do or won't represent an opportunity to actually tackle the problem of interoperable data semantics?
MR. ANDY TRUSCOTT:  I was afraid you were about to say and would sort out world peace at the same time and bidirectional computed semantic interoperability or something like that.
MR. DRUMMOND REED:  Hey, we are talking about the incredible opportunity of blockchains here, right?
MR. ANDY TRUSCOTT:  Is it?
MR. JASON GOLDWATER:  I honestly -- I wish I had a really articulate answer to that question.  And I don't.  I honestly -- I think that by leveraging the possibility of the technology to be able to exchange data across sources in a manner that will improve outcomes, improve patient care, reduce cost, create efficiencies, et cetera, that maybe that of itself would be a catalyst to drive normalized data semantics.
Apart from that, I'm going to go back with we should be implementing regulation that says you need to pay 25 percent of your profits if you're not -- solve this once and for all.
MR. TONY TRENKLE:  It still won't solve it.
MR. JASON GOLDWATER:  That will never happen.
MALE SPEAKER:  Basically, GDPR.
[Laughter.]
MR. JASON GOLDWATER:  I'm kidding.  I'm kidding.
MR. ANDY TRUSCOTT:  Frankly, that's not a blockchain issue.  It's not a problem for blockchain to solve now. It's a problem which most people in this room who are involved in HIT kind of understand how to solve that issue, and we recognize that the motivations inside the U.S. are complicated and conflicting between the various actors in the healthcare system.
And solving the interoperability issue is one that's taking time, but it is progressing.  You know, there's executive-level sponsorship from the very top of Government to make this happen, and it is slowly happening.
Blockchain is a wonderful tool that's popped up on the backend of some crazy guy down in Australia who decided to come up with this wonderful way of doing a virtual currency, and it's a very intriguing cryptographic technique which can be used to enable and assist us in probably a more streamlined way in certain areas, things that we already had to solve.  And we already had a lot of tools in our toolbox, but now I've got one nice, little round hammer that's going to do what I need.
MR. DRUMMOND REED:  Thor's hammer, right?
DR. GREG SHANNON:  Let me -- let me actually address that by backing away from blockchain a fairly long distance here.  I had the pleasure actually of sitting in a meeting this morning with Dr. Holdren, and his Italian counterpart was in the room, and she is semiotics professor in Italy.  And if any of you know Umberto Eco and some of his work in semiotics.
So from a science and technology point of view, I mean, this is the sort of thing where, you know, when you hear of rather eclectic areas like semiotics and epistemology, you know, that's what we need to solve those sorts of questions.  I mean, because it's not necessarily directly -- you know, those of us in the technical trenches aren't thinking about those problems every day.
And I think the modern digital world actually poses a lot of new epistemological and semiotic challenges.  You know, what does identity mean?  What is this boundary between this physicality I have here and this digitalness I have here, and how do we build trust on it?  How do we understand what the philosophical implications are there?
So, you know, what I'd say is when you hear your kids or your grandchildren or your friends, and they're taking a course epistemology or semiotics, that's actually the sort of background that you need to have to tackle these sorts of questions.  And I think it's important that we remember that some of these things that seem really rather arcane actually do have applications and are important in understanding how we're going to apply these new technologies and really what they mean for us.
MS. DEBBIE BUCCI:  So I want to thank the experts panel for their participation and everybody for the great questions, and what a way to close out the event.
[Applause.]
MS. DEBBIE BUCCI:  And Eric, is there any closing logistics?
Agenda Item:  Wrap-Up and Closing Remarks
MR. ERIC LARSON:  Thank you very much.
The shuttle bus to the Hilton from here is outside.  If you're going to the ribbon cutting in D.C. and you drove here, make sure you take your car from here and drive to the Hilton, park your car at the Hilton, hop on the bus that's being provided by Digital Commerce.
MALE SPEAKER:  When is it leaving?
MR. ERIC LARSON:  When you guys are on it.  It's for you.  Yeah.  Back to the hotel.  So look for that.
Please grab your trash or anything that you left here for NIST.  I think that's it.
We will follow up with action items on our Web site.  Oh, and if you have questions or comments, email them directly to Caitlin.Ryan@hhs.gov because our one site is down.
Thank you very much.  Safe travels, everybody.
[Whereupon, at 4:37 p.m., the meeting was adjourned.]
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