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PROCEEDINGS
Agenda Item:  Welcome
MR. ERIC LARSON:  Okay.  We're going to go ahead and get started.  Thank you all for attending.  Welcome to the Use of Blockchain in Healthcare and Research Workshop.

We're going to do some administrative -- administrative details.  So cafeteria is off to the right.  It does close at 3:00 p.m.
We also have some networking rooms.  The Heritage Room is off to the right.  We have Lecture Room B off to the left and down the hallway.  So if you want to have a small group or a huddle, I recommend the Heritage Room first.  There's a lot of round tables in there.
Thank you very much for NIST, by the way, for hosting us.  Karen Startsman and Mary Lou Norris, you guys worked very hard to get this together.  So thank you very much.
We have an idea board.  So during a session, if you have something, right around the corner is a bulletin board, write it down on an index card.  It can be anything -- next steps, concepts, ideas.  Throw it up on the board over there, and our team will gather them, put them in a slide, and I can present them later on.
Questions?  We are recording this event.  So on either side are microphones.  Just head over there, introduce yourself, and then ask the question clearly.
Staff -- Cait, Carol, Scott, and Josh.  That's a lot, I know, but Cait, Carol, Scott, and Josh is in the back working the slides.  Thank you very much.
What else?  Anything else I'm forgetting from support staff?
FEMALE SPEAKER:  Safety.
MR. ERIC LARSON:  Safety.  Run the video.  Thank you.
[Video presentation.]
MR. ERIC LARSON:  And thank you, AV guy.  I forget your name.
So, next, a tight schedule, I know.  Trying to think if there's anything I forgot.  If not -- anything from my team?  No.  So we're right on schedule.
Let me introduce Steve Posnack, Director of Office of Standards and Technology over at ONC.  Steve?
[Applause.]
Agenda Item:  Opening Remarks
MR. STEVEN POSNACK:  I have no slides.  So it'll be quick.
All right, great.  I'm just going to do some welcoming remarks.  Thanks, everyone, for coming.  It's a pretty good showing.  So thank you very much.
For those of you that submitted papers to the challenge, thank you very much as well.  Many of them that were not chosen as particular winners were posted this morning as well.  So if you're interested in checking out other papers that were submitted, those are now available on the HealthIT.gov Web site, I think a vast majority of them.
And then others that are planning on submitting elsewhere have kept them close hold, but we wish you the best of luck to any other journal that you submit them to.
I want to thank again our NIST cosponsors for the workshop and my ONC colleagues that helped throw all this together.  This has been, I think, an organic experience for a lot of us that really exceeded our expectations relative to the intersection of healthcare and blockchain, and we're very surprised and happy and excited about the amount of papers that we got submitted, the topics, and really the depth and breadth that ranged across the experiences that people referenced in the white papers.
Very much interested in participating in the next 2 days, and I think all of the interesting dialogue that we'll be able to have out of the workshop as well. So also for any of you that need continuing professional education credits, like myself, I'm sure this will be a useful 2 days' worth of hours for you, too.
Other than that, I think I will conclude my "unprepared" prepared remarks and wish all of you a good workshop, and thanks for coming.
[Applause.]
MR. ERIC LARSON:  Okay.  So, again, we were debating on clapping or saying like, "Hello, Steve," as I introduce people.  So it's up to you.  We do have 12 presenters or so.  I like clapping.  It's traditional, but also I like to keep it light and formal.  So we can just say "Hi, Steve" or "Hi, Tim" when he comes up, or something like that is great.
So first half of the day is going to be focused on the Federal perspective.  The last part of the day, we're going to have two of the challenge winners.  So with no further ado, we have Tim Polk, who is NIST on detail with the White House of the Office of Science, Technology, and Policy.  So welcome, Tim.  Come on up, and we will -- "Hi, Tim."
[Applause.]
Agenda Item:  White House/OSTP Presentation
AUDIENCE:  Hi, Tim.
MR. TIM POLK:  Good morning, everybody.
It's really good to be here.  It's actually really terrific to actually be coming to the NIST campus.  I got here in 20 minutes instead of my hour commute downtown. I can't wait until that becomes my commute again next year.
So I am currently at the Office of Science and Technology Policy.  We like to say we do two things.  We do science for policy and policy for science.  So science for policy, we try to make sure that laws and regulations are founded on a good understanding of science and technology so that the things that policymakers try to do actually make sense.
When it comes to policy for science, we are trying to make sure that policy that impacts advancing science, whether it's R&D plans, infrastructure, workforce, those kinds of policies support and meet what the country needs.
So with that context -- so I'm going to try and set some context for the work that you all -- for the great workshop you guys are about to have.  Of course, you're going to find that I'm never going to say the words "blockchain" or "healthcare."  I apologize for that, but I think you'll find that the context of the work that you're doing fits really nicely into this presentation.
So the context of all of this is that there was a Cybersecurity National Action Plan -- or CNAP, as people like to call it -- announced in February this year.  The bulk of the plan was all about the here and now, the immediate.  Things like having the first Federal chief information security officer, who was just named a couple of weeks ago; establishing the Commission on Enhancing National Cybersecurity, which is something that NIST has been very integrally involved with; trying to establish a $3 billion modernization fund so that we can get rid of some of the legacy equipment that's holding us back; continuing the work of trying to broaden the use of multifactor authentication.
Lots of other initiatives.  There's about 50 different pieces to the Cybersecurity National Action Plan.
At OSTP, we actually -- we leave that kind of stuff to the National Security Council and the Office of Management and Budget.  We're interested in the things 3 years out, 5 years out.  So you'll see those are all very immediate things, but somewhere buried in the plan we would like to think just as important -- ah, that would be great.  Thank you.
There's a Federal Cybersecurity R&D Plan that is actually part of CNAP as well.  And this R&D plan actually pre-dates CNAP in terms of getting started on it.  In 2014, Congress tasked the National Science and Technology Council with putting together an R&D strategic plan for cybersecurity.
We actually did have one that had existed before, from 2011 that the NITRD program had put together.  And we had been working on this plan, and as it was, we were able to release it as part of CNAP, which was great because that gave CNAP a forward-looking piece.  So obvious need for cybersecurity R&D.
Everybody understands the benefits that we need -- that we get from cyberspace and problems that we get from not actually having good cybersecurity.  Everybody understands that cybersecurity can accelerate innovation.  It's still hard to do and to do well.
And the R&D plan is all about Government doing R&D better, applying its dollars in a more intentional way, and getting more bang for the buck.  So that was what our goal was here.
The Cybersecurity R&D Plan, in some ways I think it's a little different from some of the other documents that are out there.  We tried very much to base this in the reality of the world we live in, rather than the world we wish we lived in.  There isn't going to be perfect security for all kinds of reasons.
Basically, all the different players are not really incentivized for there to be perfect security.  Adversaries, there is great incentives for them to do malicious activities.  Defenders are given very limited means, limited resources to actually protect the resources that we have out there.
And users -- this is a very short bullet capturing this, "Users will circumvent cybersecurity practices." I've been in cybersecurity for 30 years now, and we always said, gosh, if we could just get users to use our great technologies, it would all be fine.
There's a little bit of truth to that, but there's also a lot of truth to the fact that users do not -- they're not out there to "do cybersecurity."  They're out there to get a job done.  And if we give them cybersecurity tools that get too much in the way, that don't actually achieve the things they need efficiently, if it keeps them from getting their job done, of course, they're going to circumvent the rules.
Rules are meant to be circumvented if they keep you from getting your job done. It's the way the world works.  We need to live in that world.  That was one of the assumptions that we said.
Another one, this is kind of new over the last 30 years.  When I started out in cybersecurity, we were trying to protect computers because that's what you were -- these attacks were on computers -- viruses, other things.  These days, we're not really worried about protecting computers.  We're protecting all of the things that computers actually protect, all the things that they do for us.  The shift is really focused.
Whether it's critical infrastructure or whether I'm worried about the grid or whether I'm worried about people's healthcare data, there's a connection to the physical world and the things that people want to get done.  And all of that changes what we need to be able to do in cybersecurity.
So our plan actually has basically two fundamental assumptions.  One of them is we just have to find ways to make cybersecurity much, much easier to do.  And at the same time, we have to be providing more effective defenses.  That sounds like an obvious thing, but one of our problems is we can't really tell what technologies we have that actually achieve those things.
With the actual exception of things like cryptography, where we actually can calculate out how hard is it to break this algorithm, way too much of what we've done in my past 30 -- in my 30-year career is sort of based on anecdotal evidence.  We think it's better than doing nothing, but it's very hard to put a number on how much we've improved security with many of the technologies that we have today.  And if you can't put a number on what you've actually provided as an improvement, then it's very hard for people to decide whether they got a return on their investment.
I've been in a number of meetings over the last couple years where people have said, you know, my company has plenty of money.  We can invest more in cybersecurity, and I would.  But I have to be able to tell the difference between the snake oil and the stuff that will really be effective.  And until I get enough evidence to make a decision, I'm not buying.
Well, that's a really, really practical decision on their part.  The cybersecurity community has to find a way to be giving much, much stronger data.
One of the reasons, actually -- and I said I wasn't going to talk about blockchain and healthcare, but I'll digress, and I will talk about blockchain and healthcare.  One of the reasons that we were so excited to see this workshop announced and see the challenge is that blockchain is one of those technologies that we think we will be able to make much stronger statements.
If we can find ways that we can apply blockchain technologies to achieve security in ways that are meaningful, we think we'll also be able to give you the kinds of evidence, the kind of numbers, the kind of data that will help people make a decision on whether, okay, it works more or less, but is it right for me?  Is it worth the investment?
That's the kind of data we need to be able to give.  And so anytime we start to move security mechanisms to be more tightly coupled with technology that we can really say we have a scientific, we have a mathematical basis for what is the security that we're achieving, we get really, really excited.  I say "we." My colleague Greg Shannon, who is going to be with you tomorrow, he and I in this plan.
So sort of rolling through this probably at too much of a pace, but when we were directed by Congress to do an R&D strategic plan, we were directed to set goals and objectives for near term, midterm, and long term.  The usual way, the law doesn't tell you what near term, midterm, long term are, but we kind of came up with the idea that 1 to 3 years was near term, 3 to 7 was midterm, 7 to 15 was long term.
These are the three goals that we came out with in the plan.  Effective and efficient risk management, that's something we've been working on very hard already with things like the cybersecurity framework for critical infrastructure.  We figured that that was actually a mature enough area that we can make advances in the next 3 years.
In the 3 to 7, sustainably secure systems development and operations.  Let me expand on that a little bit.  I guess we're all familiar here with the problems that we had with Heartbleed.  The Heartbleed bug, the Heartbleed vulnerability was not about security code, even though OpenSSL, even though SSL is a security mechanism.
The Heartbleed attack was attacking the heartbeat function, a keep-alive that was keeping the connection between machines open.  It's a feature that really has nothing to do with security.  But bugs in the nonsecurity software completely undermined all of the security controls that are embedded in the SSL protocol or transport layer security at this point.
The fact of the matter is, as I said, I've been doing this for 30 years, and I don't know that I can claim that security is better today than it is when we started.  We do a lot of things better, but overall, are we better off today?  That's not clear.
The fact of the matter is we are shoveling against the tide in security, and until we can get to the point where the software code base that we are working from presents a much, much smaller number of vulnerabilities to attackers, we're never going to get ahead of the power curve.
So this is actually a really key -- key goal is how do we get to the point where the systems that we deploy are not so inherently insecure that we have no hope of actually achieving security?  There's a lot of work that's been going on with this, with the interagency.  There's a report that's going to be coming out in November.  It'll be coming out as a NIST report, but it's an interagency report about what should the research plan for the next 7 to 10 years look like to actually try to achieve this goal?  I'm really excited about this particular goal because I think that it's absolutely essential.
The long-term S&T for effective and efficient defensive deterrents, this one probably requires that I expand a little bit.  If you really, really want your systems -- what's the best way to keep an attacker from penetrating your system?  The best way is to get them not to attack it at all.
So why wouldn't they attack it?  They wouldn't attack it if they thought, number one, they're going to get caught and punished.  Number two, whatever information they get, it's going to be so expensive for them to get it that it would be cheaper to get it another way.  Those kinds of things are things that deter people from doing bad things in the first case.
Right now, we don't have a very effective deterrence posture for cybersecurity.  Frankly, people who want to penetrate our systems are not generally deterred by the thought that they're going to get caught.  And they generally figure that the amount of effort that they have to put into it will be less than the value of the information that they're able to get from us.  That's got to change, but that's a really long-range problem.
So the R&D plan has four different elements:  deter, protect, detect, and adapt.  I think what we're talking about here is mostly about protect and somewhat about detect.  But how do we efficiently resist malicious cyber activities?  I think that that's what my quick look at the documents is what this workshop is going to mostly be about.
But we see the whole lifecycle as being important. We have to -- we'd like to deter more attacks.  We would like to deter a lot more attacks at the beginning.  We'd like to be really effective when we protect against the attacks that do come through.  The attacks that actually do succeed, we'd like to detect them with high probability and in a short amount of time.
It's really embarrassing when you keep looking at the Verizon data breach report or others, and we find that on average they're in our systems for 8 months before we ever knew.  And that's the average, and that's only the ones that we've detected.
And then the last piece is, and when that finally does happen, we would like our systems to be agile and be able to adapt and move forward so that we get them out of the system and we institute new security mechanisms.  And we'd like to that to be happening on a constant basis.
The R&D strategic plan is all about doing the R&D to achieve this vision, and that's a vision.  That's not what it looks like today.  I think if you looked at it today, the red line is still pretty fat, and all those blue lines are pretty darned thin.  So that's where we work.  That's what we're trying to get to.
So as I said, we had to have goals and objectives. The objectives are nowhere near complete.  We only have 21 objectives for the whole world of cybersecurity for the next 15 years.  Certainly, that couldn't cover the waterfront, and we can't even claim that we could have predicted what objectives we should be trying to meet 10 or 15 years from now very broadly.
But we did put in some objectives, and the real point of the objectives is for us to be able to measure whether we are actually getting there in our R&D strategic plan.  Are we moving forward?
We -- I talked a lot about this requirement for -- we want data for evidence of efficacy and efficiency.  How well does that -- does that cybersecurity mechanism work?  How much did it cost to do it?
Well, we need to apply the same kinds of questions about the R&D that we do and is our strategic plan working?  Have we actually achieved the kinds of things that we hope to achieve in 3 years, 7 years, 10 years?
Well, we place those out there to give ourselves something to shoot for and to understand whether we're making progress.  One of the examples is, coming back to that trying not to shuttle against the tide for the rest of my career, improving the efficacy and efficiency of security controls by two orders of magnitude.
Reduce vulnerabilities in software by a factor of 10.  That was actually a midterm goal.  If there's 1 bug per 1,000 lines of code right now -- that's sort of the accepted metric -- we'd like there to be 1 bug in every 10,000 lines of code in 5 to 7 years, and 1 in every 100,000 lines of code in 10 to 15.  If we actually achieve that, it actually gives cybersecurity people a fighting chance.
So we also had a section in the document that was about cybersecurity for emerging technologies.  Fifteen years ago, I could not have envisioned the kinds of areas, like the Internet of Things and cyber-physical systems, that have become important.  We know that this list will not -- this list will look archaic by the time that 15-year plan is done, but we did need to call out in this document these kinds of areas.
Frankly, if you do an R&D plan these days and you didn't talk about the Internet of Things or autonomous systems, people would think that you had had your head in the sand, and they would want to understand where you had been.  Were you off sequestered for 2 years while you wrote the plan because you obviously had forgotten all the things that are important.
What we talked about in this document is how really the priorities are the same, but it's all about applying those technologies to these areas.  We didn't talk about healthcare specifically, but that's what you're doing here today and tomorrow.  How are you going to apply certain technologies to a really, really important area/sector, healthcare.  It's not about cybersecurity.  It's about healthcare.
But we have to understand how we apply those technologies, do it effectively, and provide the kinds of guarantees on return that make it worth it for industry to implement the technologies.
We also talked about a number of pieces that we call critical dependencies, things like workforce, things like scientific foundations.  Cybersecurity, I'm embarrassed to say, since I've been in it for 30 years, we really haven't made the transition completely yet from art to science.
Cybersecurity was really an art form when I started.  I remember there being some arguments about whether or not I, who had just gotten out of college, could effectively do cybersecurity because I had never been off at the agencies doing cybersecurity operationally.  And so a lot of the folks that I was working with, they had 10 or 20 years of experience at the Navy or other places doing cybersecurity, and the way they learned to do cybersecurity was doing it the way other people had done.  It was an art form you apprenticed.  You became a cybersecurity person.
That's not as true today, but it's still a lot of cybersecurity is kind of art form.  We are reacting, trying to do better, doing what we've learned.  We need to move it towards more of a science where we understand those what is that level of efficacy and efficiency that we're going to get.  How much effort does it really require from my system administrators, and does it keep the people who I've employed to do some other job from getting their job done?
We also talked about things like transition to practice.  Blockchain is actually one of those areas.  It's really a cool technology, and people are really excited about it.  And we have transitioned it to practice for things like Bitcoin.  But there's probably a lot of other things that we can do with these blockchain technologies.
Getting over the hump from R&D papers to products that are in widespread use, it's really, really hard for all of R&D and maybe even a little harder for cybersecurity than those other areas.  So there's a lot of plan recommendations in here.
One of the things, and this is another reason this is really a great group, one that I would like to call out here is really expanding the diversity, both in the -- in terms of research expertise and the diversity in the workplace.  Cybersecurity can't be the end.  It's a means to an end.
But guys like me who've spent their entire career doing cybersecurity don't always understand all of the details of the application and what you're really trying to achieve.  That's why it's really important to have this kind of a workshop where we're bringing together people from -- who have really a healthcare orientation and also cryptographers, people who have those complementary expertises, areas of expertise that will allow us to figure out if this is really a technology that we can both apply effectively and actually achieve a goal that is worth achieving in that sector.
So what does success look like?  We, as a cybersecurity community, need to be able to design, develop, and deploy effective new technologies, and we need to be able to do it pretty quickly.
We need to make sure that those technologies make users' life as easy as possible.  Not easier than it would be without security.  Security is never going to be free, but it has to be not so much in the way that users just can't figure out why they're having to do these terrible things that seem to be getting in their way.
And we need to get to the point where people look at this and they go, oh, these healthcare records are protected with blockchain technologies.  Yeah, the level of effort, I'm going to move on and do something else.
Those are the kinds of things that we need to be able to get.  They would be where we would have success.  Now you notice except for the first task, I didn't talk about R&D.  Success isn't having R&D that gives us papers that we get published.  Success is transitioning those things into the workplace and accomplishing something that we couldn't have done or we couldn't have done as effectively before we develop those technologies.
So there's lots more information that's available online about the plan and some related things about CNAP.  You probably have a lot more specific things that you're going to want to spend your time with about blockchain and the white papers and things that were just posted this morning.  But if you are interested in more about the R&D plan, please take a look at those, those resources.
You know, these plans are a living document.  We're always interested in hearing more, but I really love the idea -- as I said, I think that a lot of the themes that we were working on in this plan that are very general and very high level are things that are really core to what you all are looking at for the next 2 days.  So I really appreciate the chance to come in and sort of give some context from downtown.
Thank you all for listening, and really, I hope you have a great workshop and looking forward to hearing more about the results.
Thank you very much.  And yes, I certainly have time for questions.
[Applause.]
MR. TIM POLK:  I started early so I think we have a couple of minutes for questions.
MR. ERIC LARSON:  Any questions?  And you know you have to hit the mics if you do.
[Pause.]
QUESTION:  So it's a controversial question, but I was joking around with someone walking down the halls. I said somewhere there is a backdoor to the SHA-256.
MR. TIM POLK:  No, his microphone is not on.
QUESTION:  Test.
MR. TIM POLK:  There we go.
QUESTION:  So it's a controversial question.  I was joking around with someone else while we were actually walking down the hallway.  I said somewhere there's a backdoor to SHA-256 in one of these hallways.
So just from the perspective of cybersecurity and the idea of Government-mandated backdoors, is that really a good idea?  And I'll give you a pass if you actually want to pass on that question.
[Laughter.]
MALE SPEAKER:  No pressure.
MR. TIM POLK:  Right, right.  So, so I'll tell you this.  I have -- downtown, I work for the National Security and International Affairs Division of OSTP.  Now I've spent my entire career here at NIST, and well, the first thing I should say is I'm not a cryptographer.  I don't even play one on TV.  I do, though, do protocols that leverage these.
Security is fragile.  The great thing about crypto algorithms is that they are probably the one piece of cybersecurity where we have numbers that we can rely on.  We understand how hard it is to do a brute force attack on an algorithm.
These kinds of things, I mean, there are limits.  It's hard to quantify, you know, what the level of effort is to do a side-channel attack on a particular implementation of an algorithm, and all of those things matter.  But crypto gives us a security foundation that is really important for moving security forward.
Whether they're -- regardless of how they are constructed, anything that makes that security of the algorithm less reliable in the broad context is a problem.  It reduces -- it now weakens the statements that I used to be able to make.
I will say that many of my clients in the NSAI, at National Security and International Affairs, are clients that are concerned with being able to do their own missions and sometimes they believe that crypto gets in their way.
I don't -- I think that there are other things you can do and that you must -- in my opinion, you should exhaust all other options before you start talking about adding a backdoor to a crypto algorithm.  It's not clear to me that we've exhausted all other options.
So that was the best tap dance you're going to get out of me.
[Laughter.]
MR. TIM POLK:  I did what I could, but --
[Applause.]
MR. ERIC LARSON:  Question across the room?
MR. MANU SPORNY:  Hi, my name is Manu Sporny.  I work for a company called Digital Bazaar.  We do a lot of work in the private -- or in the financial services and identity space.
So I wanted to -- here's the short version of my question.  Does the Cybersecurity National Action Plan take into account that you have to fund heavily the current open source software that's used out there to do things like crypto and ensuring that the maintenance of those libraries is kept up to date over time?  So that's a short version.
And I think -- go ahead.
MR. TIM POLK:  And I think I actually -- I want to thank you.  You gave me one that I have a good answer for.
There is a CNAP task, which I actually am running, that is all about improving the security of open source.  And so there's a number of different vectors that we're working on with this, but I've been working with folks from Linux's Core Infrastructure Initiative, with the open Mozilla folks, GitHub, who else?  The Internet Society, a number of different groups.  And we are working to try to move the state of the art forward there.
So not all of it's about funding.  Some of it is about funding.  We are hoping that we will be able to provide some Government funding to support some of those initiatives.  But a lot of it's also got to be about other sectors stepping up.
Quite frankly, a lot of sectors -- a lot of economic sectors have been free riders in the open source space for a long time.  You know, the financial community gets a lot of benefits.  Critical infrastructure gets a lot of benefits because everything in the Internet of Things uses a lot of open source.  We need to be sure that we are -- have stable funding for our open source initiatives.
I mean, there are things like timed software, which we at NIST really care about. Timed software is pretty much maintained on the Internet by one guy working out of his garage.  This is terrifying.  We need to actually have a much stronger position for that.
Things like the Core Infrastructure Initiative are helping different groups, like OpenSSL, really improve the security of their code base.  So there's a number of pieces that we are doing there.  We're going to be having a White House event next -- late next month that's going to be about this.
There's also, though, a lot of other pieces like DHS and NIST, a lot of the work I was talking about in terms of reducing the number of vulnerabilities in software.  A lot of that is doing the research and then building the open source tools that we can give to the open source community and others to actually be able to have tool chains that produce code with less vulnerabilities.
I mean, frankly, we know -- or I should say "we," NASA knows how to launch satellites with code that has very few vulnerabilities in their software, very few bugs.  We haven't figured out how to do it efficiently enough for everyone to do that, but a lot of it has to do with tools.
So like there is the -- DHS has a program called SWAMP, Software -- I can't remember exactly what the -- I can't expand the acronym right now.  But it's freeware tools that are available to these groups, and one of the things we're trying to figure out is are the tools that we're financing, building, and making available, are they the right ones for the open source community?  Can they really use these and move the state of the art forward?
So there's a bunch of things we're doing, but I would caution that it can't be all about Government supplying funding because Government funding has been flat for my whole 4 years, basically, at OSTP.  We have to figure out how to do what we can within the budget, which means if we have a big ramp-up in funding for open source coming from Government, there is something else that ramped down big time.
So that's kind of where we are.  But absolutely, open source, we recognize the criticality of it.  You know, there is a new open source policy about making sure that Government uses open source when it's available, contributes to it when we pay for software. So there are a bunch of different pieces going, not just from the security point of view.  But we have not missed the importance of open source.
That was the short question, the long answer.  Were there other aspects that I missed?
MR. MANU SPORNY:  No, I just wanted to point out that I think that that has been what most communities say when you ask them about open source funding, they say, oh, absolutely, it's really important.  But the reality of it is what happened with the OpenSSL Heartbleed bug, which is we found out after the fact that it was one engineer that was working a quarter of their time to effectively keep the entire Internet safe when it came to TLS, right?
And we see the same exact thing happening with open source voting software, right?  So I don't see -- I don't see -- everyone understands the importance.  Everyone says it can't be just us that steps up to the plate.  But at present, I don't see anyone stepping to the plate.
MR. TIM POLK:  So there are some initiatives, both at Mozilla and the Linux Foundation's Core Infrastructure Initiative.  I mean, one of the things is that it's a great project, but it needs more funding so that it can be more helpful to more of these programs.
So, but yes.
MR. UDIT SHARMA:  I'm Udit Sharma.  I'm from IBM.
I had a question about one of the sentences you used when you said that 10 or 15 years back, it was more about controlling the computers, and it's not that.  Now technologies that are like blockchain are about decentralizing control, and the current policy of the Government are more about control and, you know, seeing if they're not going out of hand.
How do you think the paradigm shift will happen for the Government and especially for policymakers in the next 10 years to ensure that technologies like blockchain are implemented correctly?
MR. TIM POLK:  I think there are some real challenges -- well, the first thing is when I was saying it was all about protecting computers.  Of course, you know, people were using computers for real things.  But what I'm saying is when I wrote -- the documents that we wrote early on in my career were things like how to protect your computer against viruses, what were the checklists that your system administrator ought to do to protect the system.
We no longer think about the computers as we're protecting the computer.  We're thinking about we are protecting people's personal information.  We're protecting -- we're protecting the grid.  We're protecting -- we have a much bigger view of this world.
But as terms of bringing in these new technologies, there's a whole other project that I've been working on with another group in one of my interagency groups that they have -- they've been doing a series of workshops called The Adoption of Cybersecurity Technology, or ACT workshops.  And we are really trying to understand what are the policy impediments that would encourage people to adopt and transition in new technologies within Government to improve security.
We are still far, far too reactive.  We're still plugging holes in the dike after the water starts to pour through.  And basically, maybe we're playing it a little bit too safe.
One of the things is I haven't had a chance to actually sit down with him in the last couple of weeks, but now that we actually have a chief information security officer, I think we have someone in place who will be helping us look at what are the policy impediments that are keeping people from deploying these new technologies and applying them in places where they really ought to?  How can we enable pilots? How can we encourage agencies to be maybe a little more daring and define projects where they can start to integrate in new technologies and get the experience with them?
That's a real challenge, but I think that there are people who recognize we have this mantra within the administration that, you know, for the country, it's all about innovation.  It's also about innovation, to some extent, for cybersecurity, and our policies aren't always enabling that innovation to be capitalized on.
So, so we're trying.  I don't have a silver bullet there yet.  So, but we're thinking.  Okay?
MR. UDIT SHARMA:  Okay.  Thank you so much.
MR. TIM POLK:  Thank you.
MR. ERIC LARSON:  Thank you.
MR. TIM POLK:  Out of time.  So thank you all.  I really appreciate it.
[Applause.]
Agenda Item:  Block Level-Set:  Program Overview
MR. ERIC LARSON:  Okay, next up, we have Elaine Barker with NIST to give a blockchain level-setting program overview.  Hi, welcome.  Hello, Elaine.
MS. ELAINE BARKER:  Good morning, everyone.  I'm from the Computer Security Division, and I'm just giving a brief overview to introduce a couple of my colleagues, who are going to give you more information.
We've been aware of Bitcoin and blockchains for a while, but with increasing interest in using blockchains for various applications, it was apparent that we need to understand them better.  How they can be used and what applications are just not appropriate for their use.
The Cryptographic Technology Group is particularly interested in how cryptography is used and the cryptographic algorithms employed.  And my personal interest is in key management.  For those algorithms that are employing keys, to make sure you use them properly and don't -- make sure you have to change them every once in a while.
The first presenter is John Kelsey, who is one of the cryptographers here at NIST.  He will be providing a brief introduction to blockchains, what they are and how they're used.  And from looking at the slides, I think you'll find it amusing.
John will be followed with a presentation by Lily Chen, who is the Acting Manager of the Cryptographic Technology Group, who took over when Tim Polk went to OSTP.  Lily will be providing an overview of the cryptographic standards that have been developed by NIST in coordination with the worldwide cryptographic community.
One of our purposes at the workshop is to identify any cryptographic work in the form of research and standards development that needs to be done in order to successfully implement the secure use of blockchains.
First of all, here is John Kelsey.
[Applause.]
[Pause.]
Agenda Item:  Introduction to Blockchains
MR. JOHN KELSEY:  Hello.  Can you hear me?
AUDIENCE:  Yes.
MR. JOHN KELSEY:  Okay.  I can even hear myself echoing.  That's promising.
Okay.  So I'm John Kelsey.  I'm from NIST.  I'm a cryptographer, and I want to give a very brief overview of blockchain technology.
Now there are people at this conference who are actually experts in this area, much more than I am.  So at the end, if you have questions or comments or you want to tell me I got something wrong, then please feel free.  This is intended to be a pretty high-level explanation of what's going on with blockchains, what they can -- kind of how they work, but also what they buy you.
So let's just jump in.  So as a warm-up, I want to talk about a problem that people have been doing for centuries or a problem people have been solving for centuries.  Playing a game of chess by mail.
So you know how to play chess.  You know there is a board.  There are pieces.  There are standard rules for how you move them.  And when you play chess by mail, what you do is you send -- you know, I might send you a letter that says "1 e4."  That means take the pawn in front of my king and move it two spaces forward.
And then somebody else, you know, the person I'm playing with might send back something that says, okay, I'm going to respond with e5.  And knight to F3 and whatever, you know, we're going to have a sequence of moves.  Each letter contains one move.
And you know, we can play a game of chess this way.  People have been doing this for centuries.  There are a lot of famous chess by mail games.
So the kind of question you might want to ask when you think about playing a game of chess by mail, what has to happen for this to even make sense?  And the answer is we have to be able to agree on the state of the board, right?
If you've ever watched little kids play a game, it's very common they'll get into arguments because they don't agree on what the rules are, right?  Or they don't agree on what's happened so far.  So if you want to avoid that, you have to be able to agree on the state of the board.
You and I have to agree on what pieces are in each position on the chess board. If we can't do that, then there's no game.  We're just going to have an argument. So how do we avoid that?  Well, you can see, we can start out knowing the starting positions because it's a standard thing on a chess board, and we have these sequence of moves.
Our letters back and forth give us a sequence of moves.  And we can use those two things to reconstruct the state of the board.  At that point, we know -- we share a state.  We both know what the state of the board is, and we can play a game of chess.
So the big idea here is if we can agree on history, we can agree on the present state of the world.  It's a simple idea.  Like I said, people have been doing it forever, and solving this problem for two people in a chess game is really easy, but it's an important insight.
So when we're dealing with a blockchain system, what we're dealing with is a distributed system.  And again, we have something where we all need to agree on the state of the world, okay?  And what a blockchain is going to do is it's going to let us agree on history.  It's going to let us come to agreement as a group in its distributed network where we all can come to consensus on what history is, what actions have happened so far, like what moves have happened in the game.
And when we can do that, we have an initial state that we know.  We have this blockchain gives us the history of individual transactions, and that means we can all agree on the current state of the system.  So we don't have to trust each other.  We don't have to have anybody that we trust centrally.  This lets -- a blockchain lets mutually distrusting entities agree on history, and that lets us all agree on the current state of the system.
And why is that useful?  Well, if you think about almost any distributed system, in order for it to work, you need to have some shared knowledge.  You need to be able to agree on what the world looks like.
So if you think of, you know, a financial system, like Bitcoin.  Okay.  Well, in order for it even to make sense for me to transfer money to you, there has to be some notion that we can come to agreement on about who has how much money in which Bitcoin address, right?
If I don't have any money in my Bitcoin address, if I don't have 100 Bitcoin in my address or in my account, then I can't transfer it to you.  And the only way this makes sense, the only way the system can work is if we can all come to agreement on who has what in their accounts, okay? -- addresses.
So this is kind of a big, kind of an important idea.  And a big thing here is you need to know the current state.  If I can get you to -- if you can't know the current state, then there are places where maybe I've spent my money a week ago, and I'm going to fool you into thinking that I still have it.
So what a blockchain does is it lets us agree on the state of the system, even if we don't all trust each other, right?  So you can see this ultimate goal is we've got to agree on the state of the system, and you know, you can think of this, for Bitcoin, it's easy.  It's just how much -- basically, how much money is in each address.
But there are also a lot of other things you can have, like who owns which property?  You could have a program that you're running or several programs that you're running.  You could ask for what's the state of each program.  There are a whole bunch of ways you can do this, but all of these have this property that it's a distributed system, and we all have to agree on the state of the system for things to work.
And the big idea is we don't want to have a single trusted arbiter of the state of the world.  We don't want to have one entity that is sitting in the middle telling us here is reality, just trust me.
And you know, that's an important idea because the big thing is if we had this trusted arbiter, if we had one entity that could sit in the middle, like a server in the middle that would tell us what's the state of the world, how much money is in each account, we wouldn't need a blockchain, right?  Blockchain lets us solve this in a different way.
So, you know, if you imagine a payment system, well, if you have a bank and it keeps track of the ledger and it knows how much money is in every account, you could do this in a decentralized way.  It's very easy, right?  It's not a hard problem to solve, to build a system where you have a single trusted entity and then it coordinates the world for you.
But there's a reason why we might not like that, right?  Actually, there are several reasons.  A big one is if you have a single trusted arbiter that tells you what history is or what the state of the world is, that entity is a single point of failure.  If they ever stop responding, the whole system fails.
A bigger issue is concentration of power, okay?  If you have -- let's suppose we're doing -- if we're doing a financial system and I am the trusted arbiter that decides what history is, what transactions have happened, I can forbid transactions I don't like.
I can -- I can impose extra conditions on you.  Like, well, I'm not going to let you do certain transactions unless you give me some money or unless you give me some information I want.  In fact, you see this, the whole banking system works like this.
The banks are required to collect a bunch of information, and this is because they're in a position of power.  They've got this concentration of power, and so they can be forced to do things with that power, like required to know who their customers are and how much money they have.
Also in a lot of real-world distributed systems, there's no one entity we will all trust.  We may not be able to come to an agreement about who we can trust.
If you think about it, when you're trying to find -- when you're trying to define a trust relationship, usually that's built on top of some existing business or legal relationship or some legal system, where you can go to court or something.  And for a lot of the distributed systems that were all over the Internet, maybe there is not a single entity that really you could all agree to use.
So, so what does that buy us again?  We have a blockchain, what is it buying us?  Really, we've got a distributed system.  We don't all trust each other, and we don't all trust any single entity, and we want to agree on history.  And we want to agree on history so we can agree on the state of the system.
The actual goal is to do something, and in order to do that thing -- move money around, play a game, decide who owns which property -- we have to have an agreement about the shared state.  And in order to do that, we are going to agree on history.
And the result of this is we get the sort of the functionality we would get with having this trusted arbiter in the middle.  We don't have the single point of failure or the single point of control of this person who can, you know, do bad things with his power.
So that's a sort of a high-level view.  I wanted to talk about that first because I feel like an awful lot of people use the term "blockchain," and they don't have a clear mental picture of even what they're talking about because it's kind of a buzzword.  So I think it's important to understand this is kind of what it buys you is being able to agree on history, being able to agree on a state.
So now I'm going to talk a little bit about the technology, kind of how does it work?  So a blockchain, I've thought about -- I've tried to read some of the literature.  Like I said, I'm not like any kind of world expert on blockchains, but I've tried to read a fair bit of the literature, and I've tried to put together what are the critical questions if you're designing or you're looking at a blockchain?  And these are four things I think are elements that are in pretty much all of them I could find.
First of all, a blockchain ends up being a sequence of hash-chained records.  I'm going to talk about that a little bit because hash chains are really useful.
There's also got to be some procedure for adding blocks to the chain.  You have to decide how do you add blocks to the chain?  You know, who gets to do it?  How is it done?  What are the rules? 
And remember, since we don't have a trusted arbiter sitting here in the middle deciding what goes on the chain, we have to have some other process for deciding what's allowed to be added.
Similarly, we've got some sort of validity conditions.  If somebody tries to add a block to the chain, how do we -- what is required to make sure that that block is valid, that all the transactions are legit?
Well, there's got to be some sort of -- some sort of conditions on it, and generally, those are enforced by consensus.  It's a distributed system.  So the participants in the system won't accept a block that has invalid transactions on it.
Also, you've got to have this -- this is an issue that comes up because it's a distributed system.  There's got to be some procedure for deciding when you have a disagreement.
So we've got a distributed system.  There are lags for communication.  It's possible that Alice and Bob come to different ideas about what the state of the system is or what the history is.  When that happens, that's called a fork in the chain.
They agreed on history up until some point, and now there is some recent event that they don't quite -- they don't agree on exactly what happened.  And whenever that happens, there has to be some process for resolving it, for deciding who's right.
This is how we come to a consensus about history, right?  We're going to have -- you know, there are going to be times where different parts of the network think different things have happened, and we have to eventually be able to resolve that and come to an agreement.  And every blockchain has to deal with that somehow.
So I'm going to do a little bit of a digression.  I'm not going to try to turn this into a Crypto 101 talk.  But I want to talk a little bit about cryptographic hash functions because you need to understand some properties of this to understand everything else.
So a cryptographic hash function is a really useful -- useful tool in crypto.  You use it for a lot of things.  But the core idea is it takes any input, any bit string is an input, like a 10-Megabyte file or 10-Gigabyte file or 10-Terabyte file, okay?  There can be limits on the input size, but they're ridiculous limits, okay?
And it always produces a fixed-length output, like 256 bits or 512 bits, okay?  That's kind of the core idea of what a hash function is, right?  So here are some examples of hash functions.
And a big idea is that you can't find collisions. There are a lot of other properties when you work with hash functions, but a big thing is you can't find a collision.  So suppose I could find -- you know, what's a collision?  Suppose I could find two different messages that have the same hash value, maybe two different files, two different executable files that have the same hash value.
If I could, that would be called a collision, and that would basically be a reason to throw the hash function away.  So for a hash function to be any good, it has to be collision-resistant, which means it's impossible in practice to find colliding inputs.
So this is sort of a subtlety here.  We know there are huge numbers of collisions, right?  Because a hash function can take, for example, a million-bit input, and it's mapping it down to 256 bits.  So there are way more possible inputs than possible outputs.  It's obvious that there must be lots of collisions.
The thing about a hash function is, is it should be very hard to find those.  Computationally, it should be extremely hard to find those inputs, right?  So to find two inputs that collide, that's the thing that's hard, even though we know they exist.
So why is this useful?  Well, we use hash functions for a lot of things.  A big reason for why it's useful, if you can't find a collision between inputs and a hash, then you can use the hash of a value as sort of a stand-in, like a message digest or a fingerprint of a message or of a file.
So there are utilities that check to make sure that a bunch of files on your system haven't been changed, and they compute a hash of each -- each of these files and then compare the hash to something stored in the table.  This works because you can't change the message -- or you can't change the file without changing the hash, okay?
Another idea, one that's a big, powerful idea in crypto is the hash of a message kind of forms a commitment to the message.  That means I can show you the hash of this message, and later, I can show you the original message and prove to you that I had this message originally.
So here's an example.  Suppose I have some brilliant invention that I want to claim credit for, but I don't want to disclose it to the world yet.  So I write it up in like a Word file, and I take the SHA-256 hash of that, and I give that SHA-256 hash to you.  And then, a year later I'm ready to disclose it.  Okay, maybe some other people have come up with competing inventions that look very similar, and I want to show that I was first.
At this point, I show you my Word file, okay?  And you compute the hash of the Word file, "hash of X," and you know immediately that this is the file that I had a year ago.  I couldn't have changed it because if I could have changed it, I would have gotten a different hash value, unless they could find a collision in the hash, and we think that's impossible.
So this is -- this idea of commitment is really important, especially for what I'm going to talk about next, which is a hash chain.  So this is a picture of a hash chain.  Let me just jump in.
A hash chain is a sequence of records where each record contains the hash of the previous record, okay? So you can see here this looks like a linked list.  If you ever took a computer science class, except actually sort of the computation is -- this is the direction of computation, not the direction of reference.  But you can see that each block has the hash of the previous block as part of its input, and you compute another hash and move it along.  So when you have a chain of these records, this has some cool properties.
So, remember, we're using a cryptographic hash which has this property that you can't find collision. So what that means is this record right here contains a commitment to this record, right?  It has this hash in here.  If this hash changed, if this message changed at all, if anything in this block changed -- either the previous hash or the payload or anything -- it would have to change this.  It would have to change our final block.
And so that means that the last block contains a commitment to the previous block.  But this iterates, right?  The previous block also contains a commitment to the block before that and the block before that and the block before that, on to the beginning of time.
So when you have a sequence of records in a hash chain, record N commits to all previous records.  And that's important because if we have a distributed system and we come to a consensus that record N is something that we've accepted into our history, we've also accepted all of the previous records.  And none of those previous records could ever be changed now without breaking the chain, without making the chain invalid.
So this is a picture to sort of show you the idea. Imagine we have an attacker change -- after we've committed to this hash chain, we have an attacker change the payload in the middle.  Well, what's going to happen is if you want to make this computation correct, that change in payload has to change the hash value.  That has to move to the next record.
That changes that hash value and so on.  It'll propagate all the way forward.  So a change anywhere in that hash-chained record will propagate forward forever, propagate to the last record.
So hash chains have this nice property, right?  Hash chains, all of the ones I've seen use hash chains as a component, and this -- basically, this means that once we've agreed on history, we can't change it, okay?
Hash chains actually are useful in a lot of other contexts.  So if you were building some system with a trusted third party, a trusted arbiter, you actually would probably want to still use hash chains to force them to -- you take away as much of their power to do wrong as you could.
So here's an example of a blockchain that, you know, has a bunch of transactions in it -- a hash, a nonce -- and you can see that each block is then hashed, and then that hash goes to the next -- is part of the next block.  And so this is -- this is sort of very simple illustration of how you use a blockchain.  You use a hash chain within a blockchain.
So let's see, yeah.  So another building block to think about is the validity conditions for the block.  So, remember, we don't have this trusted entity sitting in the middle telling us, yes, this is an acceptable transaction or block of transactions, putting a rubber stamp on it.  So we have to decide what blocks are valid in some other way.
And really, the question is what will the world accept?  What will our group accept?  This is enforced by consensus in general.  So, you know, you think of Bitcoin, there are a bunch of requirements on Bitcoin blocks.  So, for example, every -- every transaction in here has to be valid.  It has to have a valid signature or valid signatures.  It has to have --- has to be -- there have to be Bitcoin in the accounts that are being moved from.
You know, all these things have to be -- all these sort of validity conditions that are imposed, and they're imposed by consensus.  The network won't accept an invalid block.  It's important to understand that because we don't have this single trusted entity acting as a gatekeeper deciding what transactions are valid and not, we wind up enforcing a lot of these things by consensus.
Now like I said, this is a distributed system, and there's no central authority.  So we can have cases where we differ on history.  So we -- up until an hour ago, we agree, and then on one side of the network, we think one sequence of events happened.  On the other side of the network, some slightly different sequence of events is in the record.
And we have to be able -- that can happen because it's a distributed system, and we have to be able to resolve that.  And there are a whole bunch of ways to resolve this, depending on your technology.  But any blockchain has to think about this.  How do we come to an agreement on who's right?
Now one other thing we have to think about is adding blocks to the chain.  Again, there's not an entity that's doing it for us.  It's happening on the network somehow.  So any blockchain, you have to define who's going to add new blocks to the chain and how it's done.
I'm going to talk about a couple ways that this is done, proof of work and permissioned blockchains.  There are also a bunch of other ideas for doing this, like proof of stake and proof of storage and probably a bunch of others.  But these are the two I want to talk about because I think they give you an overview of the idea.
So a kind of initial building block is this idea of a proof of work, and I want to motivate this with an example.  Okay, let's suppose that I am tired of having people knock on my door and hit me with sales pitches. I have door-to-door salesmen coming all the time.  They knock on the door, and they say, "Hi, I want to sell you some siding.  Hi, I want to sell you some cookies. Hi, I want to sell you --"  And I find this frustrating.  They're wasting my time.
At the same time, there are some people who are coming with sales pitches I actually want to hear.  So I would like to get them to convince me that they're worth listening to before -- you know, before I listen to them.  So here's a protocol I can do.
I put up a sign in front of my door that says if you want to hit me with a sales pitch, first take out a crisp, new $20 bill, take out a lighter, and burn it in front of me.  I want to see you burn a $20 bill, destroy it.  If you do that, I will take you seriously that you have something to tell me, that you're not just here to waste my time.
Now that's sort of unintuitive at one level, right?  Because, wow, you know, you're throwing away wealth.  But at another level, you can see that this would convince a lot of low-quality or low-value sales pitch people that maybe they should move on to the next house because they don't want to burn a $20 bill and then waste 15 minutes of my time, and they're not really going to sell the siding to me.
So that's sort of a motivating idea.  So what's a proof of work?  A proof of work is I want you to do a computation.  I want you to do some hard computation on your computer, something that will take a few seconds maybe or a few minutes.  And I want you to give me proof that you did this computation because I'm not just going to trust you, but I don't want to have to spend a bunch of work verifying the computation, right?
I want you to take your $20 bill out and burn it. I want it to cost you $20, but I don't want it to cost me $20 to check that you burned a $20 bill.  Then it wouldn't work.
So this is -- this idea of proof of work is really useful in a bunch of blockchain technology.  It's all the -- I think almost all the existing widely used ones use proof of work.  And there are a whole bunch of ways this is useful.  I should point out not all blockchains use proof of work.  There are other -- there are other techniques.
So there is this cool hash-based proof of work that was invented by a guy named Adam Back, and it was invented as a spam -- as a technique to reduce spam, right?  And this should make sense, right?  It's exactly that idea.  It's "I want you to burn some wealth to prove to me that you're worth listening to," okay?
So in this case, we're using a cryptographic hash function again.  This time we're not so much using just the collision resistance property.  We're also using this other property that's kind of hard to define you might call pseudo-randomness.  It's hard to know what the output of a computation is going to be before you compute it.
So in this case we're going to do is we're going to say I've got some challenge value.  I want you to stick something on the end of it and compute the hash, and I'm only interested in talking to you if the hash of this thing has its first 36 bits are zero, okay?
Now that should take about 2 to the power of 36 work to compute.  And when you succeed, the nice thing is this has a property that you had to burn the $20 bill, right?  You had to spend all this work, but to check it, I only have to do one hash value.  I just have to take the value that you gave me, do one hash computation and check to see if the first 36 bits are zeroes.
So this is a really useful idea.  It's widely used.  Kind of ironically, the original idea was to use it to stop spam.  You might notice that you're still getting tons of spam.  So this didn't catch on, but so this is kind of an image of how you might do this in a blockchain.
So you have the previous -- you know, the first block, you have the previous hash coming in, and you have to choose this value.  You have a block of transactions you're going to do.  And you're going to choose a nonce, and you're going to keep trying nonces until you get one that has the first 36 bits are zero.
And that then lets you extend the block.  That's when you have a valid next block.  And you can then propagate this.  This can be added to the chain.  We can all come to consensus that that's part of the block, and those transactions are part of history.  And now we just move on, and we keep doing this again and again.
So the nice thing about proof of work, proof of work solves a lot of problems.  One of the cool things is it gives us an unambiguous way to decide on which -- if we have a disagreement about history, we have a nice unambiguous way of deciding.  We can say history is on the side of whoever has put the most work into their history, into their chain, okay?
When a chain forks, you can just take the fork with the most work.  So we all agreed up until an hour ago.  Now we've split.  Some people believe one set of things happened.  Some people believe another set of things has happened.
And what we're going to do now is we're going to keep working until one of these chains has more work in it, can prove more work has been done than the other, and then we'll all agree that that's the winner.  That's the one we're going to believe.
So it's a little bit like voting, right?  Except you're voting with processor cycles.  And if you just had to make it a vote of every entity on the network, it wouldn't work because there's no limit to who can enter.  So I could register myself as 5 billion voters and win the election, right?  If I have to spend some resources to cast my vote, then I can't do that.
Another thing that's really important about proof of work is it prevents denial of service attacks, okay? I could spam the network with gazillions of invalid transactions, and it would -- it would cause the network to seize up.  The one reason why I won't do that is because I have to burn -- I have to burn some resources every time I want to stick something -- I want to try to stick something on the end of the block, and I don't get rewarded if the block doesn't get accepted.
And this is part of how Bitcoin's design of incentives work, and I have to say I think the real cleverness in Bitcoin is not the crypto.  It's the design of incentives.
Now so the proof of work helps us with some problems.  It introduces other problems, okay?  The biggest problem it introduces, it's expensive.  We use a lot of resources to do it.  There's actually an environmental impact, okay?
It's also kind of frustrating because we've got this thing where people are burning $20 bill, and you can't help but think, you know, maybe we could spend these $20 bills on something more useful than FHIR.  So there are some problems with it.
An alternative is permissioned blockchains.  Permissioned blockchain means that we have a set of trusted entities, but they're not completely trusted.  We're not going to go back to one trusted entity in the sky that we trust to tell us reality. Instead, we're going to -- we're going to have a whole bunch of entities that are marginally trusted, and they're going to maybe cast votes on what -- on which blocks can be added to the chain.
So, for example, you could have five trustees, and if any three of the five vote in favor of the block, it gets added.  You could have something where resolution of conflicting chains is look for the chain with the most votes or the longest chain.  Okay?
So I will point out one of the issues that we have.  I am on my last three slide.  One of the issues that we have with alternative blockchains, the permissioned blockchains, is designing the incentives. The real genius in Bitcoin is that the incentives align.  Everybody has an incentive to keep the -- to behave properly to keep the system working because that's how they get paid, okay?
This is a lot harder to do if you're doing a blockchain that is not dealing with money, okay?  With Bitcoin, it's kind of natural.  It's easy to build getting paid in the protocol because, you know, you're dealing with moving money around.  So it's easy to do.
It's a lot harder to do if you're dealing with medical records.  But I think this alignment of incentives is really important.  It's something that for any new blockchain, you've got think about why are the parties going to have an incentive not to cheat?
There is this question about why you should trust the trustees.  You've got the marginally trusted third parties.  Building trust is hard.  And the biggest problem that I see there, this was an old joke among crypto people is it's a bad design of a crypto protocol when one of the steps is "And then you go to jail," right?
So what do we mean by that?  What we mean by that is you have a crypto protocol.  You'd like it to kind of enforce itself.  You can't cheat.  It's a really bad situation if somebody misbehaves and the only thing you can do is drag them into court or try to get them arrested, okay?  Then you're engaging this machinery that often doesn't work very well, and it's very slow, and it may be -- it may not work in some countries.
You kind of have to worry about that.  Any of these enforcement mechanisms where the incentives for good behavior aren't just in the protocol, but they're outside based on business reputation, lawsuits, whatever.  Those are -- those are places where you can really go astray, and it can be really hard to know how hard it's going to be to do until you actually get the experience.
So I'll wrap up very quickly.  Big picture.  Blockchains let us agree on history.  That lets us agree on the current state of the world.  And that lets us do stuff.
Hash chains are useful.  And they're part of blockchains, but they're actually their own thing that get used in a lot of other places and should be more widely used.  I think a lot of the excitement about blockchain in the world comes down to seeing a lot of times it's the hash chain is the thing that you actually needed.
And finally, there's this interesting split between permissioned and proof of work. The existing blockchains we have are mostly proof of work.  It's interesting to see if we can do something with permissioned blockchains.  There are also alternatives like proof of stake and proof of storage, haven't talked about.
And that's it.  So I'll take questions.
Thanks.
[Applause.]
MR. ERIC LARSON:  So, yes, do we have any questions?
MR. JUSTIN RICHER:  Hi.  Justin Richer.  And so to your last point, I think is really important, the whole idea about extrinsic controls and motivations and things like that.  Don't those even apply to the Bitcoin blockchain?  Because we have, for example, the mining oligarchy that is basically controlling more or less a majority of new blocks going on?
And also the fact that it is a -- there's really kind of a cabal that runs the open source project that is the de facto standard upon which everything else is built in blockchain itself.  So these are all very social constructs.
MR. JOHN KELSEY:  Yes.
MR. JUSTIN RICHER:  There's all kinds of backroom deals and friends going on that are driving this otherwise agnostic protocol.  I was wondering if you could address that?
MR. JOHN KELSEY:  Yes, I agree.  I think -- so there are two different issues.  One issue is the rise of the mining collectives so that -- you know, basically, so that you get a more -- you get a more reliable income stream from your investment, okay?
And there's been -- you know, that exists.  I believe the biggest mining collective actually tried to split up to avoid the concern about being the 51 percent or something.  One of the problems you have with this -- or I guess one of the benefits you have with Bitcoin is, and it's something that's not exactly in the protocol, but it sort of works externally.  The miners who are involved in Bitcoin have invested a lot of capital up front in order to be able to mine -- be able to be miners or to make money.
And that means they have an incentive not to see the system fall apart.  So that's a benefit, right?  They have an incentive not to scare people away.  So even if you have a group of miners that could do a 51 percent attack and fork the chain and double spend some money, probably Bitcoin would collapse after that happened, and the value of their investment would go to zero.
At least that's an argument that that would happen, and so that's at least one reason why they might not misbehave.  The other -- the question of governance, I think, is actually -- it's a bigger question because that doesn't really fit into the protocol very well.
Governance, at some level I think what you're running into there is, one, anarchy doesn't do well with governance, right?  I mean, if you're looking for structures that do well at making collective decisions, anarchy doesn't work very well for that, right?  It works well keeping itself in equilibrium sometimes, but maybe not for making decisions like, oh, we're going to change the protocol
All those things where everything is built on consensus, those are -- those are hard to change because we have to change the consensus in the entire network, right?  We have to get all the participants to agree that we're going to -- we're going to deal with a bigger block or something.
Does that make sense?
MR. JUSTIN RICHER:  It's does, but [inaudible].
MR. JOHN KELSEY:  Right.  Well, but I mean, if you -- will people accept it if you push something out?  Maybe everybody will just accept it if you make a change because that's the -- that's the natural -- that's the shelling point or something.  I don't know.
Do we have other questions?  Yes?
QUESTION:  Just one.  That was a really good explanation.  Appreciate it.
Could you make a follow-on slide at some point for proof of stake?  Because just your slides were so good. It's like explaining proof of work, is it anything similar to the burning of the $20 that you were talking about?
MR. JOHN KELSEY:  You know, I don't -- I don't think I understand proof of stake very well, which is why I didn't want to talk about it.  So --
[Laughter.]
QUESTION:  All right.  Thank you.
MR. JOHN KELSEY:  Okay.
MR. ERIC LARSON:  Do we have any other questions?
[No response.]
MR. ERIC LARSON:  Okay.  All right, thank you.  Thank you, everybody.
MR. JOHN KELSEY:  Thanks.
[Applause.]
MR. ERIC LARSON:  So next up is Lily Chen.
[Pause.]
Agenda Item:  NIST Cryptography Standards for Blockchain Applications
DR. LILY CHEN:  So good morning.  My name is Lily Chen. As introduced, I am the IT manager of the Cryptographic Technology Group.  Can you hear me okay?
Okay.  So during past 4 years, I am acting team.  So that's my role.  Before that, I'm one of the -- I used to be one of the cryptographers in the crypto group.
So today, after my colleague John Kelsey's talk about the basic ideas of the blockchain, I would like to introduce the crypto tools the NIST so far can provide about the blockchain.
So the outline of my talk is I will introduce basic cryptography tools, and with this 15-minute talk, I cannot give a Crypto 101.  But in order to introduce NIST crypto standards, I need to give some outline about the basic kind of functions.
Then I will give an overview about our NIST cryptographic standards, and then the last, but not least, that's for our purpose of this talk is to tell the development procedures for new cryptographic standards.
So modern cryptography provides security functions beyond encryption.  So a lot of people use encryption as the same term as cryptography, but the modern cryptograph provide much, much more functions beyond encryption.
Yes, encryption is all how cryptography started with in the ancient time.  Like the block cipher, that's encryption function.  So encryption will provide confidentiality.
And then another category is cryptographic hash function that has been introduced in my colleague John Kelsey's talk and used heavily in the blockchain.  So then another category is like the message authentication.  That is authenticity and integrity.
Then the three major kind of functions for the symmetric key-based cryptography.  However, since 1976, we are talking about other categories, right?  So the previous slides, we talked all about our symmetric key-based cryptography.  That means the same key is used for the sender and the receiver, for the sender and to the verifier.
So for those cryptography functions, we need kind of to establish keys with public key cryptography, or we need a secure channel, like you manually distribute the key.  And then the public key cryptography, we use a pair of the keys to use, public key and the private key.
Public key is public and used for encryption or verifying signatures.  And the private key is private, that it has to be kept secret and used for decryption or signing.
So then I give some kind of demonstration about symmetric key encryption.  As I said that the same key is used to encrypt and decrypt and then need either a public key-based protocol like TLS to establish a key or a secure channel to distribute the key.  That's the basic kind of symmetric key-based encryption.
And for the hash function, because my colleague John has already introduced, I probably will not spend too much time on it.  But then I want to let you remember another name about the hash function.  Use hash function, basically, you generate a fingerprint.  That means if you know a person, you can ask for a fingerprint.  However, you cannot forge a fingerprint for anyone.
So then you cannot find two people, different people with a single -- the same fingerprint.  So that's another way to catch that collision resistance and the pre-image resistance.
So some of the people also called hash function as digest function.  That means it can generate a digest of a long, large amount of the data.  That's another crypto tool of the hash function.
So for the public key cryptography, that was invented in 1976.  And then for encryption, you have two keys, one public key and one private key.  So if Alice wanted to send something to Bob, Alice will use Bob's public key to encrypt it.  Then Bob will use the private key to decrypt it.  So the public key is public.  That means everyone can send Bob messages, encrypted messages.  And the private key is private.  Only Bob can decrypt the message.
Another very important usage of public cryptography is the signature.  So also each person, each user has a pair of the keys, a public key and a private key.  However, this time it's opposite.  It's the private key is used for signing and can generate a signature, and then public key is used for verifying, to verify a digital signature.
So the public key is public.  That means if Bob generates a signature, everyone can verify that signature.  Private key is private.  So that means only Bob can make a signature, can generate a signature.  No one can forge Bob's signature.  So this is two different keys, public key and the private key, and again, private key is used for signing, and the public key is used for verification.
So in order to generate a digital signature, you also need a hash function because that usually the message to be signed, especially in the blockchain, the data is very large.  So you need to first generate a digest and then to use public key operation, private key operation to generate a signature.
When you verify a signature, you also need a kind of hash function to generate that digest as well.  So that's public key, another usage, digital signature.
Now I guess I'm ready to show you a chart about our crypto standards developed by NIST.  So I classified this picture by public key-based and symmetric key-based and some guidelines, recommendations, and some tools.
In the public key-based, we have signature standards.  That is the FIPS 186-4.  And we have the key establishment to remember that we need to -- public key method to establish keys to do the encryption, and for the symmetric key-based, the cryptography.  Again, the symmetric key-based encryption is more efficient.
So, usually, we use public key method to establish symmetric keys and then use symmetric keys to encrypt and protect large amount of the data.
So for symmetric key-based, we have the block cipher, AES.  We have triple DES, and then we have modes of operations.  And for hash function, we have two standards.  One is FIPS 180, and another is FIPS 202.  Then we have some other recommendations and also some basic tools, like a random number generator and key derivation function.
So, again, for the blockchain application, right now hash function and the signatures are used.  So that's a basic chart for NIST crypto standards.  That is overview.
Then, so the question is how we develop these crypto standards, how we are going to do in the future if new standards are needed?  So we basically have three ways to develop the standards.
One is we will host the cryptographic algorithm competition.  So in about the 1990s, NIST hosted AES, the Advanced Encryption Standard, and a competition to select that one.  And then in recent, after 2007, we had another competition to select a new hash function, SHA-3.
So those kind of competition, worldwide competition, and we have international cryptographers submitting the crypto standards.  Those standards -- those candidates went through the -- scrutinized by the whole world of the cryptographers.  And then by the SHA-3 competition, we received more than 60 submissions, and then it lasted 5 to 7 years to select the final winner as the SHA-3 standard.
So the second matter to generate the crypto standard is to develop standard -- adopt a standard from the other organizations.  For example, like the key establishment standards 800-56A and 56B, we adopted from outside organization.
We also developed new standards because remember the competition is a large-scale of the activities, and it usually will take many years to select a winner. We usually use competition for the basic blocks, not for some kind of auxiliary functions.
So we also developed our new standards based on the best of the current research results, like 800-56C. That is key derivation standards, and those will be selected among the submissions, like a mode of operations like 800-38 series.
That is three of the major ways to develop the new crypto standards.  So that is -- at the very beginning of this workshop, someone asked a question about the backdoor issue, and then that's something this group has worked very hard to make sure the openness and the transparency in our crypto standard development.
So then to take away message for this workshop is the current blockchain applications use hash function. We have two FIPS standards, and the FIPS 180, that's for SHA-1 and SHA-2.  And the FIPS 202, that's for SHA-3.
For digital signatures, and that we have special -- we have specified them in FIPS 186-4.  Also that standard is under revision.  So NIST will work with blockchain designers, standards organizations, practitioners, and the implementers to provide the guidance about existing crypto standards, and we will look into the needs for new crypto standards if any appears.
So the bottom line is that we will work with everyone, and if you have questions on anything, come to talk with us, send an email to us, and then at this workshop, my colleague John Kelsey, Elaine Barker, and some of my colleagues are in the audience here.  So you feel free to talk with us.  We look forward to hearing you and to working with you.
Thank you.
[Applause.]
MS. ELAINE BARKER:  Lily, I wanted to add something that we forgot about.  We do have a document recently went out that on sort of a Crypto 101, relating it to our standards.  And it's 800-175A, which talks about our -- how we're empowered to do this work, and 175B, which actually gives you the list of the documents, how the different applications work, how digital signatures work, how hash functions work, and so on.
So I'd like to invite you to look at those documents if you're interested, and you could Google on SP 800-175A or B, and then look for the August publication because that's the final one.
Thank you.
DR. LILY CHEN:  Thank you, Elaine.
MR. ERIC LARSON:  I was going to say any more questions?  And we can maybe get that link and post it for everybody later.
Scott, go ahead.
QUESTION:  Just a very good presentation.  Thank you very much.  That was a wonderful refresher.
But on this slide, I just want to suggest, as well as hashing and signatures, to remember the full lifecycle and include key generation and/or derivation for guidance so that people can understand where key is coming from.
Thank you.
DR. LILY CHEN:  Thank you for that.  That's very good suggestion for the -- we have the key generation from random number generator 800-90A, B, and C.  And also we have the key generation document 800-130.  So look at the 800-175B, that document that Elaine mentioned, that will give you a kind of crypto standard 101.
Thank you.  Yes?
MR. MANU SPORNY:  Hi.  Manu Sporny.  My background is in computer science, and I have implemented a number of blockchains.
Thank you for the presentation.  This is all really great stuff.  What I'm going to say is going to come off as controversial.  I don't mean it as such.  I'm trying to figure out ways to collaborate.
So the Bitcoin community has rejected the signature curve, the NIST signature curves.  And the reason that they've done this is because they believe that there are backdoors in some of the elliptic curve mechanisms that we use.
So Secp256k1 is what the Bitcoin curve is, and you know, personally, I don't take a position on this.  But there's clear disagreement here between what NIST is putting out there and what the most successful blockchain out there is right now.
And our group is trying to reconcile these two differences.  We're trying to make sure that we can bring the Bitcoin community together and NIST together and at least define what the different digital signature formats are in a way that kind of attempts to harmonize it.
So my direct question to you is has NIST looked at the Secp256k1 curve?  You know, is there a chance that it could come out as a FIPS recommendation?  It's a general two-parter.  One, what are you doing about the current kind of deviation?  And two, thank you for the offer of collaborating.  I'd love to talk with each one of you in detail about it.
DR. LILY CHEN:  Thank you for the question.  That gives me an opportunity to give an update.
As I mentioned, that FIPS 186-4 was open for public comment last year, and then we received a lot of comments, including to add more curves.  I would like to say that currently about the curve generations, there are some other curves used in other standard bodies.  I would like you to look at the comments because all the comments we received for the 186-4 are posted in our Web site, and some of the comments already recommended other curves, and we are working on this document.
And to hopefully, we will add the new curves.  If the community thinks that they want some new curves with some other advantage, then we can include those curves.  Curves is basic mathematics structure.  Essentially, you can generate your own curves to do that.  But usually when you do the protocols, you cannot generate a curve real time, right?  You need to generate a curve and a predefined, and then say I want to use curve 1, curve 2, that kind of thing.
So we will work with the community.  Right now, the comments period is already closed.  However, you can look at that comments, and if whatever the Bitcoin curves are not included, you still can tell us which curves you'd like to use.
Thank you.
MS. ELAINE BARKER:  This is Elaine Barker.  I'm just going to add a little bit to that.
The curves are not involved with the hash functions.  They're only -- they're involved with the digital signature algorithms themselves and the elliptic curve algorithms version.  There is also RSA and DSA, and they're involved with some of the methods for key establishment.
And as Lily pointed out, we're willing to accept other curves, but we're also keeping in mind that post quantum stuff is coming along, and we don't know that that's going to be useful.  So we're kind of limiting our effort to those that are really the most commonly used and understood when we add additional curves.
MR. ERIC LARSON:  We have one more question.
MR. TARIQ AHMAD:  Yes, I am Tariq Bashir from UMass Amherst.  I have a background in cryptography and security.
My question is about are you also looking at multi-signature schemes where two or three parties are required to sign, and you know, two out of three parties are required to verify the signature.  And keyless signature schemes, as I have seen, there are some of the keyless signature schemes have cropped up. You know, just because I think crypto has exploded with Bitcoins, and people are trying to invent cryptography, and I have heard that keyless signature schemes have also popped up.  Are you also looking at those?
Thank you.
DR. LILY CHEN:  The first part of your question is that the two -- so like the multiparty signature schemes, right?  Like a threshold signature schemes, right?  So the second part, I'm not sure I understand your question.
MR. TARIQ AHMAD:  Yeah, the second part was about keyless signature schemes, which do not involve key.  It's basically mostly upon time.  That after some time, you know, the signature is invalid, keyless, without --
DR. LILY CHEN:  Keyless signature.
MR. TARIQ AHMAD:  Keyless signatures, yes.  Just --
DR. LILY CHEN:  Okay.  So the first part about the threshold signature schemes, right now because one NIST, the first of our crypto standards are really very -- for the very basic, essential is like the right on the borderline, right?  So we try to fit into the general applications.  So far the threshold signature has been considered for the special kind of application.
However, if any organization, any standard organization thinks that the threshold is an essential part for that application, we will consider them to see if the public considered that should be standardized or not.
Under the no key signature is that you use -- which kind of basic, do you use hash function or something?
MR. TARIQ AHMAD:  Yes, absolutely.  It's based on hash functions, yes.
DR. LILY CHEN:  So I think the keyless signature, in my understandings, are higher level of like a protocol level kind of structure.  So for our basic standards, we cannot work -- we work on we specify something below the protocol kind of level. We only specify standardized the basic approach, not at the protocol level, so that people can use our tools to fit into their standards.
MR. TARIQ AHMAD:  Okay.  Thank you so much.
DR. LILY CHEN:  Thank you.
MR. ERIC LARSON:  Any last questions?
[No response.]
MR. ERIC LARSON:  Okay.  Thank you, Lily.
[Applause.]
MR. ERIC LARSON:  Okay, we are right about 5 minutes ahead of schedule.  Just a reminder that you can find all the presentation material on HealthIT.gov/blockchain.  And it is now break time.  We've got about 15 minutes. Don't forget about the idea board, and the bathrooms are on the left.  Cafeteria is on the right.
Try to be back here at 11:00 a.m.  Thank you.
[Recessed at 10:45 a.m.]
[Reconvened at 11:06 a.m.]
MR. ERIC LARSON:  Wrap up your conversations.  Okay.  Next on the agenda, we have Blockchain Reality Check:  Advancing Blockchain and Alternatives with Mance Harmon from Ping Identity.
I will keep getting louder as you guys get quieter.  All right.  Okay, everybody.  Mance, come on up here.  Does your microphone work?
Agenda Item:  Blockchain Reality Check:  Evaluating Blockchain and Alternatives
MR. MANCE HARMON:  Hello, test.  I think so.
All right.  Well, good morning.  So I'm Mance Harmon.
Ping Identity is in the world of identity and access management.  For Ping -- can you hear me?  No?
I don't know how to do that.  What do I got to do? It's working?  Can you hear me?  Quiet.  So I'll speak loud.  How's that?  Better.  All right.
So Ping Identity is in the world of identity and access management, and of course, a lot of people have proposed identity applications for blockchain and, thus, Ping's interest.
I'm the head of labs and architecture for Ping.  That gives you some sense of where I sit in the organization and the type of work that I might do with blockchain.  What I'd like to do this morning is try and help build a framework that allows us as a community to understand blockchain more clearly, right?
So we often start, it's just sort of human nature in many cases to start with the details, trying to understand the details of a new technology and incorporate those into a mental model of that we build up over time of what a technology provides, its value proposition.
And it's hard to get to clarity around that value proposition.  I'm going to start there, all right?  We're going to go through sort of the history.  We're going to go through sort of the market evolution as it relates to distributed consensus.  And I use that term instead of blockchain.  Blockchain, of course, is what's caused the modern interest in distributed consensus.
We're going to go through market evolution, and then we're going to talk about this thing that we all refer to as trust.  Well, what does that really mean?  It's sort of ambiguous in the minds of many.  And I'm going to try and bring clarity to what that means in the context of blockchain or distributed consensus more generally.
And then manufacturing community trust, I'm using the word "manufacturing" here, not to imply lying or prevarication, but in the sense of using technology to build something.  So we're going to use technology with these algorithms -- the algorithms being the technology -- to build community trust.  And what does that mean? We'll go through it.
And then the hashgraph.  The hashgraph is the newest member of this distributed consensus family.  It has some fantastic properties that I want to share with you and give you some sense of what hashgraph is and how it works.
And then I'm going to go out on a limb and have some predictions.  The predictions are my own, not those of Ping Identity, but my predictions, okay?
So let's start with trust.  We're going to just touch on this.  We're going to move away and then come back.  By the way, is there a clock?  So this 11:09 a.m., and I'm supposed to be done at --
MR. ERIC LARSON:  Yes.  Yes.
[Laughter.]
MR. ERIC LARSON:  In about 30 minutes.
MR. MANCE HARMON:  Thirty minutes.
MR. ERIC LARSON:  So 11:25 a.m.
MR. MANCE HARMON:  11:25 a.m., all right.  So we'll go quickly.  When we talk about individual trust, what we mean is that we're trusting that there will be no attacks by an individual on the system, right?  That's individual trust.  I'm defining terms here.
And distributed trust means not that we have to trust an individual.  We no longer have to trust an individual.  We're trusting that there's no large colluding group of individuals that can attack the system.
So in one sense, you either trust an individual not to attack.  In fact, it's worse than that.  You trust every individual in the network not to attack the system in certain ways.  Or you can distribute the trust, which results in a better trust model in the sense that it's no longer possible for an individual to attack the network in certain ways.  It requires a large group of individuals to collude to attack the network in a certain way.
Now we're going to move away from this, but keep this distinction in mind.  It's core to everything, okay?
So let's go with market evolution.  Gen. 1, Bitcoin.  2009, it was introduced.  Of course, we all know about it, know what it is.  It's the transfer of digital currency.  There were a lot of alt-coins that came on the scene, many of these -- an alt-coin is just using the same code base, the Bitcoin code base, to create a new currency, right?
There were a lot of different currencies early on. A lot of those have fallen out of favor or died, gone away.  Of course, Bitcoin is the one that's most prominent in the industry today.
And then the community began to realize that this thing called blockchain that undergirds the security of Bitcoin is really important.  It's not just useful for the transfer of coins from one individual to another, but it can be used as a distributed ledger, a distributed database generally, and you know, some of the proposed uses are recording ownership of land, right?  It's these -- there are very few actual commercial implementations that are being used, but there are a lot of proposals, right?
It's the land or the ownership of -- stock ownership or digital rights, music, photographs, et cetera.  Could be stored, the ownership rights could be stored on the blockchain.  In fact, you could store anything you want on "the blockchain."  And there's a whole story, whole understanding of what that even means, storing something on the blockchain, right?
What we really mean is you can put a piece of information into this distributed database and trust that it's not going to be changed.  That it's immutable in the sense that we just described.  There's community trust.  No single individual can change it.  It requires a group of individuals to collude to change the contents of the database, and therefore, you trust it more than you would if it were an individual or having to trust individuals.
Now the other thing that before I move on, it's important to understand that this is -- this model is that there is a distributed database that everybody uses, and you can put anything you want into the database under certain assumptions, and you might have lots of different applications that are accessing the database to either read or write information from it, right?
So you get one core database that's global distributed, lots of applications using it in various ways.  Well, Ethereum introduced something new, and that is this notion of smart contracts.  There was a scripting language associated with Bitcoin, but it was very weak.  Ethereum created really a usable programming model that makes it possible to build something different, and that is an application that runs on all the nodes.
And so instead of just distributing trust that the database isn't going to change, can't be changed by any individual, now Ethereum said, well, we want to make it such that the actual code, the execution of a single application doesn't have to be trusted by an individual.  It can be distributed.  You can trust that the results of the application are what they claim to be because it's being run by the community, and the community decides whether or not the application output is what it claims to be.
So we've just made a leap from distributed database to distributed application with Ethereum.  And the reason that they did this is because they needed complex agreements, contracts.  Literally, there are legal agreements that govern how and when you might transfer a currency from one party to another.  And those needed to be encoded or codified as part of the system.  And Ethereum built a scripting language.  It made that possible.
And the contracts can be executed on all the nodes, and because it's being executed on all the nodes, you can trust the results of the contract.  Okay?
And then just this year -- in June, actually, at the Cloud Identity Summit -- this new company, Swirlds, S-w-i-r-l-d-s, Swirlds introduced the hashgraph.  And the hashgraph extends this in another way.
First, we started off with Bitcoin, the cryptocurrency.  Then we moved to distributed ledger generally.  Then we moved to complex agreements between parties that are using the distributed ledger.  Well, the next evolution is obviously helping to match the parties that want to engage in these contracts, right? In other words, markets.
And hashgraph has a property called fairness -- we'll talk a little bit more about that -- that makes it possible to fairly match buyers and sellers or parties generally that want to engage in these contracts for the exchange of assets using a cryptocurrency.
So, market evolution.  Of course, we started with Bitcoin blockchain, and everybody understands and knows that it's slow, all right?  It's got problems.  It's slow.  It's got high latency, latency being the amount of time it takes before the community comes to an agreement that a transaction will actually stay in the ledger, that it is immutable.  It takes 60 minutes in many cases, all right, or longer.
CPU intensive.  We talked about proof of work.  It requires, you know, the equivalent of a supercomputer to play the role of a node and expect to earn any money doing so, all right?  CPU intensive.
It's memory intensive.  The chain grows without bound.  And low throughput.  Blockchain, Bitcoin blockchain today has a theoretical limit of seven transactions per second, right?
So I got a picture of a Ford Model T because that's significant, but with severe constraints.  Okay?
Now let's talk about -- well, so as already mentioned, there's been this split between public blockchains, which, of course, Bitcoin is, and the use of permissioned blockchains.  And really, the point of this is to demonstrate in part why the split occurred.
It's a powerful technology with severe constraints.  Seven transactions per second, what can you do with that?  A cryptocurrency, not a whole lot more, right?
But if you want to have high performance with some of the same properties, then what you can do is use old technology, effectively.  Paxos and Raft are old distributed consensus technologies that were used and are used in many contexts.  They are different architecturally.  There is a leader in these systems.  All the community, all the nodes send their transactions to the leader.  The leader then has the responsibility of disseminating those transactions back down to all the nodes, right?
And when you hear about permissioned blockchain systems, the word "blockchain" in many cases shouldn't even be there.  They're permissioned networks using old-school technology, old distributed consensus technology, and how do they do this?  They get rid of proof of work.
Proof of work is what causes many of the problems, okay?  And so what's old is new again.  It's simply referring to using old technology, where the customers consider this as Amazon selling books.  The customers are all placing orders.  You've got this rack of databases, and the databases need to stay in synch.  You have a leader that receives the transactions and disseminates the transactions to ensure that all the databases stay in synch.  Okay?
Did you say 11:25 a.m.?
MR. ERIC LARSON:  Just around there --
MR. MANCE HARMON:  All right.  So trust in whom for what?  This is where I'm hoping to start beginning to achieve clarity.  We have to prevent three things, and either we're trusting individuals not to attack in these ways, or we're going to trust the community, distributed trust not to attack in these ways.
Here are the three things.  You're going to trust the history is not being changed, that the database is immutable.  Number two, that the transaction flow is not being disrupted.  That you can't perform, either as an individual or as a community, a denial of service attack, all right?  And then finally on the influencing order of the transactions, which nobody talks about, but they should.  And we'll talk more -- well, let's go there.
So when is that important?  If you have Amazon and buyers of a book and there's one book on the shelf left, then you don't really care which buyer gets the book.  What you care about is that the rack of databases come to an agreement on which buyer got the book.  Fairness in that sense doesn't matter.
On the other hand, if you have a stock market and you have a bunch of buyers and sellers, you know, bids and asks flowing in.  And one of the nodes has the responsibility of deciding the order of those bids and asks, then nobody is going to want to participate in that stock market because it's not fair.
There's a leader that can influence the order to benefit himself or somebody else, and that's exactly what blockchain does, right?  In blockchain, the nodes collect transactions flowing into the system, and the miners have total control over the order of those transactions in their blocks.
And a miner ultimately publishes a block and has complete influence at that point in time over the order.  It's not fair in the sense that the order of the transactions flowing into the system is maintained. The actual order is not maintained.  It's completely influenced by the miners.
All right.  So the model, we can start with individual trusts.  If we have pure individual trust, the means we're trusting individuals not to change history, disrupt the flow of transaction, or unfairly influence the order.
At the other extreme, community trust, we're trusting that an algorithm manufactures trust so that individuals can't change history, disrupt the flow of transactions, or unfairly influence the order.
And then, of course, you have the grades in between.  You can have a split trust model where perhaps you have to trust that individuals won't change the history or disrupt the flow of transactions, but the algorithm prevents unfairly influencing order, right?
So these are the combinations that you might be able to achieve.  Let's look at what the actual algorithms do for us.
So if you have a server, a central server that's doing everything, of course, this is entirely individual trust.  There is no community.  There is no consensus system. The server, you have to trust not -- the server operator not to change history, disrupt the flow of transactions, or unfairly influence the order.
In a leader-based system like Paxos and Raft and that whole family of systems where there is a leader, what you do is get immutability, but they're highly susceptible to denial of service attacks, all right?  It's easy to attack one of these. You have to trust that none of the members in your network will participate or execute a DOS attack against the network.
And then because the leader is the leader, they can influence the order of the transactions however they want.  So you don't get fairness in the sense that you don't have to trust that the transactions are fair, fairly flowing in.
Blockchain, when applied in a permissioned network, in many cases is done in a round robin fashion.  You get rid of proof of work, and the nodes just take turns publishing blocks.  Well, in that sense, it's exactly like a leader-based system in that you know who to attack, and there is a leader that is determining the order of the transactions, et cetera.
Blockchain, with proof of work, public networks, achieves two of those.  You can't change history, and it's denial of service resistant.  But like I said before, you can unfairly influence the order of transactions.  Hashgraph resolves all three.  Okay?
Okay.  Given time, I'm going to go through this and then skip the last explaining parts of what hashgraph is and how it works, all right?  We'll curtail this a little bit.
So what's the difference between blockchain and hashgraph?  In blockchain, there is a chain, as already mentioned.  And it's really important that it remains a chain, and you have the miners, all the nodes, who are competing with each other to publish a block of transactions to the network, which then gets put on top of the chain.
And in some cases, you have miners publishing blocks of transactions at the same time.  And when that happens, what you have are competing branches, all right?  This is a fork.
Well, the community has to take some time to figure out which of those branches should be pruned off, and the way they do that is simply by looking at which branch is longer, effectively.  But they can't do that quickly.
And so you have to slow down the process.  If it's the case that the community is trying to figure out which branches have split off, and then somebody else publishes another block, well, now you've got three branches instead of two.  You start to form hydra.  So you have to slow things down, make it such that miners can't publish blocks that quickly so the community can prune the tree as it goes without it blowing up into hydra.
That's why we have proof of work.  Proof of work is designed to make the system slow so that community can come to consensus on which of the chains is the one that goes on top and prunes the tree.  Hashgraph doesn't do that.
Hashgraph is efficient in that you never throw away blocks.  Each of these trunks is effectively a miner.  All the miners publish blocks into the network as quickly as you'd like or as they would like, and you sort of weave them together into the graph, all right?
Because of this, there's no proof of work, right? It's efficient both in the sense that you don't throw away blocks.  It's also efficient in the sense that there is no proof of work, which means you can make this thing run as fast as you want it to run, okay?
It's also fair in the ways that I've described.  The order of the transactions flowing into the network is actually preserved.  The order of transactions cannot be manipulated by any individual before or after coming to consensus.
So we're coming up on time.  I'm going to skip.  I'm happy to talk to anybody that has an interest.
Let me say this in 2 minutes.  So the secret sauce, if you will, the way this thing works is that there is -- this is representative of gossip, all right?  A gossip protocol remains I want to share with the whole network whatever it is I want to tell them, and I want it to happen very quickly and efficiently.
And the way I do that is I tell -- I pick a random person in the network, and I tell them what I know, everything I know.  And then they pick a random person in the network and tell them everything that I know, right?
And it's just like gossip.  You keep telling people what you know, and they tell other people everything they know, which includes what they know about you.  And everybody ends up knowing everything that's been gossiped very efficiently, very quickly.
Blockchain uses this.  When transactions are gossiped into the network, people will send the transaction to a miner, and the miner will then distribute those transactions to all the other miners. And all the miners are collecting transactions into blocks.
Gossip protocols have been around forever, and they're used for a lot of different things.  In this case, what we're gossiping is what we know about this picture.  We're gossiping our understanding of what's been gossiped.  I know it takes a little bit to get your head around, but we're gossiping about our gossip.
And the gossip, each of the lines represents a person, and a circle represents a memorialization of a gossip event.  So the top circle means that Carol reached out to Bob and told Bob everything that she knows, and Bob created an event and memorialized that gossip event and then updated his picture, this hashgraph, internally in memory so that he now knows everything that Carol knows.  And what is it that Carol is communicating to him?  It's this picture from Carol's perspective, right?
So each of the nodes end up with an internal understanding of everything that's been gossiped.  If you know everything that's been gossiped, then you can use any of the distributed consensus algorithms that are historic -- you know, Byzantine tolerant algorithms to do something we call virtual voting.
You have to vote on the order of these gossip events to come to a full order and ordered list of these gossip events.  And if you know what everybody else knows guaranteed, then you each individually can say, well, if Bob were to be here to talk to me, to make a vote, to cast a vote, this is what he would say, and I can calculate it because I know what Bob knows.
So it's gossiping about gossip with virtual voting, which means it's extremely efficient.  Everybody has to know all the transactions, right?  In a distributed database, each person that has a copy of the database has to get all the transactions.
This accomplishes that with a tiny amount of overhead, basically two hashes and a signature for each payload, and that's it.  Tiny amount of overhead, and then no additional communication to come to consensus, right?  You calculate what people would have voted if they had been there, able to communicate directly with you because you know what they knew and when.
All right.  I know that's a little -- it's out there.  It's different than what you've seen before.  It's incredibly powerful.
So what does it mean?  Low latency.  Finality and consensus is extremely low.  I'll tell you some numbers in a moment.  Low CPU requirements.  There is no need for proof of work.  High throughput.  Basically, you can pump as many transactions through the system as your bandwidth will allow.
So this is all new.  It's mathematically proven to have this set of properties, and there's an SDK with an early version of it that's available.
I've done my own testing with this.  I used Amazon Web Services.  This is not published, but I used AWS.  I stood up 40 nodes, and with 40 nodes, remember, this is the equivalent of a public network, actually stronger security guarantees than what you get with Bitcoin and 50-Megabit connection with 100-byte transactions, I was pumping 200,000 transactions a second through the system, as opposed to 7, all right?
And you get me more bandwidth, I'm going to give you more transactions.  Give me a 10-Gig bandwidth connection, I'm going to do millions of transactions per second, right?  With better security or better trust model, if you will, than what we've had in the past.
Okay.  Predictions.  The blockchain bubble will burst.  Tor a number of reasons, I think that there will be a change, and some of those have been touched on.  Proof of work is not going to survive.  No way is proof of work going to survive.
Two, governance is a huge problem.  There is no way for the cabal, as somebody had called it, to make decisions on changes to the software code base and then force those changes to be made.  They can't, right?  They're dependent upon the community agreeing to accept those changes, and there are a lot of different reasons why the community wants deadlock, right?  So you have to have a better governance model.
The whole thing is going to change.  It's a great proof of concept.  There will be a global cryptocurrency.  I don't think it's going to be Bitcoin.  I don't think it's going to be Ethereum.
Distributed applications.  So with Ethereum, I had mentioned that you can have distributed applications, the smart contracts?  Well, that was just sort of a taste, right?  With hashgraph again, with hashgraph, you can use Java to build arbitrarily complex distributed applications however you want them to be, no scripting language.
And the application itself is distributed.  What does that mean?  Okay, this healthcare industry maybe will appreciate this.  You could build World of Warcraft in a completely distributed fashion, right?
Thousands or tens of thousands of people competing against each other in a distributed application where there is no server.  You could build a stock market. You could build a distributed database for storing healthcare records, all right?
Transactions per second is no longer a limiting factor.  Proof of work is gone.  Full-blown distributed -- or development environment, all the power of Java for building the next generation of applications.
I've gone 10 minutes over.  I'm going to stop there.
MR. ERIC LARSON:  You have.  It's okay.  Thank you.
MR. MANCE HARMON:  Thank you.
MR. ERIC LARSON:  Very concerned about the time.  I love it.  Are there questions?
MR. MANCE HARMON:  Oh, by the way, I should mention I have a formal relationship with Swirlds, in the interest of full disclosure.
MR. ERIC LARSON:  Ah.
MR. MANCE HARMON:  I'm on the board.  Okay?  You should be aware of that, to be clear.  I'm on the board because I believe in it.
QUESTION:  So my question is, do we really need 20,000 transactions per second?
MR. MANCE HARMON:  Absolutely.
QUESTION:  No.  Hear me out, though.
MR. MANCE HARMON:  Oh, sorry.  I apologize.
[Laughter.]
QUESTION:  I think Ethereum -- I mean, I think you see that and say, yeah, oh, yeah, we need a faster, better CPU.  Yeah.  But you actually look at the Ethereum transactions right now, and they're really not butting up against the 17 transactions per second.  There's maybe 7 transactions per second right now.
And I think the solutions are that proof of stake and charting and I think to scale into that.  So I don't see we have a need for 20,000 transactions today.
MR. MANCE HARMON:  The reason we don't have a need for -- and actually, it was 200,000, by the way -- for a lot of transactions is because the community understands they're dealing with sort of a circa 1965 computer.  And the applications reflect the fact that they are dealing with that type of computer.
Once they understand, hey, I'm not dealing with that.  I don't have the constraints that I know blockchain imposes, then you're free.  You know, the range of application space is no longer restricted to this very narrow slice of the pie.  You can envision applications that require hundreds of thousands of transaction.
Well, a lot of the permissioned blockchains, let's be clear.  A lot of the permissioned blockchain exist not just because they don't want to store information on a public chain, but because the public chain isn't fast enough for them.  They do need to store hundreds of thousands of transactions per second.
And that's the reason they got rid of proof of work so that they could store hundreds of -- what this does is give you the performance with the same security model.  You know, in a permissioned chain, you have to worry about denial of service and fairness.  With hashgraph, you get manufactured trust so that you don't trust anybody to do a denial of service attack or influence the order of the transactions as well as providing immutability in the database with the performance of a permissioned chain.
So, yes, I agree with you not a lot today do, but that's just because they can't.
This is new, by the way, right?  I mean, this is bleeding-edge stuff.  And to be clear, the SDK is an alpha, right?  And so if there's one drawback about Swirlds hashgraph, it's that it's not -- it's not vetted, all right?  It does need to go through an extensive peer review process.
But what it does have that blockchain does not have are actual formal proofs that it contains the properties described.  Blockchain is often talked about as being Byzantine.  Well, it's not really, and the reason it's not is because you never come to certainty that the transaction is in the chain.
You're always -- it grows asymptotic to, you know, this transaction is 99.99 percent certain it will never be, you know, replaced or moved out of the chain.  With hashgraph, you have 100 percent certainty -- oh, by the way, in the experiments I just described, it was 200,000 transactions per second with 0.8 second, in 0.8 second, you knew for certain the transactions were immutable.
And in 3 seconds, the community has come to complete consensus on the order of the transactions with proof, guaranteed, as opposed to 60 minutes.
All right?
QUESTION:  Yes, question, you know?  How do you compare this to lightning networks and sidechains?  And the other question is since the conference is about healthcare, where do you see this in, you know, its application into the healthcare realm?
Thank you.
MR. MANCE HARMON:  Yeah.  So let me start with the second one.  I don't know much about healthcare.  I'll be upfront.  I'm not a healthcare guru.  I don't study the industry, and so I can't really comment on the use cases for healthcare.
What I can say is that the use cases for distributed consensus in many cases all share certain properties, right?  They need immutability for one reason or another, or they need to distribute trust in the execution of software for one reason or another.
And so what I'm describing here is the difference in architectures in distributed consensus system.  I'll leave it to you all to figure out how healthcare flies.
Sidechains.  Sidechains do make it possible to process a lot of transactions per second, but then they put those transactions into a public chain, which means you don't have certainty of those transactions for a long period.  In other words, you can do a lot of transactions per second with really high latency, you know, 60-minute latency on the results of the transactions or longer.
What hashgraph does is it gives it to you natively.  You don't have to have sidechains.  Because there's no proof of work, run your software on your desktop computer as a full node and gossip your transactions into the hashgraph directly, and you know within a fraction of a second or seconds that it's immutable, right? You have finality in that amount of time.  So you don't have to have sidechains.
MR. UDIT SHARMA:  I'm Udit Sharma from IBM.
I had a question about just now what you explained about the throughput of 200,000 transactions.
MR. MANCE HARMON:  Yep.
MR. UDIT SHARMA:  The current problem with public blockchains is that it's not very scalable.  The size of the blocks gets really big and --
MR. MANCE HARMON:  Right.
MR. UDIT SHARMA:  -- like we said, we don't have that much money.  But so are you saying that one of the solutions was that let's keep the block small and let's not keep it on public blockchain.  And the second, and like you said hashgraphs, so is hashgraph the solution to scalability problem?
MR. MANCE HARMON:  So in hashgraph, what we're going to be worried with -- so in blockchain, what we're worried with is throughput, transactions per second. With hashgraph, the bottlenecks will come in terms of, you know, the number of nodes that you can have in a network natively before you have to go to sharding in the number of nodes.
But it's not that -- you know, the number of transactions is only limited by your bandwidth.  So if you want to have giant blocks -- "blocks," whatever that means -- that's okay.  You can do that, assuming that the network has enough bandwidth to support whatever block size and throughput that you want, right?
The bottleneck is not in the proof of work and in the limiting factors associated with proof of work.  The bottleneck is just in what's the bandwidth that you have that's available to you.
MR. UDIT SHARMA:  Sure.  Thank you.
QUESTION:  Hi.  Can you speak a little bit about how your hashgraph algorithm in the Swirlds platform addresses the ordering fairness?
MR. MANCE HARMON:  Yeah.  Right.  So, okay, let me back up for just a second.   If it's the case that you have -- I know this is a little bit redundant.
If it's the case that you have somebody, an entity that is responsible for ordering the transactions into a block, then by definition, they can put them in whatever order that they want, and therefore, it's not fair in the sense that I'm describing.
Because there's no proof of work, you can run as a full node the software on your desktop computer.  You can publish transactions directly into the hashgraph without going through a miner to do so.  You can be a miner.  Practically everyone can be a miner, practically.
And as a result, the transactions that are flowing aren't going through a third party necessarily.  They go directly into the network, and the order, that picture that I was showing you, when you play the role of a miner, what you're doing is, if you were Alice, you're reaching out to Bob and telling Bob what you know, and you're including in that a payload.  And the payload is your transaction.
All right.  And so all the individuals gossip what they want, and this picture is preserved.  So when Alice gossips her transactions, the order in which they actually flow into the network is preserved without being able to be manipulated.
QUESTION:  Can I maybe ask that in a different way then?
MR. MANCE HARMON:  Okay.
QUESTION:  So I understand that maybe there's no longer a miner as a gatekeeper that's choosing when I can submit a transaction to the network.  So say I just be Bob or Carol and just submit my transaction directly.  But there has to be somebody in your gossip protocol that's listening.
MR. MANCE HARMON:  Yes.
QUESTION:  So then there has to be an order of what they listen to first --
MR. MANCE HARMON:  Well, ah, what Carol does --
QUESTION:  So even if I'm allowed to just post, and there's no blockchain gatekeeper, how do they decide who listens first?
MR. MANCE HARMON:  Yeah.  Well, what Carol does is randomly choose is a member from the network to gossip to, right?  And so Carol reaches out and calls Bob.  Bob has no influence on who's calling him.  So Carol reaches out and calls Bob and then gossips to Bob what she knows.
And Bob then, once that's happened, Bob, of course, turns around and starts gossiping the same thing.  But Bob can't influence when Carol called him and gossiped to him.  And so the -- the consensus part of it is coming to consensus on the order in which all of these gossip events happened.  And what you end up doing is causing the members to vote on the order in which these gossip events happened, right?
QUESTION:  A couple of follow-up questions for you, but I'll take it offline.
Thanks.
MR. MANCE HARMON:  Excellent, excellent.
QUESTION:  Just a quick question.  How do you deal with the identity of the miners?  So are these like semi-trusted nodes?  Are these like --
MR. MANCE HARMON:  No.  They don't have to be.
QUESTION:  And then regarding proof of work.
MR. MANCE HARMON:  They could be.
QUESTION:  So like what anti-spam, anti-DOS system do you have in place to be able to protect against bogus transactions?
MR. MANCE HARMON:  Well, so the anti-DOS stuff is just the fact that we're using gossip, right?  If it's the case that you're gossiping information, there is no single point of failure.
I mean, you could target Alice, right?  You could say I'm going to prevent Alice from gossiping anything. That's possible, but that's possible with blockchain.
QUESTION:  But you couldn't just gossip to the entire network and basically post a bunch of bogus transactions?
MR. MANCE HARMON:  No, no, no.  What I'm saying is the denial -- so there's a question of how do you prevent the type of attack that you're describing, all right, and there are various ways of dealing with that.  Architecturally, what I'm saying is the denial of service attack that we're trying to prevent as a matter of the trust model is being able to prevent the flow of transactions, right?
And if we're trying to prevent the flow of transactions, and there's a leader that's gossiping all the transactions, you target the leader.  If, on the other hand, like blockchain or in this case hashgraph, everybody is gossiping to everybody, then there is no single point of failure in which you can target with a denial of service attack.  And so, in that sense, it's denial of service resistant.
The issue that you're describing is orthogonal.  It's a different kind of trust issue and how do you prevent.  And then that would come into -- so what you were asking is how do you prevent a particular actor from gossiping as much as they want to gossip?
QUESTION:  Basically, if consensus is -- if it's costless, and there's no cost implemented, how do you prevent someone from posting bogus transactions and stating that that's the truth to the rest of the network?
MR. MANCE HARMON:  So, yeah.  So if it's the case that you allow somebody onto your network and then they just start gossiping whatever they want to gossip, well, you can't prevent that no more than you can prevent that with Bitcoin, right?  What you can do --
QUESTION:  But Bitcoin has proof of work.  That's what prevents people from doing that.
MR. MANCE HARMON:  No, but it doesn't prevent that, right?  So if somebody wanted to stand up a node and start gossiping transactions -- I'm sorry, not stand up a node, but gossip transactions to the miners, the miners then start gossiping, right?  You're not preventing that problem.
It is the case still that you can create a permissioned network.  You don't -- that's a different trust issue, right?  Who do you want to allow to use your network?  You could have a permissioning policy associated with who is allowed to be a full node, right?
And also this is independent of cryptocurrency.  You could use hashgraph to create a cryptocurrency as an application layer on top of this, which would then you'd have to go in and start addressing some of the issues that you're describing.
QUESTION:  Thank you.
MR. ERIC LARSON:  Okay.  Thank you very much, Mance.  That was great.
MR. MANCE HARMON:  Thank you.
[Applause.]
MR. ERIC LARSON:  Okay, next up we have Steve Wilson with Constellation Research.  And Steve, I'm sorry, I'm going to use the timer now so we all know.
Okay, Steve, come on up.  Hello, Steve.  All right.
[Applause.]
Agenda Item:  Blockchain's Challenges in Real Life
MR. STEPHEN WILSON:  Thank you.
Hey, look, there's already been a bit of talk today about the difference between Bitcoin and blockchain.  And yes, they're different, but they're not as different as some people would like them to say.
You know, if you asked the question is powered flight different from propellers, then, you know, trivially, yes, they are.  But if you had asked somebody in 1903 what the difference was between powered flight and propellers, they're absolutely synonymous back then.  And it speaks to the issue of the generations of distributed ledger technology that we're going through.
Now we already heard very nicely from John Kelsey today about the incentives that Bitcoin provides to blockchain participation.  So that's important.  But a lot of what I'm going to talk about is the fact that blockchain is more tightly bound to Bitcoin than that because, philosophically, blockchain is about digital-only assets, and the jump, the reason why we've talked about the challenges in real life, making the jump from a digital-only asset to a real-world asset requires infrastructure that goes far and above the Bitcoin or the consensus or whatever the blockchain algorithm is, and it produces challenges for real-world implementations of these technologies.
I want to thank Debbie Bucci from ONC and Anil John in particular for having me here today, and Neil from DHS.
It reminded me that last time I stood in this room was back in 2008.  I gave a talk about public key superstructure and innovation in the area of PKI.  And I hope that there are some NIST people that we might catch up with and go down memory lane in the next couple of days.
But back in 2008 when I spoke here, it was 6 months before the Nakamoto paper came out, and it was years before certainly I knew anything about Nakamoto. It was an obscure paper.  It's a really good read because it's a heady mix of politics and currency theory and cryptography and libertarianism, if not anarchy, right?  It's an interesting read for that matter.
It's very specific, and one of the things I want to talk about blockchain is that it's very specific from a design perspective to solve the double spend problem.  And yet within a couple years of this obscure paper coming out, it's turned into a publication phenomenon, and I think an open question is why does a cryptography paper and a nonfiat currency paper take the world by storm?  And we'll keep coming back to that.
But look, take the world by storm it has.  The hyperbole that goes with solving the double spend problem and then taking that into the real world is extraordinary.  An Australian business journalist described blockchain as being "crowdsourcing with supervision in the financial system," when, in fact, of course what it's doing is crowdsourcing the voting on the order of ledger entries in order to stop double spend.
But it doesn't stop there.  There are people in Africa who think that they're going to stop corruption, literally, using this technology.  I think that's a fairly offensive claim, actually.
And then we go from the sublime to the ridiculous. The FHIR fighters have been told that once they put all of their kit onto the Internet of Things, somehow they're going to get unlimited communication channel from the blockchain.
I think that's the main thing that's happening there.  Nakamoto solved an unsolvable problem.  He/she created consensus about the order of entries without a central umpire, without a fiat currency mint, and that was magic.  But it's kind of confined to the world of cryptocurrency.
So to remind us of what the problem was, cryptocurrency has been around for decades.  I think David Chaum might claim some 30 years ago to have solved eCash.  They had to do it with a central mint, and that was the difference with blockchain.
So the problem, of course, is that Alice can send digital money to Bob, and Bob can send it on to Carol, then on to Ted.  But what stops Carol, for example, spending her coin twice without anybody noticing?
So, classically, what we've had is some sort of central digital mint that watches every single transaction and will adjudicate, will play God and will say that one of them came before the other.  There was only one transaction 103.
Now Nakamoto found that offensive.  He railed against fiat currency.  He/she railed against fiat currency, railed against reserve banks, and wanted to crowdsource the adjudication -- that's good, isn't it?
[Technical difficulty.]
[Laughter.]
MR. STEPHEN WILSON:  Nakamoto lives.
MALE SPEAKER:  Put it on blockchain the next time, Steve.
MR. STEPHEN WILSON:  None of this would ever happen.
Proof of stake.  That's fantastic.  I love that slide.  We might as well pause on that slide because there's something special about this slide.
Crowdsource.  We're going to crowdsource.  Nakamoto said let's crowdsource the solving of the double spend problem.  So every single transaction is, indeed, visible.  The transparency, the radical transparency of blockchain is something that we need to remind ourselves of when we start thinking about healthcare because to stand in between this radical transparency of the ledger and the necessary access control, multiparty access control for patients, many different providers, Government, insurers, researchers, requires layers and layers and layers of key management and encryption that are not at all present on the native blockchain.
So what's happening here, of course, is that they are making every single transaction visible to the network.  There's thousands and thousands of nodes that are voting on the order of transactions.  Proof of work blockchain is one algorithm.  It's the first-generation algorithm, and I think Mance did a pretty good job of showing how there's a lot of R&D happening to meet different problems in the discipline.
At Constellation Research, we've done a lot -- we've done a survey of the R&D efforts in advanced distributed ledger technologies and the things that hashgraph and Ping are doing, similarly to the things that R3 is doing, is very much more focused than this libertarian problem of how do you solve electronic cash?
Now it's magic that Alice and Bob can exchange real value without knowing anything about each other.  There's a lot of kind of misrepresentation about the blockchain being anonymous, the blockchain being permissionless.  The important thing is that Alice and Bob need to know nothing about each other, and they can still guarantee that money is going to flow.
But it's a bit like squaring a circle.  You don't go from that particular treatment to solving the problems of consciousness or new forms of capital or God knows what.
It's true, of course, that you can store other stuff on this thing that's loosely called a database by many commentators.  You can put land titles on there.  You can put diamonds.  You can put sneakers, identities, and of course, health records.  We'll talk more about that this afternoon.
What's happening, of course, is that there is an open API where metadata can be inserted into the blockchain transaction.  So every time you move a Bitcoin, you can store metadata in that same transaction, and that will be written into cryptographic stone on the blockchain.
Now the thing is that blockchain was invented, it was expressly created so that Alice and Bob could exchange value without knowing anything about each other. You can't do that with sneakers, for example.  The company Chronicled, that is putting sneakers metaphorically on the blockchain, is doing so through an RFID tag that needs to be attached to the collectible sneaker in the factory by a trusted employer -- trusted employee.
And so that idea in red that there is a -- what did we call it before?  A third party or a trusted --
MALE SPEAKER:  Arbiter?
MR. STEPHEN WILSON:  -- arbiter.  Thank you.  A trusted arbiter, is almost allergic to the way that the blockchain was designed, and yet we keep coming back to trusted arbiters in all of these applications.
So Bitcoin is trustless.  Bitcoin account holders self-register, and physical assets, though, need to be registered off chain.  So it's the difference between off-chain and on-chain processes that I think that we might be talking about more as this workshop unfolds.
Just as a designer, the thing that's missing in most of these stories about sneakers and land titles and diamonds is what, you know, let's have some rigor about what problem we're actually trying to solve instead of jumping all the way to Bitcoin and blockchain as the answer.
Now specifically about healthcare, healthcare has some properties or some challenges that feel "Bitcoiny," feel "blockchainy."  And we see that the idea that health data needs to be private.  It needs to be secure, frankly arguable that it needs to be immutable.  But these qualifies of healthcare do appear in the blockchain, and so there is an intuition that the high availability of the distributed ledger is something that would be attractive in healthcare.
Yes, I'm not too sure that global storage of health data or even pointers to health data is actually the problem that we're trying to solve because, again, healthcare is incredibly highly permissioned.
And it may certainly be the fact that I'm going to travel worldwide and I might break my leg tomorrow, and I might need to get my hospital records into a hospital in D.C., but that doesn't mean that my hospital records need to be globally available because it's not going to be globally anybody that's ever going to access those records.  It's going to be a permissioned, well-known, well-credential doctor in D.C. that somehow gets the rights to do that.  So let's just double think whether or not global availability is the same thing as wide accessibility.
Confidentiality, as we've mentioned, needs to layered on top of the blockchain.  So there's a key management issue there.
Now I also observed, just as a matter of design, that any confidentiality, any sidechains, permissioned chains, anything that reduces the size of the voting pool erodes that promise that's in the blockchain about security, about tamper resistance.  Tamper resistance only flows because thousands and thousands of nodes need to be gamed in order to rewrite the ledger.
But most of all, the biggest fundamental issue that we need to deal with is authority, and I think that this is going to be a recurring theme in healthcare.  Blockchain is trustless.  It's almost the opposite of my understanding of healthcare.  Healthcare is inherently hierarchical.
Now for the libertarians, the hierarchy is a taboo word.  That's an interesting piece of social science that maybe we should study at some point, but hierarchy was taboo to Nakamoto.  And hierarchy in healthcare is something that's inevitable, right?
And yet, famously, Don Tapscott in his book "Imagined," that the first-generation blockchain, the one that we know and love today, is the sort of ideal ledger that we're going to put all sorts of things, including birth certificates on the blockchain.
But he gave the game away himself when he wrote that it would be a State-licensed obstetrician or midwife, State-licensed, who's going to come up with the birth certificate in the first place.  So that's an off-chain process.  It's a hierarchical, permissioned authoritarian process that is absolutely inevitable, and in healthcare, it goes unremarked.  But in blockchain, it's allergic.
So we need to be careful with decentralization.  The storage is decentralized, but no way is the authority process and the permissioning decentralized, especially in healthcare.  So let's remember that the reason why we have thousands and thousands of nodes voting on the order of ledger entries is because Alice and Bob don't know anything about each other.
Now Nakamoto was clearly a genius, and if he/she were sitting down maybe in a job in Wall Street and was being paid to solve this problem with arbiters and with umpires, then they would have come up with a different algorithm.  But you don't need thousands and thousands of nodes voting on the order of entries when you've already got permissions and you've already got administrators and umpires in the loop.
Nakamoto said so him/herself in the second line of the paper.  So if anybody has yet to read the white paper, do yourself a favor and just read the abstract. And the second line of the abstract says that if you've got a trusted arbiter, then the benefits of this algorithm are lost.
Now second-generation, third-generation blockchain, I find incredibly exciting.  I think that the first-generation blockchain is something that's widely misunderstood.  It only does one thing.  It votes on the order of entries, and if you're playing electronic cash, that's all you need to know.  So that voting on the order of entries in the ledger is magic.
But the second- and third-generation blockchains of distributed ledgers are being much more focused about different sorts of problems.  You know, it's needless to say, I ask for a show of hands.  Sometimes I give this talk, and there's not many cryptographers in the room.  I think there's a few cryptographers in this room.
Remember, Merkle's puzzles in 1973 or something.  An absolutely preposterous solution to the public -- to the key exchange problem.  I don't actually know that Merkle's puzzles was ever implemented.  It was a thought experiment.  But within 2 or 3 years, we saw Diffie-Hellman, and we saw RSA, and we saw this -- you know, the scales fall away from the eyes when we realized that the unsolvable problem is solved.
One of the sort of very potent political things about blockchain is that it legitimizes decentralization of the architecture.  So decentralizing architectures, doing away with database administrators, again, that's kind of magic.  Hierarchy is a taboo word.  Decentralization is a magic word in many circles, and so that is probably one of the reasons why technologies have run away with blockchain.
But you know, practically, is this disruptive?  We're not even sure that it's going to disrupt banks as such.  Because what the original blockchain does is that it produces some really nice properties for the unbanked that will allow people in developing nations to move money without being ripped off by remittances. So that's pretty cool.
It will disrupt certain parts of classical financial services.  So it does destabilize some banking.  But again, the decentralization that it does is incredibly selective, and it only works for purely digital currency.
So I am optimistic.  The work that we've already heard about hashgraph is exciting.  It's only the beginning, and we really ain't seen nothing yet.  There are these very powerful joint ventures.  R3 has spent $100 million -- well, they've collected, they've raised $100 million to do advanced distributed ledger R&D, and they are going great R&D.
Again, you should read the R3 CTO's paper about Corda, their first solution that was launched a few months ago.  It doesn't use blockchain, and that's really, really telling.
So what's really going to change the world?  You know, we talk about the inspiration of these things, and the Wright Brothers' flyer I think is a great example.  You should have a look at what the Wright Brothers' flight immediately led to.  It led to some amazing innovations, which came and went pretty quickly, right?  Some of these ideas were preposterous.
And it's only through the 2020 hindsight that we wind up working out which inspirations are going to live and which ones are going to die back into the jungle.  What really changed the world was powered flight and the incredible supply chains and industries and things, including airports, that nobody would have imagined in 1903.  And I just don't think that we're yet ready today to imagine what distributed ledgers are going to look like in another 5 to 10 years' time.
Thank you.
[Applause.]
MR. ERIC LARSON:  Any questions for Stephen?
QUESTION:  Just one.  I like your talk a lot.
I wanted to point out one of the reasons why you might be allergic to hierarchy if you're somebody trying to start up your own digital currency is you're starting at nothing, you know?  A hierarchy, trusted authorities and legal arrangements and groups of people, those are things you can do if you have resources.
If you're dealing with, you know, setting up a stock exchange or something, you've already got a lot of money.  You've got expertise.  You've got legal departments.  You can -- you can create trust out of existing mechanisms like the law or like existing business relationship.
When you think of, you know, Satoshi starting up -- starting up Bitcoin, he's starting with an idea.  And the particular structure that he had was something that could actually start from nothing.
So it's not clear that it even makes sense to try to follow the same path when you're starting with some resources in an existing system as you need when you're starting in the same way that -- and like some sort of political movement that starts with nothing at the grassroots might look very different from a coordinated lobbying campaign from an industry.
Does that make sense?
MR. STEPHEN WILSON:  Yeah.  And you make a good point.  I think the characteristics that you're talking about there really underscore the difference between some of the digital worlds and some of the real worlds.  And so, indeed, nothing happens quickly in healthcare.  That's fairly famous.
But just almost trivially, if you think about it, you don't become a doctor very quickly in healthcare.  It takes 10 to 15 years, thank God.  And I guess a lot of that speaks of the inevitability of resources and time and structure and hierarchies in healthcare for sure.
QUESTION:  I'm full of questions this morning.  I had my coffee.
So the issue, as far as going back to trusted arbiters, believing that a doctor signed the birth certificate, isn't it really going back to a web of trust model of actually believing enough consensus that person has a medical license.  Not just an authoritative hierarchy that has that license, but enough people in the system believe that that physician -- that that license means something.
So maybe it goes back to sort of what is identity on the blockchain?
MR. STEPHEN WILSON:  There are so many layers.  The reason why this has got such legs is that, you know, you can look at it philosophically.  You can look at it politically.  Technically, this is not about the web of trust.
I mean, as an old, old PKI guy, I am religious or I'm very semantic about the difference between web of trust and hierarchical PKIs.  In healthcare, it is very hierarchical.  Around the world, people have prescribing rights or they've got admissions rights that they get because they have healthcare credentials that are donated by or they're issued by hospitals and by schools that are recognized by colleges, that are recognized by international treaties.  So it's very hierarchical.
There are some interesting philosophical points.  I mean, and you can talk about maybe, you know, Hume's questions about causality and so on, about how much identity and what does it really mean to be a doctor.  But we can have those discussions, but when you break your leg and you're in hospital, what actually happens is that you, in a sense, "trust" -- and I put that in air quotes.  Because you know, trust doesn't even pop right.
Day to day, what happens is that you want to know that you've got a board-certified physician that's going to mend your leg and that you're in a hospital that has got insurance and so on.  So there are multiple chains of authority that empower and authorize people to do things in healthcare.  And we don't give that a moment's thought day to day.
If there was any cause to upset that and to go flat and to go nonfiat, to sort of extend the metaphor, it would be the most extraordinary change management problem that we've ever seen.  And I just don't know that it would be called for.
So almost philosophically, but certainly intuitively, when you look at what -- if you look at the world of Nakamoto and the problems that they were trying to solve versus the reality of healthcare and the reality of a lot of those other use case domains that we were talking about, the very first question is where is the double spend?
Because if you can't really put your finger on a double spend analogy in the use case domain that you're in, then you need to question whether or not first-generation blockchain is actually a good fit or not.  And by all means, go to the second- and third-generation ledger technologies that we're talking about.
But most of these cases I put up there, these people are trying to use first-generation Bitcoin blockchain as a general purpose distributed ledger.  And if there ain't a double spend problem in your use case, then I just don't get it.
QUESTION:  I am a board-certified obstetrician/gynecologist.  I'm sorry.  I wanted to respond to your thoughts, sir, and your lecture is really good.
But I believe what the blockchain actually solves is a different problem from what you're describing.  It really is about different markets expanding, you know, empowerment to patients on a global basis and to the unbanked.
So we have 2 billion or 3 billion people with no banks and no healthcare.  So this is the market that the Bitcoin blockchain and public blockchains are trying to solve.  It's very disruptive.
What you're talking about is the establishment, the hierarchal, you know, education requirements.  I know.  I've spent 15 years, you know, as an obstetrician.  I also was a naval aviator.  So I went through that whole bit, too.
But we're trying to solve here a different problem.  It's about -- it's about a different set of markets, and that's why the disruption of, you know, Nakamoto's original vision is extremely applicable in that side.
So thank you.  So, in other words, my patients -- you know, now I'm both a patient and a physician, and I'm telling you the ability to have transportable information on -- you know, on a public blockchain that will be secured by maybe Zcoin or Zerocash, some of the snarks that are coming out, that's going to be fantastic, fantastic.  That's empowerment of patients.
Thank you.
MR. STEPHEN WILSON:  Thank you.
MR. ERIC LARSON:  Last question.
MR. MIC BOWMAN:  Thanks.  Mic Bowman from Intel.
So loved the talk, thank you very much.  Just an observation about it.
One thing that transformed flight was when flight was no longer important.  That what happened was we were starting to ask questions about how goods needed to be moved or how things needed to be moved, and flight changed the way that we moved things.
It became a tool for moving mail.  It became a tool for moving people.  It became a tool for moving goods.  And the infrastructure that built up around it was a result of that transformation in our thinking from that.
One of the things that as we mature in our understanding of blockchains is that we have to go from blockchain in the center to blockchain as a tool in the toolbox to solve other problems.  And the diversity of approaches that we have for building these distributed ledger technologies is precisely the solutions that we need as we go out and look for the problems.  That is we have a diversity of the requirements of financial services are for 100,000 transactions per second, but they have external resource mechanisms.  They have a whole bunch of rules for how engagements happen.
Healthcare is going to have its own set of requirements.  Online digital currencies and consumer markets will have a completely different set of requirements.  And each of these technologies that we have becomes simply a tool in the toolbox for solving each of those problems.
So thanks.
MR. STEPHEN WILSON:  Yeah, and you know, the creativity and the energy in the room that comes out of that I think is really important.
Look, my only response to some of the points that you made and some of the points that are made about other emerging healthcare environments is there may not be the trusted arbiters and the deep, deep chains of authority that we're used to in conventional established medicine, but nevertheless, the bridge -- and one of the things that I would challenge the group about is that the bridge between digital and analog is something that we need to make really, really carefully.
You need to remember that the blockchain was built to be digital only and that the bridge between the digital and the real world, be it sneakers or be it a patient -- there was a few months ago, there was the ID2020 group in New York, a conference that was with the noble mission of how do you produce identities for 1.5 billion disadvantaged people?
And you know, what was astonishing about a whole day of earnest talk about blockchain and ledgers and stuff was that there was no talk whatsoever about key management.  There was loosely some idea afterwards that once everybody has got a mobile phone, and you can probably assume that most of those 1.5 billion are going to get a mobile phone, then somehow that's going to be the key into the blockchain.
Well, that's interesting and probably absolutely essential, but the problem or the challenge of issuing smartphones to people and making sure that the right key is in the right hands, that's the binding between digital and analog that makes it happen.
And again, I think when you look at what the first-generation blockchain was trying to do, if you can solve the binding of physical case, cryptographic case to flesh and blood people, if you can solve that problem, that's 99 percent of the identity thing done. You've got to be careful that you're not over-identifying.  We need to look out for attributes.  We need to look out for roles and context.  You know, I think we've been working that for 10 years.
But if you can get the right key into the right hands, that's the problem mostly solved.  The choice of ledger technology becomes, to me, really quite immaterial, and I think that that's the lens that I've been looking at a lot of the healthcare applications through.
Thanks again.
MR. ERIC LARSON:  Okay, thanks, Stephen.
[Applause.]
MR. ERIC LARSON:  Okay.  Next up is Drummond Reed, and I know we're going to go over time.  I'm getting dirty looks from Cait back there.  So, but that's okay.  We're going to give Drummond his time that he needs.
And as soon as I find the slides.
[Pause.]
MR. ERIC LARSON:  Keep going?  Keep going down?  Oh, yeah.  That's his.  Thank you, thank you, thank you, thank you.  And there we go.  All right.
Thanks, everybody.  Good team effort.  I like it.
[Laughter.]
MR. ERIC LARSON:  All right.  Without further ado, please, sir.  And take your time.  Don't feel like you have to rush.
Agenda Item:  "Fit for Purpose" Distributed Ledger Technology (DLTs)
MR. DRUMMOND REED:  All right.  Welcome, everyone.  My name is Drummond Reed, and I'm CEO of a company called Respect Network.  It's been working on trusted personal data exchange for the last 6 years, and we're one of the companies that are working on the DHS blockchain identity project.  So you'll hear from me again this afternoon.
Debbie asked me to speak on this.  I think of this as sort of the "Steve Wilson Part 2."  His point about things being overly reliant on blockchain 1.0 technology, I want to talk specifically here today about the fact that distributed ledger technology, the technology underneath the Bitcoin blockchain, is much broader and much more capable.
You've already heard from Mance about where it's going with hashgraph, which I personally am very interested in.  I attended his presentation at the Cloud Identity Summit and went deep on hashgraph with the CTO and the chair of the Technical Governance Board of the Sovrin Foundation, and I'll talk about it in a few minutes.  And we want to go much deeper into it because we think it could be very promising.
I'm going to try and keep this a little shorter than the other two because my points are pretty simple. First, whenever you hear "the blockchain," it's a little bit like talking about "the database," right?  Now it's one thing to talk about "the Internet," okay? But to just talk about "the blockchain" is, you know, it's a little absurd at this point.
I do think it's important, blockchain is a breakthrough for three reasons.  I call it the triple play of cryptography, right?  As you already heard this morning from John, which I thought was an excellent presentation, every transaction on the ledger for any DLT is signed, and they're all cryptographically hashed or chained together.
And then that's replicated over the number of machines or the size of the population you need to provide the attack surface that we've talked about.  That produces a degree of security that's unprecedented.  That's the powered flight or, you know, the Wright Brothers.  And certainly with large public blockchains, it's large enough to be stronger than nation-states, which appeals to a lot of people.
However, if you look at the underlying DLT technology, it really -- and if you compare it to things like databases, it's going to fit a classic power law curve, okay?  You're going to have very large public blockchains.  You're going to have the I'll call mid-sized, largely private blockchains.  And then you're going to have very small and specialized distributed ledgers for lots of purposes out there.
And I want to start out by talking about those to give you a very real sense of just how large and varied the blockchain ecosystem is.  I'm going to highlight, in fact, another -- another company that's part of the DHS blockchain identity group, Digital Bazaar.
Manu Sporny has asked several questions here, and that link there, which Manu gave me permission to share here before he brings it up later this afternoon, you can go to that link if you're online right now and you don't want to pay attention to the rest of the presentation.  And before I'm done, long before I’m done, you will have your own blockchain.  You will have created your own ledger, and you can start populating it with transactions, okay?
Now I'm going to give you a quick view of what that means.  They've actually created a blockchain -- Flex Ledger is a blockchain generator.  Okay?  It's all based on JSON-LD, of which Manu and his partner Dave Longley are the original, you know, generators of and authors of.
And this is a quick example of what happens as soon as you say, "Yes, create me a blockchain."  You can now turn around and put on transactions of all these different types.  And each one will illustrate a specific use you could make of a blockchain.
Now by the way, the configuration for this, you can say I want my blockchain to use proof of work or proof of stake, or I want it to be permissioned.  I want to control different variables about it.
And then you can come and actually then, because it's all based on JSON-LD, you can say here is the types of transactions I want to use in this blockchain. The first example there is actually an emergency responder transaction, where you can create a blockchain that helps emergency responders prove their credentials in an emergency situation.
Now that's just the first of a whole set of different examples that they provide in the Flex Ledger demo.  For all of these, now since we're here at a healthcare conference, let's look specifically at the example that they provide for healthcare.
If you -- I think right in there, you can see right in here, it allows you this is a vaccination, global or whatever scope you want for a vaccination database.  So there's a credential ID you can check for the validity of a credential.  The subject ID, we'll talk more about this this afternoon.  There's the decentralized identifier.  It's an individual, represents an individual, but you have no idea who that is.  It's a UUID.
But the ledgers -- the entries you're putting on in this ledger, those transactions are vaccination type, vaccination date, and the provider of that vaccination.  I probably don't need to tell you in this audience how valuable it would be to have a vaccination database.
In fact, my wife is the one who tells me how valuable that would have been for our two boys.  So she wants to see this happen.  I also know folks in the refugee and world -- public health population that are immensely interested in this opportunity.
I want to point out one more quick example, the last one they had on the list.  It is, in fact, for refugees.  I, too, was at the ID2020 conference at the U.N. in May, and yes, they did spend a whole day talking about this.  Maybe there wasn't a lot of progress, but there is a lot of agreement in this use case of actually using blockchain identity technology to give identity to the at-risk populations of the world, the almost quarter of the world's population that doesn't have legal identity.
So I applaud Manu and his team at Digital Bazaar for creating this and giving you -- again, you can go and play with this right now.  And I think it's a wonderful illustration of just how granular and specific blockchains can be.
The key point is every distributed ledger out there actually solves a specific data sharing problem for a specific community.  And you need to look it at that way even up at the other end of the curve.
When you think about these large public blockchains, as Steve was pointing out, Bitcoin solved a specific problem with a specific blockchain for a specific purpose.  It's fabulous.  It opened all our eyes to this.
Ethereum came along with an entirely different design, okay, to do smart contracts for a very different purpose.  Yes, you could say it's more generalized, but it still fits a particular model of governance and deployment.
My last example I'm going to give here is a new blockchain.  Actually, they don't use the term "blockchain" to keep it separate, to make sure it's not confused with Bitcoin or Ethereum.  Only use the term "distributed ledger," called Sovrin.
Sovrin is a "fit for purpose" public distributed ledger technology for one purpose only, self-sovereign identity.  This is the simple slide that we've used since the European Identity Conference in May to illustrate what do we mean by a public permissioned ledger?  And it's really pretty simple if you think about it.
You hear the terms public ledger or private, and you hear permissionless and permissioned.  But you don't see them actually lined up this way.  If permissionless systems are governed entirely by code so there's no trusted arbiter in the center, whereas, permissioned systems said, you know what, we're going to have not one trusted arbiter, but some set of nodes. They're going to work together for permissioning.  Then makes a very clean line.
What's this line?  It is the distributed ledger technology available to the public.  Is it like the ATM network, where anyone can use it, but only permissioned nodes can actually -- only permissioned entities can actually have a node on it?  Or is it only available to a private community that uses it for its own use?
So the net of it is for digital identity for planet Earth, we believe, those of us starting Sovrin, believe that, in fact -- that didn't come through.  It's all in black.  What that says is this is the only quadrant that will actually give you the trust you need from a permissioned system and the scalability you need to cover planet Earth.
So that's the whole idea behind it.  I want to make one more point about, well, it's not just the governance system behind it.  Actually, the underlying architecture of the blockchain itself is going to be different because it's fit for purpose.
A blockchain for identity for planet Earth needs to have performance characteristics that are a lot like DNS.  It's got to scale, seriously scale, and it's not just the transactions.  It's the readability.  It's just like DNS works because of the massive replication and the caching of the information, the design of Sovrin is there's a validator pool running the consensus mechanism.  It's a reasonable size.  It's enough to get diffuse trust around the world, and by the way, the permissioned entities on there are all trusted institutions.
That's the idea behind Sovrin, whether it's healthcare, hospitals, governments, financial institutions, universities.  That's the idea.  It's institutions that are in the business of trust one way or the other and say, yeah, I want to run on a Sovrin node because I want all of us to have trusted identity.
The second circle here is what we call observer nodes.  They're maintaining read-only copies of the ledger.  You can't write to them, but you can scale it up to DNS levels of volume because you can read from those nodes, and those nodes can give you the same cryptographic proof of the validity of a ledger transaction as you get from the validator nodes.
So that's the one point I wanted to make about if you're talking, even at the scale of a public global blockchain, it's still fit for purpose.  So I'm happy to preannounce here that the Sovrin Foundation, which is a nonprofit, global governance foundation being set up for Sovrin, is going to be announced at the Ctrl-Shift Personal Information Economy Conference on September 29th.  It's why I have to fly out of here to London tomorrow night.
I'm one of the first 11 trustees for this new public blockchain that's going to be in sandbox mode for the next couple of months before it goes into production for peer review of the code and the governance.  And I actually invite anyone in this room who is interested in Sovrin to talk to me.  I'll be here through the end of the day tomorrow.
So that my conclusion, even a global public ledger needs to be fit for purpose.  And I'll leave you with one last thought.  When Steve and I talked about these calls -- I mean, these talks, both of us had deep agreement on one point, which is no matter what, when we talk about blockchain or distributed ledger technology, it's just one component of the full market solution.
So I'm hoping that all the papers you're going to listen to over this afternoon and tomorrow, you think about it and just see it as one key.  It's the key to the door of the house that you need to build.  And with that, thank you very much.
[Applause.]
MR. ERIC LARSON:  Questions?  One.
MR. NEIL WASSERMAN:  May I ask?  Neil Wasserman from Timewave Analytics.
One of the issues that I think emerged in the previous talks, as well as yours, is that there are many elements to the blockchain business environment, of which the technology that has been addressed so far today addresses just a few.  And if we're going to apply blockchain to healthcare, it may pay to start from the use case and work backwards to understand what we actually need.
And one of the use cases I'd like to just put on the table because I think it's one of these cases that has the enormous global potential is the possibility of extending research cohorts to millions of patients in terms of data availability and analyzability of that data.  To be able to ask questions that relate to the behavior of patients, the interaction of multiple chronic diseases, all of those issues that pertain to the majority of the patients that actually absorb the majority of healthcare costs but are really unanswerable because clinical trials deal with very small numbers of patients, for example.
But that poses the question of anonymization of data.  When we're looking at data from multiple sources, are the patients really anonymous?  It deals with the ability to make that data available to researchers under certain conditions.  It deals with the permissions that patients give to the use of their data, not only a general permission, but with respect to sets of data that may pertain to individuals.
Anyway, I'd like you to just maybe, because this is a healthcare conference, comment on what we really need to put in place from a strategic standpoint that will allow us to address those kinds of use cases.
MR. DRUMMOND REED:  I'll summarize it in one sentence.  In fact, I was trying to keep track of how many times you used the word "permission" in the question you just asked.  I believe that blockchain technology, distributed ledger technology for healthcare has to be all about permission.
I think first it's going to be based on permissioned distributed ledgers, and then it's going to be all about who you empower, the individuals and the institutions, including the doctors, to obtain consent and share data that's permissioned and encrypted.  It's encrypted everywhere and only unencrypted with permission.
So, with that, there's another step, which is going to anonymization and very advanced privacy-enhancing technologies and respecting technologies like anonymous credentials.  With those technologies, I think we're going to see -- call it, it's the fourth, after the triple play of cryptography that's needed for distributed ledgers, the fourth element is going to be using anonymous credentials to actually share data and be able to search it and have large public databases that allow you to tackle the kind of problems that you were talking about.
I know there's a lot of interest in that.  We've been talking with insurance companies that would give their eyeteeth to get to that, large pools of data they can work against where they want the strong anonymity, they want the permissioning.  And they believe that this is the path to get there.
MR. ERIC LARSON:  Thank you.
MR. ALESSANDRO VOTO:  Alessandro Voto from Institute for the Future.
Self-sovereign identity is one of the most exciting things in the blockchain space that I've looked at.  So I'm really excited to see any kind of movement in this.
The question I had is around permissioned validators and why you imagined a system that needed permissioned validators.  And specifically, what role they play that provides value to the validity of statements made on that system?
MR. DRUMMOND REED:  So very important to draw a distinction between providing validity against statements made on the system and validating transactions in the ledger.  We're envisioning for Sovrin only the latter.
They have nothing, literally nothing to say about the validity of any statements on the ledger.
MR. ALESSANDRO VOTO:  And just a quick follow-up question.  In that case, why couldn't you -- why would you need a distributed ledger if you could use a centralized server to manage those transactions from someone like the U.N.?
MR. DRUMMOND REED:  Well, the problem with the centralized server would be the single point of failure problem that John did a great job talking about earlier, and Steve as well.  So where we ended up with Sovrin and -- is -- was really, actually, quite simple.  As we were looking at the power of distributed ledger to solve the longstanding user-centric identity problem, right?
And I say that as a member of that community where the Internet Identity Workshop conference that some of you here attend, we have No. 23 happening next month.  And that's every 6 months for 12 1/2 years now, okay?  That's how hard the problem is.
And I'm one of a group of us that think distributed ledger is finally a way to, you know, to get over the barrier and really enable that.  In looking at that, and that's one of the reasons we applied for the DHS blockchain identity small business innovation grant was because the question is what do you really need in terms of distributed ledger that can solve that problem?
And the conclusion we came to is you can do it in a permissionless system.  It's absolutely possible, but will it really be trusted by all the institutions in the world that need to rely on it?  And the answer is probably not.
So, so then you ask, well, what would be trusted? And the answer would be, well, design a system that's as close to permissionless as you can get with the thinnest possible layer of human governance so it will be trusted.  That is the design of the Sovrin Foundation.
I could talk to you all afternoon about that, but on September 29th, sovrin.org will launch -- S-o-v-r-i-n, by the way.  And they'll be -- I'm actually working on one of the white papers while we're talking here.  So there will be a bunch more information.  Again, there are 11 trustees initially.  If you're interested in that, please talk to me, you know, at lunch or coffee breaks or dinner or whatever.  Love to talk more about that.
One of the reasons I'm here is we hugely believe that a permissioned public ledger for self-sovereign identity could be one of the keys to unlocking all of these problems we'll be talking about with the use of patient-mediated data exchange for healthcare.
MR. ERIC LARSON:  Thank you.  No other questions?
[No response.]
MR. ERIC LARSON:  Thanks, Drummond.
[Applause.]
MR. ERIC LARSON:  Okay, we've made it to lunch.  So lunch is 12:35 p.m. to 1:35 p.m.  If you'll be back here around 1:30 p.m., that'd be great.  And then we'll kick it off with the panel.
Thank you very much.
[Recessed at 12:35 p.m.]
[Reconvened at 1:35 p.m.]
MR. ERIC LARSON:  Okay.  Thank you, everybody.  I know we'll get settled.  We're right at 1:35 p.m.  I'm still waiting on some folks.
But in the meantime, I do want to do some administrative duties again.  We have Chamber of Digital Commerce, if you guys received that email about an event tomorrow?  So this is Chris Chrystal with Chamber of Digital Commerce that's going to give you some information on that.
MR. CHRISTOPHER CHRYSTAL:  Thank you very much.  I appreciate that Eric.
Again, I'm Christopher Chrystal with the Chamber of Digital Commerce, and you should have received an email.  We have the ribbon-cutting of our D.C. Blockchain Center tomorrow.  We ask if you needed transportation to please let us know because we do have limited capacity on the buses that we're going to supply.
It's going to be at 620 Perry Parkway at the Hilton.  It's going to be there at 5:15 p.m. and leave by 5:30 p.m.  If you're coming to that, I'll be there to help anybody who needs help to be able to find out where the buses are.
And just please let us know, again, as soon as possible if you would like to come and also if you are going to need transportation.
Thank you.
MR. ERIC LARSON:  So, reminder, do not leave your car here.  If you want to go to that event, hope in your car, drive it over to the Hilton, and then hop on the shuttle bus downtown.  You won't be allowed back here on post without an ID.
That's about it.  Okay.  Is our panel -- all of our panel members?  Are we all --
MALE SPEAKER:  They're all here.
MR. ERIC LARSON:  Okay.  Okay, so next, we have Anil John from Homeland Security.  They're going to do a panel with Maria Vachia?  Vachino.  Sorry, I lost my phone and my notes somewhere.
So we'll start with that panel and get going.  So, Anil, did you want to?
Agenda Item:  Identity Innovation Projects (DHS S&T) Panel and Q&A:  Introductions and Overview
MR. ANIL JOHN:  Just a quick correction on the sequence.  We're actually going to be talking, the four companies that are -- that we're funding from DHS Science and Technology are actually going to be giving an overview presentation of their work.  It'll be followed by the panel.
But before I start, as Eric mentioned, my name is Anil John.  I manage the identity management and data privacy R&D programs for the DHS Science and Technology Directorate.
I wanted to just -- these type of events do not come together on their own.  I just wanted to make sure that I provided a shout-out to somebody who actually was the reason for these 2 days happening.  She's actually always been at the intersection of innovation and collaboration and the right application of the convening authority of government in bringing public and private sector together to drive solutions forward.
So I would -- if I could just have a moment of appreciation for ONC's own Debbie Bucci, who is standing right there.
[Applause.]
MR. ANIL JOHN:  So Science and Technology Directorate is the R&D arm of the U.S. Department of Homeland Security.  Our time horizon happens to be 1 to 5 years out. 
Given that, so we are very much interested in general about all types of technology that has an applicability to what we call the homeland security enterprise, which is not just Government networks, but it is also the larger private sector critical infrastructure providers as well.  And our interest primarily tends to be within the realm of the applicability of security and privacy aspects to any type of technologies that are deployed within that environment.
Now when we started down this path, a lot of the conversations around this topic, especially around security and privacy, tended to be at a starting point what Alan Greenspan would call "irrational exuberance" to the extent of I have a magic pony that is -- has rainbows coming out as hashed outputs, right?
[Laughter.]
MR. ANIL JOHN:  So our interest in the R&D work that we're funding was rather simple.  A challenge to the community on "put up or shut up" regarding the applicability and the implementation of security and privacy principles that we are all familiar with that have stood the test of time on the security side -- confidentiality, integrity, availability.
On the privacy side, just as important, just as critical -- pseudonymity, selective disclosure of information.  These are all important things.
So what you will hear today are from four companies -- three of them out of our SBIR program, Digital Bazaar, Respect Network, and Xcelerate; and one program, one company, Factom, out of our Silicon Valley innovation program -- that are all on their own path to delivering services in the larger scale.
But on the path to getting there, they have had to solve the problem, or at least understand the strengths, limitations, and the challenges of implementing security and privacy within their unique implementations.  And what you're getting is a firsthand look at where they are today.
So I hope you enjoy the rest of the afternoon, and in order to provide a much better introduction than I, I'm going to pass the podium to Maria Vachino, who is the technical lead for our Identity and Privacy Program.  She will introduce each of the companies, and she will also moderate the panel at the end, where I hope that you will have a good Q&A.
And please, have a go at these guys.  You know, they're smart.  They're capable.  They've been around. So we definitely want them tested in the crucible, as it were.
And if you see something worthwhile at the end, go talk to them.  Because I think they are very interested in getting real use cases, real ideas from operational units that whether in the private sector or the public sector in how they can make their products better or relevant to your community.
And with that note, Maria.
[Applause.]
MS. MARIA VACHINO:  Hello.  Good afternoon, everyone.
The first speaker that I would like to present is Manu Sporny.  He's the CEO of Digital Bazaar.  He was up there at the microphone earlier today with a number of good questions.
He's also the chairman of the Verifiable Claims Task Force at W3C, and his primary focus is on creating open standards in technologies that will integrate payments, identity, and blockchain into the core architecture of the Web.
Agenda Item:  DHS Identity Innovation Grants
MR. MANU SPORNY:  All right.  Thank you, Maria.  Thank you, Anil.
So we're one of the organizations that got its Phase 1 SBIR, as Anil said, as he mentioned.  We have had to do quite a bit of research to basically prove out.  The whole, you know, "put up and shut up" thing was very real, right?
I think it was very interesting how DHS approached it.  They didn't approach it with irrational exuberance, which was rife at the time.  They said here are all of the security and privacy characteristics that we have known of for the last 25, 30 years.  Show us how blockchain technologies fare against those.
So just a real quick overview of the goals of this session.  We did an analysis of blockchain technology. So I'm going to hopefully give you a quick overview of those -- of that analysis to just give you a taste for the type of analysis that we did.
Give you a couple of key takeaways, right?  We looked at a ton of different blockchain solutions and looked at a variety of different capabilities that they have and came away with some key takeaways.
We wanted to talk a bit about standardization today, but because currently most people don't know this, but blockchains don't interoperate, right?  You pick one or the other, and standardization is just this thing that doesn't really exist around blockchains and is going to have to exist if this stuff is going to hit scale.
And then, finally, outline some of the identity ecosystem promises that blockchain technology could kind of achieve for us.  Unfortunately, the slides are a bit messed up.  So, hopefully, this next one looks somewhat okay.
So, so here are some of the security capabilities that DHS asked us to look at, right?  Confidentiality, information availability, integrity, nonrepudiation, provenance.  These are core security principles that have existed for well before blockchain technologies came around, and we basically took each blockchain.  So we looked at six of them, or blockchain-like systems.
We looked at Bitcoin, Ethereum, Stellar, IPFS -- Interplanetary Fall System -- Blockstack, and Hashgraph.  Dug into the code.  We didn't look at rhetoric.  We went right into the code, our background as computer scientists, and looked at what they're actually capable of.
So red is kind of -- you know, a brief read of it is red is bad, yellow is like "Hmm, there are some problems here," and green is, you know, they do this pretty well.
So if we look at things like confidentiality, you'll see that just about every single blockchain didn't do that well there, right?  So these are public blockchains, and it makes sense, right?  It's very hard to keep information confidential if you're going to publish it to the entire world.
We argue that even if you were to encrypt it, that's not good enough.  Encryption has a shelf life.  It will eventually be broken.  And so when it comes to thinks like confidentiality with data on the blockchain, we make a very strong assertion that it's very difficult to achieve that if -- if at all possible.
But if you look at, you know, nonrepudiation, half way down this, you see that every blockchain is actually pretty good at nonrepudiation.  And that's because most blockchains use digital signatures in some way, shape, or form to ensure the integrity of the data.
So, you know, there are -- there are some interesting security capabilities that different blockchain provide, and we wanted to make sure that we boiled things down to first principles.  Because if you're going to have a blockchain for identity, you really need to understand what core principles each one of these blockchains can achieve.
So we not only did this for the security capabilities, but for performance characteristics as well.  So as far as performance is concerned, we looked at things like consistency, system availability, tolerance to failure, you know, latency, auditability, and again, we used the same kind of scoring mechanism. Red is kind of bad.  Green is pretty good.  Yellow is somewhat problematic.
And so when you look at things like -- so that the interesting data to come out of this is if you look at things like Bitcoin and Ethereum, they're kind of red, right?  So why is that?
Well, in many of the cases, if it takes you 30 to 60 minutes to verify that a block was actually written to the ledger, that doesn't fit a lot of the identity use cases that we're looking at, right?  If it takes you 60 minutes to establish that someone has an identity or you've written something to the blockchain, that might not be good enough.  You might need, you know, 5-second, 10-second delay to do that.
You'll also see that different systems, like, for example, Stellar in the third column there, do fairly well against Bitcoin and Ethereum when it comes to failure tolerance and scalability and latency for writing blocks.  So, for example, Stellar, you can have a single block verification in under a minute.  Whereas, that's very -- that's just not the case today for Bitcoin and Ethereum.
So, again, going back to first principles is really important if you're trying to create a blockchain or pick a blockchain that meets your use case.  You have to look at each one of these characteristics to know whether or not it's going to work out.
So what are some of the key takeaways here, right? So blockchains are pretty useful when it comes to loosely coupled organizations that need to share and audit information, right?  If you don't want to give another organization direct access to your database, you might want to look at blockchain, right?
The other thing to really notice about that data there is that blockchain technologies make very important tradeoffs.  You really should understand the tradeoffs that they make before you pick any one of them.  And in fact, most, if not all, of them are ill-suited for identity management today.
This means that we probably are going to need a new type of blockchain.  For example, Drummond talked about Sovrin.  You need someone to take a look at this technology and say, listen, we're building for a very specific use case, and we have to be very careful about the types of choices that we make here, right?  You can't just say we're just going to shove it on Ethereum and Bitcoin and hope that things work out.
The other key takeaway, of course, is that blockchains are just a part of the identity ecosystem. There are things like decentralized identifiers -- again, that Respect Network is working on as part of their DHS work -- that are really important for this ecosystem.  Blockchain doesn't solve everything.  Hopefully, people have gotten that message very clear, that there are other parts of the identity ecosystem.
Blockchains can be a buttress to help those -- the entire identity ecosystem operate, but really understand that they're not the end-all, be-all solution.  The other issue, of course, is that blockchains are not interoperable yet.  There are no standards, right, other than the code that's executing out there, and the code is changing pretty quickly.
So to follow up on that last item, we've started work at the World Wide Web Consortium in something called the Blockchain Community Group to try and attempt to bring together organizations to create next generation standards for blockchain.  For those of you that don't know who W3C is, they're composed of 400-plus member organizations.  Google, Microsoft, Facebook, all the big technology companies are there.
They build the next-generation Web.  We are incubating some blockchain technologies in there.  It's very early days.  But if we want this stuff to scale, we absolutely have to standardize the interfaces to the blockchains and the way -- the types of data that we can store in the blockchains.
As a part of the DHS work, we've submitted two items, Verifiable Claims and Flex Ledger, which Drummond spoke about earlier.  The Verifiable Claims work, I'm happy to announce -- and this is actually the first time we're announcing it -- made it to the next stage at the W3C for standardization.  So they will be a working group if the W3C membership votes for it.
This has been in incubation for 4 years.  It takes a really long time to do standards.  But we have really good news that we're heading towards something that people like the healthcare community could use.
So standardization, really think about it.  If you're going to deploy something, ask that question.  What parts of these are standardized?  Because that's going to tell you whether or not you're going to be locked into a particular vendor or not.
Oh, unfortunately, this slide did not come through at all.  The ecosystem that we have there is at the bottom, credential issuer, consumer, and holder.  The stuff at the bottom of that is pretty much done as far as design work is concerned, and that's the stuff that's going forward at W3C.
The bit at the top is the blockchain or the blockchain standards that don't exist right now.  So all this to say that this is a part of an ecosystem.  It's certainly not the -- it's a part of the ecosystem, right?
So the promise of blockchain technologies for healthcare in particular.  We need ways of asserting claims.  That is not blockchain technology.  That is something else.  This is the Verifiable Claims work that's happening at W3C.
We would love to see more healthcare organizations involved.  In fact, we can't move on healthcare right now.  Nothing is happening in healthcare because we do not have the organizations giving us the input that we need on Verifiable Claims, and this is something we're going to be standardizing in the next 2 years, right?
So, please, people in this room, if you're not already involved in W3C, join.  Because nothing is going to happen if you don't show up.
What can we do with this stuff?  Well, what about real-time verification of a doctor's license status when they put in a prescription, right?  Blockchain is a pretty good technology that can help in that way.
How do you audit drug delivery when it comes to supply chain management?  So how do you track a drug as it goes from manufacturer to the shipping facility to the distribution facility to the pharmacy?  Blockchain is a really good example of that, of being able to help that industry.
Detecting insurance claim fraud.  So when a vehicle is totaled, this is not necessarily healthcare, but should give you an example.  There are criminal organizations out there that register a vehicle with three different insurance providers, and they go out there and destroy the vehicle, smash it to pieces, and put in three claims at three different insurance organizations.  And those organizations don't know that there's a claim at USAA or GEICO for the same vehicle because they have no way of loosely coordinating with one another for those insurance claims, right?  The same kind of things could be done for medical insurance, insurance fraud detection.
And of course, for those of you in here that are doing continuing education credits, it would be nice to match something like an NPI number to the types of continuing education that you're doing so that people know the skills that you have been learning over time. So that hospitals or anyone looking to hire you can check on that using blockchain technology.
So just a few examples of what can be done with blockchain technology in healthcare.
All right.  We'll stop there.
[Applause.]
MS. MARIA VACHINO:  I would now like to introduce Tiana Laurence.  She's the chief marketing officer for Factom.  She is a serial entrepreneur, and the company that she founded most recently was Digital Aptitude.
Agenda Item:  IoT Device Identity
MS. TIANA LAURENCE:  Hi, guys.  Can you hear me okay?  I usually like to move around.  I'm an athlete.  So staying behind the lectern is painful for me.
So I'm going to give you guys a brief overview of what Factom is so you can understand what we've built out as our proof of concept for DHS.  So I've heard a lot at this conference sort of like which of the blockchains is there to rule them all?
I don't know.  So we sort of built Factom around that idea that we didn't know what the blockchain space would look like in the future, but we wanted to make sure that our technology would be ready for that.
So the general idea is we're all looking for data integrity.  We want to be able to prove what happened in the past and that it can't be rewritten.  So that's kind of like the concept behind blockchain from our point of view.
So Factom is a blockchain of itself.  It's not listed with many of the other ones you guys have heard about because it works a little bit differently.  Our consensus mechanism is most similar to Raft, and then we anchor ourselves into larger blockchains for interoperability and extra security.
Because you really can't beat that 5,000-plus nodes on Bitcoin and their type of consensus mechanism. So we have our own security within Factom and then get to use the security of other blockchains, too.  So it's extra redundant.
But in all in all, Factom is really just a publishing engine.  It allows us to publish whatever you want, up to a K of data, and then trace those transactions over time and link them together with those things that you guys heard about earlier -- hashes and being able to put a fingerprint of each of those records inside of each of those transactions, which lets us run lots of different systems off of the same ledger.
So you can have many different types of systems all sharing a ledger, but you only have to care about the data that you're interested in, versus with Bitcoin, you have to have all of Bitcoin to prove any of it.  With a Factom type of system, you can just run your own chain of information, and you don't have to worry about that.  So it's very scalability, very lightweight.
And the other part is we've heard a lot about privacy, about how do you keep private data private when you're publishing it to the world?  So the way we've thought about that is keep it within your private systems and then use fingerprints again, those digital hashes of that data, to then prove existence.
I've heard a lot of talk about different types of encryption and things like that that can be, you know, ready for the future and ready for quantum computing and things like that.  We don't know what that looks like because, as far as I know, quantum computing doesn't exist yet.  But let's say that it is exists in the future.  How do we make sure that we're prepared for that?
Okay.  So let me talk to you guys a little bit about the DHS project.  I'm very nervous because I've been very hush-lipped about it.  So I was like, no, why are telling everybody about it?  But it's really exciting.
This is a general overview of the five different steps that we took to help secure data coming off of IoT devices.  And with Factom, we used camera data, and we took three different cameras.  So let me dig into this a little bit because I know this is a very intense slide.
So the first phase is we wanted to collect data.  So, for us, these were images coming off the cameras.  And then how do we transmit it?  So we were transmitting it a couple of different ways.  Over radio, over SMS, and you could do it through email.  It's very flexible.
And then, once we had it, we had to secure it.  So, for us, that involved a couple different things.  The closer you're able to hash data at the source, the more secure it is.  So we wanted to simulate that because we -- you know, we're a little startup, we couldn't like manufacture the chips that could do that or change the code for these cameras.  So this is what we ended up doing for that specific aspect.
And I'll let Andrew, when he's on the panel, get into it a little bit more.  But basically, we're taking that data and securing it within the Factom system and then verifying whether or not that data existed or whether or not that device, that camera is already in existence and, therefore, may be somebody trying to spoof that device.
And then after that, we would send it off to the DHS system.  So from there, like we're trying to understand whether or not this has value, whether or not what we're doing is any good.  So the idea is basically making sure that somebody isn't trying to come in there and replace images or change images or give you a different image than what you expected.
So in this kind of system, the way hashes work is that you never get the same hash for like even if like one single thing in that image is different, you're going to get a completely different hash, and therefore, you would know whether or not that had changed.
And we weren't just taking the images, we were also trying to take as much data off of these devices as possible.  So that would be things like GPS location and different kind of basically manufacturing data, whatever we could scrape off of it to also embed with each of these images and allow for the camera basically to sign for each of the images so that we knew that they were unique to that camera and belonged to that camera.
So then what if you had somebody come in there and change that?  It would become very apparent very quickly.
So I'll let Andrew kind of go from there, but that's sort of what I had for you guys. Did you guys have any questions?  But also remember we'll have Andrew on the panel as well.
[No response.]
MS. TIANA LAURENCE:  No?  Okay.
[Applause.]
MS. MARIA VACHINO:  Next we have Drummond Reed, who spoke earlier today.  He's the CEO of the Respect Network.  He's also been the co-chair of the OASIS XDI Technical Committee since 2004, and he has spent over 20 years developing Internet identity, security, privacy, and trust frameworks and has held leadership positions in the Information Card Foundation, the Open Identity Exchange, ISTPA, XDI.org, and Identity Commons.
Agenda Item:  Decentralized Identifiers (DIDs):  Solving the Root Identity Problem
MR. DRUMMOND REED:  Which basically says I've been doing this for way too long.  But I'm excited because I think we really are getting to the point where we can solve a really big problem in what -- actually, one of the papers we're putting out on Thursday, Christopher Allen, who some of you may know is the co-author of the SSL protocol, wrote a great paper on self-sovereign identity, explained the evolution has really been centralized identity, federated identity, user-centric identity, and finally self-sovereign identity.
What makes self-sovereign identity self-sovereign is the fact that nobody can take it away, that it is truly something you own and control.  And Steve Wilson earlier nailed it.  It's because you have the keys.  It's all cryptographically based, and it's all based on you owning and controlling those keys.
Now if you own and control those keys, what are you controlling?  What is it on that distributed ledger that you're actually using to establish your identity? That's what we, Respect Network, when DHS came out with their blockchain identity grant, we said, hey this is the part of the problem that we can focus on.
And ironically, the title of it and the terminology, "decentralized identifiers" did not come from us.  It actually came from work that Manu Sporny and his team spearheaded at W3C.  That's where the term came from.
So I'm going to explain this quickly.  It does -- it's a pretty technical piece of the whole puzzle.  I would argue it's actually the most important piece.  It's how you get the start or the root of an identity. And this is why it's so important.  We've been covering this all morning.  So I don't need to convince you about that.
When it comes to identity, especially decentralized identity, the potential of a distributed ledger that can solve the root of trust problem, meaning how can there be a global source of identity that any person or company or application or government around the world can look to and trust, but it's not owned or controlled by anybody?
That, again, is what really is the definition of self-sovereign identity, and I don't know exactly how 164 got at the bottom there.  That might be the backdoor on the slide.
[Laughter.]
MR. DRUMMOND REED:  So I want to reinforce this isn't just my thought.  A significant portion of the Internet identity community that meets twice a year is focused on this problem.
Now Phil Windley, who is one of the founders of that conference and actually is going to be the chair of the Sovrin Foundation that I talked about earlier, wrote this blog post about 2 weeks ago.  He called it "An Internet for Identity."
That we are -- what we're trying to do is create the same public utility for identity as the Internet serves for our network today, and I'll highlight that summary of his blog post right there.  "Online service interaction is being held back by the lack of identity systems that have the same virtues of the Internet."  So I highly recommend this post of the Internet of identity for explaining that whole thing.
Again, you saw this slide earlier as to why we think a public permissioned network is an example of how that can be done.  It may not be the only way, but regardless of which of these you might choose, you still have to solve that same problem of so what on a -- even if you take something like Sovrin, what does a root identity record look like?
And Manu made the point earlier, we need to standardize this.  And as the DHS grant highlighted, how can it not just provide the security characteristics we need, but also the privacy characteristics?  And I'll talk briefly about both of those.
So our short answer to what it needs to look like, especially if you need to standardize these things on a global scale, it needs to be as simple as possible.  It needs to be something that's a lot like the simplicity of DNS.
And this is a class -- it used to be key value pair.  But there's a special, obviously, aspect to the key, and there's a special aspect to the value.  The key, we call a DID, or decentralized identifier.  And we call the value of the DID object or some developers have been telling me we should really be calling it the DID descriptor object because the job of the DID object would actually be the object for that identifier.
So in any case, quickly talking about these decentralized identifiers, what's so important about them?  Well, first, again I made that point.
Global unique identifier that you do not need to get from a centralized registry.  This is actually very well-established technology.  It's, I think, 15, 20 years old.  UUIDs, they look like that.
The inspiration of Manu and the W3C folks was to say, hey, let's actually turn that into a standardized identifier for a decentralized identity.  You have no  idea what it represents from that number by itself.  Whoops, let me back up.  I wanted to highlight that number.
It doesn't tell you if it's a person, it's an organization, if it's a thing.  You have no, no -- there's no PII in that by itself.  So that's a what we call a decentralized identifier, or DID.
There's a second in our work we've highlighted that there's a whole other community that says, oh, actually, what we want are cryptographic identifiers.  Now that's a term originally coined by the OASIS XDI Technical Committee, but a common concept across a lot of the Bitcoin community.
In this case, it's also globally unique.  Anyone can generate it, like a UUID, but it has cryptographic properties, okay?  An example, which is the default identifier on the Sovrin distributed ledger, it's a base58 encoded Ed25519 key.  All the crypto folks here understand that.  It looks like that.
Again, same properties.  There's no -- you have no idea what it represents or there's no PII or anything else.  You just know that's a globally unique identifier.  But you do know from that prefix right there that there is a way to use that essentially as a verification key.
I want to say public key, but verification key is a little bit more accurate.  So in other words, if that identifier was on a DLT of any size, you could actually use that, just that identifier by itself, to verify a signature or transaction from the owner of the private key that goes with it.
So interesting situation that we found out in doing our research, you do -- you know, we're in the third of four phases right now, which is actually implementing this.  What we discovered is there are not just these two types of identifiers.  There are entire worldviews behind them.  There are very strong arguments for the two camps.  I actually sit sort of in the middle.  I'm fine with either one, but we just need to decide.
Well, that's not the easiest thing in the world.  The only thing we've been able to find so far is that both camps agree we need a single unified standard for how to do this across all contending blockchains or distributed ledgers.  So we're still working on that part of it.
Now I want to quickly cover the second half, which is the DID object.  The identifier turns around and gets you an object, and here is the basic idea.  Everyone agrees -- JSON data structure, okay?  Well-established out there, small, compact, completely structured data.
It has to be digitally signed, no matter what blockchain you're using.  Like any other transaction on the blockchain, but this JSON object itself.  All three of these are candidates for doing that.  Ideally, they're all supported.
There are four essential elements in there.  The identifier is included in the object.  So if you just have the object, you actually know what identifier is describing.
Secondly, pointers to the sources of claims.  You've heard a number of times here, and you'll see me repeat, if you want privacy on a public blockchain, you don't put private claims on the chain.  You put identifiers, keys, pointers, proofs, but you don't put the claims there.
The other two keys are really what make it so unique.  Cryptographic proof of ownership of that, which could be down to, like I said, the CID.  But if it's a DID, you don't have that, and you need it.  You need, basically, a public key in that object.
And then another thing we call proof of update, or it's also now being called proof of control, which is the key associated with that identifier is the one you can use as the principal.  But you might want other ways of proving that someone could update that record, and that's critical for key recovery.
If you lose your keys, you've got to have a way -- you know, if you lose your device or a key is compromised, you need a way to recover it.  Every effort that we've seen for blockchain identity that takes that seriously has a solution.
I'll even point out the uPort identity work being done for Ethereum.  They just published a paper -- I think it was about 10 days ago -- that has a very elegant web of trust based solution.  Respect Network, others, Sovrin community, same thing.
Web of trust meaning, there's a series of delegates that you've given a proxy to, and it takes a threshold number, like half of those, to sign a signature, and you can change your key.  So all four of those things are the essential elements of the DID objects.
With proof of ownership, actually, I want to quickly just point out, you can do it with just the CIDs if you have them, or you can do it with a private key signature -- excuse me, a public key encoded signature.  Again, there are sort of two camps.  We think we can accommodate both.
With the proof of update, again three basic options.  You can do it yourself.  You can do it with M of N signatures.  And then you can do it with smart signatures, which are half way to smart contracts, as done on Ethereum.
So I'll wrap up with these, this last set of points.  All of that that we specify in this -- in this work we've been doing is a specification for how to do the identifier and do the object.  The last step is how do you do this on any particular DLT?  That's what we're calling a binding, and it turns out there's a lot of work and a lot of variation in the bindings for different public ledgers.
We've done our work with DHS.  We're primarily showing the binding for Sovrin because it's being designed for that purpose.  We're also going to show a binding for Bitcoin, and if we're lucky, we'll get a binding for Ethereum done there.
If you're interested in this work or a binding for the DLT you're working on, talk to me because we -- we believe it can be done for any -- in essence, if you have a DLT that you can't do a binding to, you probably shouldn't be using it for identity. That's our work.
This is an extremely important point.  The community of folks in distributed ledgers, blockchain identity, we've been talking to.  If you want to try and prove the same distributed identifier or cryptographic identifier, multiple blockchains, you get into a hellishly complex source of authority problem.  We think we have a solution for that.  It's actually just been with the set of folks on our team just come up in the last week.  So we're going to be proposing that and testing it.
I'm going to close with remember there are two parts of it, the security and the privacy.  What we have found is four rules for how to respect privacy.  First one is you don't have, just as an individual, just one DID or CID.  You have as many as you need to get the privacy respect you deserve, okay?
And that could mean hundreds or thousands.  You have to, again, design a ledger for that purpose.
Secondly, don't store private attributes on a public chain.  There is, of course, a way to do that and to standardize how it happens with all of the exchange happening through peer-to-peer exchange where everything is encrypted and permissioned.
If you do that, you've got to be careful about the pointers off ledger being correlated.  That's a secondary problem.  And lastly, again, as I said this morning, use anonymous credentials wherever you can.  We have an enormous opportunity here, and I will carry this word from Kim Cameron, the chief identity architect at Microsoft.  A public watching for identity is the opportunity we have to finally bring anonymous credential technology into widespread public use.
He has been working on it.  Microsoft has been working on it.  IBM has been working on it for at least 10 years now, but they haven't found a way to really get it into broad use, and this is it.
Watch for the publication of this specification coming out of this process.  We -- I've talked to Anil, and you know, it could go anywhere, possibly W3C or OASIS. So if you have a strong feeling about that, let us know.
And also these events coming up, we're going to be basically showcasing demos and the spec at all of these events.  Highly recommend it if you are interested in this topic.
And I think that's all the time I had, probably more time than I was supposed to.
[Applause.]
MS. MARIA VACHINO:  Our last presenter is Adam Migus.  He's the technical lead for the Xcelerate Blockchain Project.  He is an enterprise architect with almost 20 years of cybersecurity experience, and he has focused on digital identity for the last 8 of those years.
Agenda Item:  Decentralized Certification Service
MR. ADAM MIGUS:  Thank you.  All right.  So I just want to introduce the team.  There's -- oh, I'm sorry.
I just want to introduce the team.  So there's a lot of good things I could say about the team, especially if you removed my name from the list, but the one thing that I would say I think that really I want to point out is we took two camps.  We took -- we've got some identity and security folks and threw them at blockchain.  And then we got some blockchain folks and threw them at identity.  We all got in the same room and tried to figure out what we'd do, and I think we did something cool.
So I joked to the team this morning that I knew exactly what I wanted to say in the drive up here this morning, but after I heard everything that I heard this morning, I'm not so sure anymore.  Let's see if this agenda remains somewhat intact.
So we're going to -- we're going to touch on public blockchains in the context of identity, security, and privacy specifically.  We'll talk about the Decentralized Certification Service, which is what our solution or our prototype currently is in response to that, in part; progress to date; and next steps.
So the project was broken down for us in the following deliverables.  So we had -- we did a privacy and a security assessment of public blockchains.  We certainly cooperated in doing that, Jen and I.  But they are technically two separate documents.  So you can go and you can read a security assessment.  You can read a privacy assessment.
And based on that in part and, of course, our own thinking, we came up with a software design and a proof of concept to validate that, and now we're going to switch gears and start talking about a commercialization strategy.
So I'll jump right into I'll do the privacy assessment first.  I'm really just recapping. A lot more to it than that, and you can read the documents for more details.
So at the end of the day, for privacy, we ended up identifying the following benefits.  So pseudo-anonymity is hopefully clear to everybody how that's achieved in general, but for us, as you'll see, we did it by decoupling the identity from what we'll call the certification.  That will make sense in a minute.
Minimalism.  So, of course, we went with claims instead of attributes, and we went with the minimal claims that we could have to make the system work.  And then consent.  So the user unlocks their claims, and you'll see how that works.
The main risks, of course, are immutability, data integrity, which we sort of deferred, and you'll see that in the prototype.  It's something that we did think about, but we decided -- you know, we had to focus on some stuff and defer some stuff.  And so we decided to deal with data integrity later.
And the same with transparency.  It's really, I think, for us that comes into play, and we talk more about productization and commercialization of a solution.  It is a prototype at current so transparency is really just something to keep in mind at this stage as we thought.
The security part of things.  So we took a sort of I might even say the opposite approach of my friend here earlier who went very in-depth and looked at the code.  For the security assessment for us, we just really did a survey of the security of Bitcoin specifically, and we did it based on just, you know, looking around at the attacks that are -- that are known and theorized.
We did that specifically for Bitcoin, a sort of differentiating factor, and we did it basically because mainly the second and third threats on that list there. A 51 percent attack and network deterioration essentially boiled down to network availability.  Bitcoin is really the only blockchain that has, in our opinion, a significant enough availability through participation, through sufficient participation.  So we really just wanted to concentrate on Bitcoin for that reason.
To flip back to the first point, I just had to reiterate, of course, what Steve said this morning, and others as well.  You know, one of the biggest things with blockchain technology is we sort of just push off to the side one of the most important problems, right? It's key management.  And that, in my mind, certainly means that the number-one threat is loss or theft of wallet.  If you lose your keys, you lose your identity. It's pretty much it.
The 51 percent attack rated very highly for us.  It's -- again, it's about availability. If more than half the network is under one party's control, you have a problem.  I won't belabor that point.
Network deterioration, similarly.  Network deterioration is characterized by basically as a race to the bottom that Bitcoin miners are engaged in through the decreasing reward, and that eventually leads to homogeneity of the network and ultimately will -- it's a race to the bottom.
Transaction reliability is kind of interesting in that it's what I'd argue is probably the only protocol attack we looked at.  It's arguable to call it a protocol attack, but certainly protocol level.
And you know, it's -- there are sort of solutions being discussed about it.  But you have to then go back to another point that I think Stephen made earlier, which is the consortium -- the cabal, I think it was called by someone earlier -- it started to make the cabal take action, do something differently.  And so there's a lot of talk about what transaction malleability, how it can be fixed.  But it's one thing to talk about how to fix it and another thing to actually fix it.
Similar with block size.  Block size really is if there's one metric that, you know, people have talked about the theoretical maximum transaction rate of seven transactions a second, that is really a function of block size at the end of the day. So we consider block size or the ability or lack of ability to change it as a threat.
If you boil all that down and you look at all of this in the context of identity, which, again, is what we did, we really said, well, there's really two impacts left out of all of this.  There's denial of service.  If I can take away your keys, if I can control the network, if I can flood the network with bad transactions, at the end of the day, we're going to deny service to somebody.
And then the other one is impersonation.  If I can steal your keys, if I can use them, I'm you.
So after we did all that, we sort of said, well, you know, what can we -- what can we do with this thing, right?  What are the advantages?  And we ended up landing in a place where we basically -- we're using it as infrastructure, and I draw that distinction between you've heard a lot of folks today talk about mining software and the way it works and making changes to blockchains that carry different things.
We're -- all we're using it for is really two key capabilities.  Its highly available key distribution -- I like to say it's the I, for certain values of I, and the I is key distribution.  It's just a great way of deploying or distributing public keys, and you'll see how we capitalized on that.
The pseudo-anonymous registrar.  We used Onename, although I'll talk about some tradeoffs there.  But essentially, we decoupled the individual from the certification, the claims that we're making about them.
So we ended up creating something we're calling the Decentralized Certification Service.  It's a prototype right now.  This mouthful of words is what we landed on after many, many iterations of discussion.  I won't try and read that off.  I'll just let you just bask in that for a second.
So design goals.  So when we developed the solution, DCS, we really wanted privacy enhancing and security first by design.  That's what we were tasked with doing.  So if we're going to design something, we're going to do that.  We wanted to leverage blockchain, and we feel like we've done that.  We want it to be Internet scale.
So we came up with a prototype.  We did base it on Onename.  Onename itself is based on Bitcoin.  It calls itself a registrar for Blockstack, a decentralized naming storage system.  Basically, it's a great way -- I have a Onename ID.  I'm sure other people do in this room.
It's just a persistent identifier, sort of like Drummond was talking about, that I can anchor my trust on.  And it's Internet scale.  It's decentralized.  It's public.
So we use public key cryptography.  Onename publishes a public key, and so we're leveraging, you know, the key pair, and so for one of the biggest ways we use that is we do challenge response authentication.
We have an interesting -- we say we're an attribute service.  It's kind of interesting, though, in that we'll take and store an attribute, but it's sort of a match only.  There's no query.  There's no way you can pull out the attributes that are in the system.  You can only just verify that something that has been previously put in there is in there, and we think that's pretty powerful from both a security and privacy perspective.
So let me -- it's all very abstract.  Let me sort of make this real.  So, you know, in the -- in the topic that we talked about, the FEMA example.  We just sort of ran with that.  We -- when we sat down in the room together, all brainstorming, we just sort of landed on it and found ourselves just talking about.  So we stuck with it.
And so I'll explain the typical DCS flow in those terms.  It's oversimplified a little bit.  Bear with me, but it speaks to the system.
So, for us, a user asserts a claim.  For us, we're just going to use the example of an EMT certification. So picture somebody who's an EMT.  They're just going to say "I am one."  So, obviously, someone has to turn around and validate that.  That's not a very useful attribute to self-assert.  It needs to be validated.
So, so in our fictitious system here, a FEMA agent will actually validate.  You know, in real life, obviously, what's really going to happen is you're probably going to take your certification at the EMT -- wherever you go to take your certification, someone is going to sign a piece of paper that says you're an EMT. It would really be that person who would be attesting.
At the end of the day, the flow is after the attestation happens, both parties -- so, first, the self-assertion includes the actual first party, the individual self-asserting. They say, "I'm an EMT."  They do that by signing that assertion.  And the certification is signed by the agent who authorized it.
So at the end of the day, you've got this little piece of data that's really just the assertion.  "I am an EMT."  In our prototype is literally just an English sentence, "I am an EMT."  And then it's signed by both parties.
At that point, that can be stored in our repository, and then later, you can essentially repeat that same operation, but for verification purposes instead of storage purposes, which is to say I can have the exact same interaction, I can come and self-assert that I'm an EMT.  Somebody can sit across from me with the same key that authorized my claim in the first place, and they can sign.
This time, instead of signing something to be stored, they'll just sign something to be challenged.  We'll throw that at the repository, and the repository will say, yeah, I've got that exact same piece of data before, and that's validity.
So you can never pull out of the system "tell me all of the people who've asserted EMT."  All you can do is basically have the same person show up, have the same counterparty show up, have both parties sign a challenge analogous to how they signed the data in the first place, and then get back a verdict instead of actually committing it to storage, if that makes sense?
At the end of the day, a State can then -- I'm sorry.  Step two in this whole scenario is that the user then shows up at a disaster site, and then FEMA can conduct that second verification and basically know that the person is an EMT pseudo-anonymously, in fact, and deploy them.
So the advantage of that system, so Federal agencies can be trusted intermediaries without functioning as data brokers.  So if you look at the ways that Federal agencies do this kind of thing today, they just end up being data brokers.  You know, emailing data back and forth.
This is a neat way for them to serve the function, but they actually don't have to email any data around. Individuals can assert their own qualifications to State and local governments, and they can -- if they can do it in the first place without identity proofing, then they can also reassert it in the disaster scenario without any identity proofing there either.
I'd say additional because it's, you know, sort of in real life, I think we'd expect that, you know, at the time the person got the certification it'd probably be some level of real-world identity proofing.  But you know, the advantage is at the disaster site, where there's actually advantages to having pseudo-anonymity, we can't have it.
And State and local governments, of course, gets what they want because they can deploy qualified individuals in real time confidently without needing to intimately know the qualifications of all these different States and services who are coming in aid.
And then the last thing is privacy and security with pseudo-anonymity is enforced through the public key cryptography.  Again, those claims are signed by both parties, and there's no way to strip that.  It's not a soft control.  It's not a discretionary security control.  It's not a legal control.  It's cryptographic.
So where we are now.  So we did the research I had mentioned earlier.  We did privacy and security assessments.  We have a proof of concept, and we've just based it on the Drupal CMS RDF.  We had some experience with that product, and so it was very easy for us to do that.
We just based it on a simple assertion.  It's literally the English -- oh, okay.  It's just the English saying, "I am an EMT," and then we're -- we've just got sort of a basic proof of concept working now. And so we're starting to look at how to productize that.
I'd skipped over it earlier when we talked about privacy.  So we skirted the whole immutability thing by basically just going with off-chain storage, and you've heard people say that that's -- you know, I think that's where the consensus were landing.  But we do figure we need to sort of revisit that as the system becomes more robust.
Various service providers.  We used Onename, but we're not -- it could really be anybody.  It could be any registrar on top of a blockchain.  So, you know, we can look at others.
And then complex key arrangements.  One of the things, if you caught it, that I said earlier is that the counterparty, who is there to authorize your claim when you first show up and say "I am an EMT," to store it for later use has to have the same key as the entity that shows up at the disaster site and validates you to go to work.  And that's probably not realistic.  So we do need to come up with some sort of -- either the M to N or smart sigs.
That's it.  Thank you.
[Applause.]
Agenda Item:  Identity and Blockchain Panel and Q&A
MS. MARIA VACHINO:  I'd like to welcome our speakers for the SBIR presentations up to the panel now.  We do have one change.  Factom will be represented by Andrew Yashchuk, and Steve Wilson from Constellation Research will also be joining us.
And if you have any questions for any of our panelists, if you can just line up at the two microphones on either side of the room?  And I'll just take questions in alternating order.
[Pause.]
MR. ERIC LARSON:  Is there something special here for these mics on the table, A/V guys?
MS. MARIA VACHINO:  All right.  I'm going to start off with one question for the panelists.
All of us are very familiar with all of the challenges in the identity management world, and for those of us who've been working in it for a while now, some of them can seem -- thank you -- rather intractable.  So when we have a shiny new tool in the toolbox, you know, of our solution set, such as the blockchain or distributed ledger technology, it can be very tempting to reach for that when we have a use case or a problem to solve.
So after you looked into the intersection of identity management and blockchain technologies, what guidance do you have for practitioners who are looking at solving identity management challenges to determine whether or not blockchain or distributed ledger technology is the appropriate tool for their particular use case?
What sorts of questions would you have them ask, you know, of their requirement or use case set, and what things should they take into consideration?
MR. MANU SPORNY:  You want me to go first?  So, you know, there is one question that we've found that's kind of helpful to figure out whether you should be looking at blockchain technology at all, right?  And that is do you have a loosely coupled set of organizations, right?
So these are organizations that don't tie very tightly into each other's systems, but they kind of have a hands-length relationship with one another.  And then so the first question is do you have that?
And then the second question is do they need to interoperate in some way?  Do they need to share data? Do they need to be able to share data in an auditable fashion?
And typically, we've found that if your answer is no, then blockchain is probably not that interesting -- you know, it's not an interesting technology for you, right?  But if you answer yes to both of those questions, then there's a slew of other questions that you need to ask, right?
That grid that I showed during our presentation, you should go through that grid and say this is what we want to do.  What are the pseudo-anonymous identifiers? Do we have those?  If so, how are we going to make this blockchain do what we need it to do?
For nonrepudiation, you know, how are we going to solve nonrepudiation?  For scalability, do we have, you know, 5 transactions a second that we need to write, or do we have 10,000 transactions a second?
So my hope is that, over time, there will be a set of questions -- if you answer yes to, yeah, it's pretty likely that we need a blockchain solution, there will be a follow-up set of 30 to 50 questions that you should be asking for your specific use case.  And I think that those grids, it's a good starting point.  But it's not enough.
MR. STEPHEN WILSON:  Thanks, Maria.
I'd like to just make a few really basic points about identity because I think you started the question by saying what is it about identity where blockchain fits?
I've been involved with this for 20-something years, and I only say that because right at the beginning of my identity career, I worked with the APIC, authentication task group.  And around about 1997, we defined authentication as the question, what do you need to know about somebody in order to accept or reject the transaction?
Very basic kind of definition that has been lost in time, but it's kind of reemerged more recently with the attributes portion and the realization that it's not who somebody is that matters so much as what they are.  So, to me, the identity question, digital identity, Kim Cameron said that digital identity is the set of claims about somebody.  And almost every authentication transaction situation involves me working out what is it that I need to know about the counterparty, and then how do I get that data?
And it goes to the question of context and attributes and provenance.  So, for example, if I'm a doctor, who says I'm a doctor?  And if anybody is going to "trust me" as a doctor, they're not actually trusting me.  What they're doing is working out of band.  They're going to deal with particular credentialing authorities and if they say that Steve Wilson is a doctor, well, I don't even know if it's Steve Wilson.  It doesn't really matter, but the guy is a doctor.
So when I marry that understanding of identity is working out what do you need to know about somebody, then I come at blockchain and really question fundamentally whether the ledger matters very much at all.  Does it matter as much as key management?
So, physically, there needs to be a key and some sort of decent device -- a smartcard or a phone or a wearable -- and that key through a key pair is linked to what matters about me, which is my attribute, and who's put those two things together and vouched for them?  How do they get into my phone?
And all of those things are at the front end.  It's like the first mile or the first millimeter of this problem.  How do you know that the things that matter are true? And how do you bind them to keys?
Solve that problem, and I think the ledger is pretty uninteresting, and I echo what Manu has been saying that most of these blockchain technologies are actually not closely suited.  So I might just put something out that the other panelists could ponder.  There's not a lot of consensus -- see what I did there?
[Laughter.]
MR. STEPHEN WILSON:  There's not a lot of consensus about blockchain or DLT as an identity.  We've got Adam's work is doing proof of concept on the original blockchain.  Factom has built its own blockchain.  I don't know what Drummond is actually using.  Maybe it doesn't matter because I know that some of your colleagues say it doesn't actually matter.  We haven't really landed on with the identity experts what it is that we're going to use.
MS. MARIA VACHINO:  Andrew?
MR. ANDREW YASHCHUK:  So, actually, I think blockchains are pretty well suited for building future identities. I think there's a bit of a crisis today.  We're trying to figure out what an identity is.  Today, we know it as an issued birth certificate by third central party, a driver's license, and things like that.
But some people have already touched on this.  It's actually a collection of things and events that occur over somebody's lifetime.  And if I can prove that an event occurred during a timeframe that makes sense, that identity is quite valuable versus events that pop up about me all of a sudden out of the blue that should have happened 10 years ago or things like that.  And if you have cryptographic proofs of those events occurring, then a ledger is very well suited for that.
And then, for example, in healthcare settings, there are cases where certain specialists may not need to know test results from quite a different area.  So you can get to a very granular level of sharing of information.  Or a person who wants to know your date of birth doesn't need to look at your address when they look at your ID.
Things like that are quite possible with blockchain.  But we're still trying to figure out what an identity is I think in the future.
MR. DRUMMOND REED:  To all of these points here, especially to Steve's point about what is actually useful about blockchain when it comes to identity, the group of folks working on Sovrin actually have it down to a rap lyric.  IDs, keys, pointers, and proofs.  We're going to work that, hopefully, into an actual song.  We'll get Manu there helping with it.
Anyway, IDs, keys, pointers, and proofs.  Really, Steve's point I profoundly agree with.  Identities and key management is if you solve that problem, you unlock a lot of other value.  But it's like basically saying, okay, we got DNS.  Now let's go build World Wide Web and email and, you know, Amazon.  It's just one piece of the problem.
It's an important piece, I would argue, if you can solve it.  It can unlock quite a few other things, but there's a lot more work to do.  But IDs, keys, pointers, and proofs, that would be important.
MS. MARIA VACHINO:  We're going to go ahead and take a question from the audience now.
DR. JONATHAN HOLT:  Yeah, so going on that same point about IDs, and I think what Steve had mentioned is critical, which is that content is king.  And so in that vein, why do we need global unique identifiers?  The content itself is a description of the attributes.
And so IPFS, I know uPort, for instance, is using IPFS to point to content in a distributed file system. Because my concern is that as soon as you actually try to implement global unique identifiers, even if they're cryptographically signed, is that you're -- it's still old paradigm of distributed databases, not this new thing that is the decentralized knowledge sources.
And we've been trying in healthcare -- I forgot to introduce myself.  I was trying to stay pseudo-anonymous.  Jonathan Holt.  I'm a physician/geneticist, and I have a startup company called TranSendX.
We've been trying to use global unique identifiers in healthcare for years, but they haven't come to fruition, mostly because while there's actually patients can have multiple medical records, even in the same system, and there's actually a process of reconciling that, and trying to do that across systems is even more challenging.
And so I think the idea of really sort of focusing on the content and this is more of a web of trust model of actually what people say about me, I think is building upon that chain where there already is the unique identifier of which is the hash of the content or the -- uPort is using signatures or verify them.
You know, my account for Reddit were not for -- and be able to post something.  If I could post something on Reddit, I'd prove that actually my name on Reddit or the one name blocked in.
So like the point is like why do we really need unique identifiers and, more applicable, to why do we need those to solve the healthcare problem?
MR. ADAM MIGUS:  I would just -- I think it's the point that was made earlier today about global versus highly available versus universal, I think that's really what you're getting at there that needs to be unpacked a little, frankly.
So there's -- in my own view, I think there's very little use for truly global because I think what we're really looking for is complementary properties that global identifiers buy you, which is a single name space to avoid conflict and high availability.  So you can have it everywhere.
But you don't really need to have it everywhere.  You just need to have it where you needed to have it.
MR. DRUMMOND REED:  I actually want to clear up a potential misconception even from my presentation, which is originally things like UUIDs, or "you-wids," were seen as a major privacy issue because if you had one and you were sharing it everywhere, you were basically perfect correlation.  The irony is that globally unique decentralized identifiers are actually the inverse of that.  They're super cheap, and yet they're still resolvable, which means you can have a separate one for every single relationship.
It's how you actually implement privacy by design in the globally decentralized system.  That's why I stressed the point don't think you have one DID or one CID.  In Sovrin, you'll have as many as you need, and the challenge is, it gets back to the key management, you have to have apps and services that make it real easy for you as an individual.  You don't need to know that at all.  But underneath, the system is taking care of your privacy.
MS. MARIA VACHINO:  Thank you.
We're going to move on to the next question in the interest of time to make sure everyone gets a chance to speak.  We're going to move on to the next question in the interest of time to make sure everyone gets a chance to speak.
QUESTION:  So I really liked that point.  Similar to in Bitcoin, people can have multiple wallet addresses even for a single transaction.
My question was to touch up on a point earlier, on- or off-chain.  How do you leverage the availability and integrity of data on a blockchain beyond just reference points to validate that data?  Servers can be hacked.  Entire healthcare systems are taken down.  Millions of records are stolen.  Hospitals' health records systems are shut down.
How do you leverage the resiliency of blockchain while still using traditional data storage architecture, and is IPFS at all promising for that application?
MR. MANU SPORNY:  Right.  So we've worked with Juan Benet of IPFS for a while now.  I think -- let me unpack your question a bit.  I think the question that you're actually asking is how can we make sure that data is highly available, right, in general using the blockchain.  And specifically with healthcare data, I'm going to assert strongly that we cannot, right?
So it is -- so here's the reason, right?  Healthcare data, there's a ton of PII in there.  You don't want to take PII and put it on a blockchain, even in encrypted form.  And cryptography, especially encryption, has a shelf life.  It is going to go bad at some point.  You should never, ever put PII on a blockchain.
And for the same reasons, you should never put PII on something like IPFS, even encrypted.  Because IPFS is a global file system.  When you write to it, all types of other nodes can mirror the information.  That encryption has a shelf life.
So this is one of the areas where, you know, I think people are overpromising when it comes to blockchain, right?  If you want highly available data and it doesn't have PII, great.  Put it on a blockchain.  Put it on IPFS.  If it has PII, you're never going to want to put it anywhere public.
MR. ANDREW YASHCHUK:  Also, a lot of it is regulatory.  Some things you are not permitted to do.  We have different laws.  Just to touch on another point.  Some of these global identifiers exist because there are laws.  If you're a physician, you're going to have an NPI number.  It's rather global.
But as far as availability, for example, the Bitcoin blockchain or the network itself is depending on what you're measuring, it is highly -- it has very high availability. It's only been down for mere hours throughout its existence.  Whereas, there is not a single health system or any other network that's had that type of an uptime.
So from that perspective, it is pretty highly available.  You could look at it that way.
MS. MARIA VACHINO:  We'll take the next question.
DR. JASON WONG:  Yes, thank you.  Jason Wong.  I'm an obstetrician, 30 years of Government service, flew F-14 Tomcats first.
But, Drummond, I thought your talk was excellent. And especially your piece about identity that has multiple pieces, I think that really makes a lot of sense.  At the same time, I believe identity, part of identity is this fabric that is woven throughout time and place for a person.
So in that sense, a blockchain that has more of that color would become more and more valuable.  So I would submit that some of these earlier blockchains as they scale up are becoming more valuable.  And if we're going to do another public blockchain, we need to scale it up very fast for it to catch up.
A question, just two small questions.  One about your work with Ethereum.  You know, they've just -- looks like they are going to be going into sharding and also zero-knowledge proofs in the next few months.  Any comment on that?
And then a question on using the original blockchain using Onename.  Of course, the file sharing is what we're talking about.  Key management is really what we're only doing on the blockchain.  So why are we using Onename with the Bitcoin blockchain?  I understand that's Ryan Shea's company, but why not use IPFS and Ethereum?  So just those two questions.
Thank you.
MR. DRUMMOND REED:  Well, to the extent you're asking me, I would absolutely agree that you could use either Bitcoin or Ethereum or IPFS for -- you know, for that key management and key sharing.  They have different -- you know, different architectures, different permissioning models, but they could all -- they could all work.  And in fact, the DID work that we're doing is designed to work with all DLTs that you can support a binding to.  So definitely.
As far as Ethereum, I personally believe there's tremendous promise in smart contracts.  It's -- and a generalized infrastructure, such as Ethereum is building, has a lot of promise.  In Ethereum, by the way, the uPort system, your root identity record that we talk about is a smart contract.
Again, the Ethereum uPort white paper, you can just look that up online, uPort identity white paper explains that.  It's quite elegant structure.  The contract is about that long in code, and you can read it.  And I think that's a very interesting approach.  It sort of mirrors what we're doing with DIDs.
So it remains to be seen.  Part of it is if there's a way to have DIDs and actually for an individual to potentially have them on multiple DLTs, then your identity is going to be secure, no matter what you're working on.
MR. ERIC LARSON:  Any other comments?
MS. MARIA VACHINO:  Next question?
DR. CHARLES KAPLAN:  My name is Charles Kaplan.  I'm a practicing physician.
My question has to do with a real specific use case, which is the patient portals, which is a problem for, you know, identity management.  And in this case, a patient logging into a portal has a couple of options.  They can create a username and a password, or they can use open authorization to protocol, which is OAF2, and use credentials from a third party, such as Facebook or Google.
So my question is with regard to both Factom and Sovrin, whether there's any possibility of either layering OAF2 on top of it or using it in place of OAF2?
MR. ANDREW YASHCHUK:  Sure, so a couple of things on the portal.  It's in today's structure, I'm going to guess that it might be fed by multiple health systems or information systems within a, let's say, health organization, probably the HL7 or something like that. And there is a huge synchronization problem there.
So with something like a Factom blockchain, what it's really good at is allowing you to synchronize information.  You can signal to all the different disconnected systems that talk to each other that something has changed or a patient has corrected a piece of their information, and then everybody else can subscribe to that and update the info very quickly.
As far as authentication, that's a big problem.  We all probably have 200 logins by now with 500 passwords.  And it is -- there is a lot of value to do single sign-ons, and there are some efforts to create that via blockchains because of the cryptography, public/private keys.  But we haven't seen any solutions like that out yet.  So to be able to log in with your Facebook account or Google is still pretty attractive today to a lot of patients.
MR. DRUMMOND REED:  I have to take that one.  Sovrin log-in is what we're going to call it, and again, if you can wait until Thursday, you will see that one of the easiest and it's like the biggest softball out there that we can hit with Sovrin is to be able to have a Sovrin log-in button that looks and works just like log-in with Facebook or Twitter or Google or anything else, and there is no identity provider involved.
You are logging in directly from your own Sovrin identity, and it's not a OAF2 for a very specific reason.  It's cryptographically proved you're signing a challenge with your private key that is received by the site you're logging into.  Which means not only is it much stronger, but the challenge can actually have multiple levels of authentication.
And I'll tantalize you with this.  I said I would say nothing publicly about the organizations that will be announced as part of the Sovrin Foundation on Thursday, but it includes a reasonably major financial institution which is considered the world's leading financial institution for identity and authentication. That's how interested they are in Sovrin and Sovrin log-in.
So I'll leave you with that.  Stay tuned.
DR. CHARLES KAPLAN:  Thank you.
MS. MARIA VACHINO:  Next?
MR. CHRIS DWAN:  I'm Chris Dwan from the Broad Institute.  It's a fascinating session.
We do genomic research.  We've got about 200,000 human genomes, and there's going to be a lot more.  And so there's a lot of privacy and identity questions baked in there.  That's what I'm here to learn about.
The question is what do you see as a usable wallet, an endpoint for the vast majority of the people that we talk about serving here?  The people who are hospital hopping, people who are potentially unbanked, how do those people hang on to a potentially large number of cryptographically relevant identities?
MR. MANU SPORNY:  So I might take this one.  This is exactly what the Verifiable Claims work at W3C is about.  It's about having digital wallets and being able to store your verifiable claims in them.
So Verifiable Claims can be anything from a digital driver's license to a digital passport to a pseudo-anonymous proof that you're over the age of 18, to a set of medical records, MRIs, all that kind of stuff.
So there is a convergence that's happening, at least in the standardization realm, and it's important that's it's in the standardization realm because that means that it's almost fit for public consumption.  And that's that we have a number of different digital wallets that are being standardized right now.
We have stuff happening in the Web payments area, which have to do with payment instruments like Visa card, Mastercard.  We have things like digital loyalty cards that need to be stored.  We have digital coupons that people are standardizing and talking about how to store them, and we have verifiable claims.
All of these things, which are being standardized right now, go into a digital wallet, right?  So we have a protocol that we're working on standardizing as well. To follow up on what Drummond said, you know, one of the obvious things that you can do with these cryptographic identifiers once you have them is do log-in, cryptographic log-in.
So there's this confluence of technologies that are kind of coming together to effectively move what we have in our physical wallet and what we carry around with us into a digital form where it's the patients that are in control of how that data is moved around, right?
And it might be a completely different company, a cloud service provider that provides the absolute rock-solid, super secure storage for their health records and their payment instruments, right?  But it's ultimately the person that's in control of who gets to see the information, when they get to see it, all that kind of stuff.
So good news is it's being standardized as we speak.
MS. MARIA VACHINO:  Yes.  Go ahead.
QUESTION:  Yes, hi.  This question is for Factom. Excuse my ignorance, but I want to understand more about the IoT security.
Now the IoT security, if I understand, is the security of the firmware that is inside, for example, a router, an autonomous vehicle, or something like that. So the integrity of the firmware is very important, and so that nobody can, you know, extract the firmware, patch it, you know, so that anyone can log in and things like that.
What you mentioned is regarding images.  I'm not sure how is that tying into the IoT security.  If you can elaborate on that?
And number two, the ordering of images.  Let's say image two gets in before image one, how does that change, you know, the integrity of the overall system? So please elaborate on that.
Please clarify because I think the first I couldn't understand much.  Thank you.
MR. ANDREW YASHCHUK:  Sure.  So the second question, as far as the ordering, presume -- we've heard a little bit about this.  Presuming that order is important in the first place, typically with images, you do have some time-stamping involved.  You can derive order from some kind of a time source usually, and we have pretty good time sources out there that people trust.  We're actually at NIST, and they keep time servers pretty well.
Your first question, what we did was we created an identity for an IoT device, and it included a bunch of different attributes.  All the different points, data points including the software, firmwares, and things like that.  Ideally, a device could execute firmware if that firmware was signed, and to distribute that information, you could do so if you had a public blockchain, for example.
So that as soon as a manufacturer creates the latest firmware, they can publish those keys or they can invalidate a set of keys, saying that up until such and such date, you can use this signature, but going forward, you have to use a different public-private key combination.  And then you can very quickly determine because it's a -- the run time of that function is basically a constant, you can determine if that firmware is good or not.
MS. MARIA VACHINO:  Thank you.
In the interest of time, we only have 5 minutes left.  There have been a lot of great questions and a lot of great responses, but to make sure that everyone has a change to ask at least one question, let's limit to just one.  And any comments, please put them in the disguise of a question.
[Laughter.]
DR. BRYANT GILOT:  So I'll try to make my question very brief.  I'm actually Bryant Gilot.  I'm actually also a physician.
So, obviously, identity is incredibly important to healthcare and everything that goes around healthcare. The one thing that I think I haven't heard that much about is that there have been other experiments around digital identity, and they've been going on for quite a number of years, in particular the Estonian sort of project.
I know that -- I think at ID2020 that was mentioned or at least came up a number of times.  It's really quite a fascinating project, and they've extended it beyond the country into sort of the concept of e-Residency for anybody around the world, where you can actually go through a background check.  It doesn't take a long time.  It's actually pretty interesting.
So the thing is I know that they were operating before blockchain became very, very interesting, right? They have managed to do things like log-ins online.  They are able verify their identities.  They are able to digitally sign documents.  And it seems that if, at all, blockchain was only a small part of that.
And I think that goes down to where I always have had some difficulty trying to determine what is blockchain directly applicable to whenever we come to identity?  I'd just like to gather your thoughts, I would say, about what lessons do you think that we can learn from them, what your understanding is of how they may or may not have used blockchains and that technology?  Is it necessary?
And at the end, how can they inform what we do as we try to implement at least identity systems with or without blockchains?
MR. YASHCHUK   So Estonia did -- they used technology called Guardtime, I believe.  They even go as far -- it's a centralized solution.  It pre-dates blockchain.  And today, we've heard from several people sort of the criteria of what the blockchain is, and that is if you have a situation where you have parties that don't trust each other or you don't -- or you cannot use a centralized solution, then perhaps a blockchain technology is something you should look at.
So what you're describing with Estonia is essentially centralized setup, and there are many identity projects that are central in nature that pre-date all of this.
DR. BRYANT GILOT:  So the only thing I would respond to that is that we're often talking about sort of permissioned systems, sort of like a group, a cohort of sort of -- it's not open to everybody generally.  So hospital systems, insurance systems, people who have an incentive to cooperate to gain the benefits.
So, yeah, I think we're hearing a lot about sort of trading off, you know, a permissionless public blockchain for the other advantages, but I think that's what you're kind of talking about to a certain degree. We don't necessarily need a permissionless public blockchain for everything. 
And you know, I think Estonia has actually made it work for their 1.3 million people plus.
MR. MANU SPORNY:  Let me jump in really quickly.  I feel obligated to say this.  I'm on the advisory board for the Estonian e-Residency Program.  So if you want to chat more about it, happy to talk with you about it. I was just in Estonia 3 weeks ago talking with their prime minister.  Happy to have that conversation.
MS. MARIA VACHINO:  All right.  So we'll take that one offline.  Go ahead.
MR. ROBERT ZAKON:  Robert Zakon, presidential innovation fellow.
So this may be an another question on identity, but going beyond it as well, and I'd be especially interested in W3C's take.  Do you see a need for revocation or rollback?  How do you see that happening? Whether it's a vaccination that was really not given, so we need to roll that record back, or it's an identity that was erroneously issued out and needs to be revoked, how do you see that working within this framework where the intent is in part not to do that?
MS. MARIA VACHINO:  Adam?
MR. ADAM MIGUS:  I just want to give a real simple answer.  Off chain.  At the end of the day, when we looked at it, we just basically said the privacy threat is immutability, and the way to solve it is to store the data off chain so that you're not -- you're not storing it on the chain, and you can change it.  That's really it.
MR. DRUMMOND REED:  Thumbs up.  One thing you point out, though, is being able to revoke it off chain relies on the IDs, keys, pointers, and proofs that are on chain.
MS. MARIA VACHINO:  Yep.  So one last question?
DR. MATT ROSE:  My name is Matt Rose.  I'm also a physician.  A quick question regarding the biometrics. You know, we talk a lot about identity.  I'm curious what your take is on how biometrics will play a role in these different takes on identity, whether there is benefits or negatives?
MS. MARIA VACHINO:  And if any of you have any comments about blockchain with biometrics specifically?
MR. ANDREW YASHCHUK:  I think it's an attribute to your total identity or collection of things that describe you.
MR. STEPHEN WILSON:  I would say that best practice is clearly emerging that biometrics are effectively replacing PINs.  Local match on device, iTouch, the FIDO Alliance standards, continuous source indication, the Nymi Band, for example, all of these things are really trying to replace PINs, the shared secret.
And the biometric for unlocking the device to prove that the right person -- to demonstrate to acceptable risk that the right person is still in control of the device.  The issue of marrying biometrics with blockchain means that people are thinking about essentially storing biometrics and then using them in an unsupervised presentation way.
And best practice is to avoid that, with some exceptions -- call centers, voice biometrics, some exceptions.  But by and large, the world is deprecating the use of central stored templates.  No biometric is perfect.  When you've got 6, 7, 8 billion biometric templates conceivably being stored, population scale, these things are going to get spoofed and stolen and just reverse-engineered left and right.
So I don't see any natural marriage between biometric central storage and blockchain.
MR. ADAM MIGUS:  I'd just add, just based on what Steve said, that the only value it has in my mind is adding strength to wallet, as Steve alluded to.
MR. STEPHEN WILSON:  Unlock.
MR. ADAM MIGUS:  Yeah, unlock.
MS. MARIA VACHINO:  Well, thank you all very much for coming today and sitting on the panel for us, and thank you for all of your great questions.  I wish we had more time to take some more.
And thank you.
[Applause.]
MR. ERIC LARSON:  Okay, everybody.  That's a 15-minute break.  Unfortunately, the cafeteria did close, so sorry, at 3:00 p.m.  I know.  Tomorrow, our breaks will fall in line with the cafeteria schedule.
[Recessed at 3:07 p.m.]
[Reconvened at 3:22 p.m.]
MR. ERIC LARSON:  Okay.  If everyone could take their seats, please?
Okay.  We're almost done.  We hit the part of the agenda where we're actually going to review the ONC challenges.  We're going to start that off.  We've got two today and the other six tomorrow.
So, without further ado, let me introduce the IBM team who came up, Srini Attili and Dr. Shahram --
DR. SHAHRAM EBDOLLAHI:  Ebdollahi.
MR. ERIC LARSON:  Oh, thank you.  Everyone got quiet for that.  Thank you.
Agenda Item:  ONC Challenge Presentations:  Blockchain: The Chain of Trust and Its Potential to Transform Healthcare – IBM's Point of View
DR. SHAHRAM EBDOLLAHI:  Okay, good afternoon, everyone.  My name is Shahram Ebdollahi, and I will co-present with my colleague Srini Attili, who will join me midway in the presentation.
So commerce has always been relying on two very important things.  One is establishing trust, and one is verifying identity.  So that there's I need to know what is being exchanged and someone has to be there to verify what the truth of that, if you will, exchange.
The way things operate today, there are too many intermediaries in between.  There is a bank.  There is government.  There are different entities who are exchanging those goods or values among themselves.
That will create problems of inefficiency.  You have to go through many point-to-point connections in order to get the task done.  And you're very familiar with a lot of those examples in your day-to-day activities.  A lot of them happen in financial systems and so on, and we'll get to the healthcare examples and what it means in healthcare.
The other implication of that kind of mode of operation is there's a lot of centralization.  Someone who has to do the verification.  There is a central body. Is it the bank?  Is it the hospital or someone else?  Is it government entity that needs to verify that the goods being transferred are actually basically true and verify that aspect of it.
That creates the problem where you have to centralize information, and that kind of verification task, it opens up to being attacked and basically issues that can happen with that centralized information.
This underlying structure of commerce and how things are being done basically hasn't yet got updated until now.  It's not updated yet either, but there are technologies like blockchain that can help with this matter.  Basically, bringing commerce to the next generation, to the era of Internet, if you will.
Why blockchain?  And we got a very good education this morning.  There were fantastic talks by various presenters.  It facilitates trust.  It also provides a way to validate identity, and it does that without the need for those intermediaries that the current systems have, right?
Basically, what Internet and different protocols in Internet are for exchange of files, exchange of emails, looking at Web documents and so on and so forth, all the SMPT, TCP/IP, all the different protocols that we have in Internet created since 1980s and so on, blockchain hopefully has the potential to be that for exchange of value.
So on top of blockchain, how value gets exchanged between different parties in a system -- being fintech, being healthcare, or whatever -- that can have that kind of a possibility and open up very interesting areas.  And it puts the privacy and control of data or goods that are being exchanged between the members of the system back in the hands of the owner of that basically piece of information or data, so to speak, the citizen or patient in the healthcare scenario.
We in IBM have done a lot of investment in this.  As you probably know, we are a founding member of the Linux Foundation's Hyperledger, and we have made major contributions to that foundation through the definition of the Hyperledger, through architecture, and also donation of a lot of source code to the Linux Foundation.  And everything that we do is built on that Hyperledger open source version.
So with respect to blockchain, of course, I'm not a blockchain expert.  My background is in health IT.  And you all went through the different definitions of blockchain this morning, but I want to highlight four key elements of it, which then from next slide on when we go into healthcare, we can draw parallels to it.
One core thing is the distributed shared ledger, which is basically of the transactions that are visible to all the participants who have the authority.  So what this creates is transparency and a single source of truth for us, which is important in healthcare, and we'll come back to this.
Transactions, as we saw this morning, are append-only blocks that are chained together through that hashing mechanism.  You have the provenance and integrity of the information that gets added to the chain, right?
The second important thing is privacy and security.  Is access to data only is provided to those who are authorized to participate and see that piece of data.  It ensures control visibility with authentication and tracking the access to the data.  So it provides the image and audit trail, if you will.
The third important thing, it has -- provides the consensus mechanism.  It ensures all the partners have the same view of the committed transactions.  And it has -- of course, blockchain has different implementations, as we heard from various speakers today.  We have a version of it in our Hyperledger system.
Fourth thing, which becomes important in healthcare, is the smart contract mechanism.  So, basically, this is analogous to stored procedures in a database system and which allows the implementation of the business logic that now you can run on top of the chain.
Now coming to healthcare.  Just want to motivate types of data that people use in healthcare systems, either for provider, payer, or even life sciences and research and those kind of things.  This chart refers to an article in, I believe, Health Affairs, September of 2014.  It's about determinants of health.
So when we say healthcare, a lot of the data that people refer to -- EMRs and financial data, claims type of data -- they're all only 10 percent of determinants of health.  Things that basically determine your health outcomes, right?  A lot of the digitization of healthcare has been done around that 10 percent of determinants of health.
About 30 percent are about genomics-related factors, right?  Things that we are born with.  More than 60 percent are exogenous sources of data.  Things that happen to you or are captured of you outside of clinical setting, either inpatient or outpatient.  These are our nutrition, IoT-type of things, home monitoring type of things, and so on and so forth.
If we do a back of an envelope calculation, this becomes a humongous data over a lifetime of a person, and multiply this by the people of the world or people in this country, it becomes a really huge dataset.
Now the interesting thing is -- and why this is happening is because of various factors.  Either policies that have been implemented because now because of those policies, EMRs have been adopted and deployed and rolled out in different institutions.  Increased digitization in healthcare, but also devices like the Apple Watch and Fitbit and IoT-related devices are becoming available increasingly.  So healthcare is becoming very digital.  It's becoming a digital business.
There is another important reason is because of how healthcare is being paid for.  So as you probably know, now there are -- CMS is rolling out different bundles, like the knee and hip bundle that has been rolled out earlier this year.  Recently, the heart failure bundles.  Where now the provider is responsible for managing a patient or a cohort of patients according to a bundled payment or a capitated weight, right?
Because of that, if you are going to go at risk and manage people as part of those capitated payments or bundled payments, you better know how to measure outcomes because you have to be at risk for producing the proper outcome for the patient.  Otherwise, you're going to basically put yourself at risk as a provider.
So when you have to measure outcomes, everything needs to be digitized and measurable.  So a lot of data is becoming available in healthcare.  The issue is this data sits everywhere.
Every piece of the healthcare ecosystem owns or is basically capturing a piece of that data.  So that exogenous data, genomics data, and the clinical data that I showed in the previous chart, if you can walk through different types of scenarios, you see that every single bit of that data is in a different location.
Now if I have to just to motivate with two examples, one is value-based care.  Let's take diabetes and Type 1 diabetes.  A patient who has Type 1 diabetes will go their healthcare provider every 90 days for 10 minutes for a checkup.  But what matters in between those 90 days has material effect on their health outcomes, right?
So what they eat, the nutrition factors, how -- their activity levels.  Different things, their glucose levels, ups and down of it during the day and in between those 90 days is very, very important to what happens to that diabetic patient.
Now all those pieces, the 10 minutes of the doctor visit every 90 days, yes, that is captured in the electronic health record, and probably through some health information exchange, you can share that among institutions.  But what about the rest of it, which are very, very important?  And as you saw, 60 percent of determinants of health are the other things, which are not being captured in the clinical setting.
Another example, take a medical device company or a life sciences company.  So a lot of these organizations, because of this value-based care type of movement, they want to go and do a contract for value. So they have to show that if you use that certain drug or if you adopt that particular medical device, glucose meter or insulin pump or whatever, you're going to produce a proper outcome and promise a particular level of outcome to that patient population and be at risk for it.
In other to do that through real-world evidence and use of real-world data, you can actually access a large dataset or should be able to access a large dataset, analyze it see your drug, your medical device is working at what level for what type of patients, right?  So for that, you need to have a lot of data, longitudinal patient population data to be able to do that kind of real-world evidence type of experiments and analysis and studies.
Or take FDA or pharmaceutical companies.  So pharmacovigilance and adverse drug event reporting.  So today, the systems are very archaic.  So people have to -- either the doctor or the patient themselves have to call somewhere or file a report that someone took this drug, and this adverse event happened to them.
But can there be a way that looking at this ecosystem of players in healthcare, one can actually have a proactive way to measure these kind of adverse events and things that could potentially harm the patient?
So all of these scenarios, and there are many, many more of such scenarios, require fluidity of data. So what people refer to also earlier today as patient-mediated electronic health data exchange, right?
So there are examples, I'm going to illustrate some of them in this talk.  So as you see on this chart, the first one is based on patient consent, how data could be exchanged between those entities that you saw in the previous chart.
So I want to know if someone can have access to a certain piece of data for certain duration of time, and who can see that in that duration of time?  More than that, I should be able to exchange data between two entities, and because the bits and pieces of data are residing in different places, can I string them together over, basically, the duration or longitudinal aspect and provide a longitudinal view of this patient, or a 350 view of this patient?
And this is all the different types of data that you can imagine and for all different types of applications, being research or being providing value-based care or payment or what not.
The other one, which is actually a very obvious example, is payments and claims, the financial side of healthcare, which really mirrors what the fintech companies around the financial industry is doing.  So can we basically validate payments of claims, preauthorization, and a faster way to do that preauthorization and various types of -- in order to take out various types of intermediaries who are in that mix of authorizing paying for these kind of services that are being done.
The other one, which is very important, is the provenance and traceability.  So is there a drug, the pharmaceutical company is making a drug or a medical device company is making a device.  Until it gets into the hands of the end-user, the patient, can you verify that this is the real drug?  It's not a counterfeit.  It's going to have the effect that was promised on the label of this drug.  And there are actually rules and regulations that are coming out, both here in this country and in Europe and other places, which I'll get back to in a second.
And also clinical trials and management of clinical trials today is very ineffective. So a pharmaceutical company has to contract either themselves or through a CRO have to contract with the different sites, which are the providers are now going to recruit patients and then collect data from them, and all -- there you can imagine all the handoffs that needs to be done in order to conduct the clinical trials and all the errors that can happen.  Is there a better way to go about that using blockchain technology?
So the first example is this patient-mediated electronic health data exchange, which has, in our opinion, three core aspects to it.  One is consent management. So I, the patient, can I provide consent to two or more entities in the system that need to see my data, for whatever reason.  This is value-based care, I am a diabetic patient, and these people need to see my data, or for payment and so on.
Where I can specify who can see what part of my data for what period of time, right?  So if you go -- and that gets captured on the chain.  So if you are one of those entities, there is a proof there that I have authorized you to go fetch that piece of data, right?
It's just the consent.  So managing the consents and having those consents on the chain.
The second piece, which becomes more interesting is now that we can manage the consent, can I also provide a routing scheme to you or to those different entities knowing that who has access and is authorized to access my -- what part of my data, but also provide, if you will, the train tracks to them to be able to pass data from one institution to the other institution.
And I'm not just talking about, as I talked about earlier, just the electronic medical record.  Everything, the exogenous data, IoT data, device data, and other type of things.
The third piece is, as we saw, different bits and pieces of data reside in different places.  So based on patient consent, can I string together an end-to-end longitudinal data 360-view of this patient, which can get used for different types of scenarios that we alluded to some?
So this is all based on the permission provided by the patient and the system basically, through the implementation of blockchain and different people running different nodes of the chain, can we manage these consents?  Can we provide the routing of the pieces of data?
And can we, if needed, provide this 360 longitudinal view of the patient by knowing what piece of data is sitting where?  And now that I have authorization from the patient, can I string them together?
Now just recap of the core aspects of blockchain, which we started with.  So distributed share ledger that was providing the transparency and integrity, the privacy and security, the consensus mechanism, the single -- basically the truth mechanism, and the smart contracts.
So all of these bits -- sorry, this chart is a little bit distorted for whatever reason.  But all of these could now help us with this patient-mediated electronic health data exchange.  So this consent management and data exchange can be implemented as smart contracts with RESTful APIs and chain code implementing the business logic on top of the underlying blockchain infrastructure.
Another use case, which is medical claims processing, which really mirrors what we are seeing in the financial institutions and fintech type of scenarios.  In this case, you see the before/after process, if you will.
So patient goes to the medical service provider.  The medical service provider has to get authorization from the insurer, or whomever the payer is, and then based on that, certain things need to get checked based on certain rules.  Based on that, they come back to the insurer or to the provider and say, yes, you can go do this operation or provide this service to the user and so on.
So you can see there is a lot of point-to-point interactions between various people and agents in the system.  But can we basically, using blockchain, provide a way so we eliminate a lot of the intermediaries, and in order to do this much faster and much more efficient.  So basically, taking out many point-to-point interactions, which are creating a lot of overhead by transacting on the Hyperledger and provide this transparency, integrity, and audit trail and provenance.
A very good example of it, and not in healthcare, but in financial, is IBM has this IBM global finance mechanism, where we basically operate as a credit card company to facilitate interaction, business transactions between providers, our business partners and consumers.  So every day, there are hundreds of millions of dollars in dispute because you want to know if this person has received the end goods and then released the money to whomever has provided it, right?
So right now, a lot of these kind of one-on-one interactions happen, but now through the Hyperledger, we can actually do that without -- by taking out all those intermediaries.  So it's the same scenario for claims and the financial aspects of healthcare, which becomes, if you will, a no-brainer application for Hyperledger and, by extension, to these kind of healthcare applications.
Another example is clinical trials management.  So can we go about clinical trials in a different way?  So today, I am the pharma.  I contract with the CRO, contract research organization, or I do it myself.  Myself, I go create the protocols for conducting the clinical trial.
I go recruit basically sites, and each site there are a number of physicians who will conduct the studies.  They will go, recruit the patients.  They have to go to the IRB board, get the consent and get the permission, and then start basically measuring patients, and questionnaires, and so on and so forth.
That basically gets captured in these so-called CRF files, which are the case report forms.  And then at some point, of course, you can imagine a lot of errors happen in this process.  Something doesn't get recorded properly in translations, things get lost between different entities in this process, and so on and so forth.
So at some point, before going to the FDA to submit the files, that pharma, that CRO will come back to a lot of these sites for clarification of many issues, correction of a lot of errors, and so on and so forth.
Again, you see an example that a lot of point-to-point interactions are happening, some transactions are happening between those entities, and a lot of errors could happen as well.  And there are lots of people in the fold, in that mix.
So can now blockchain be used to transform how we do clinical trials, right?  Can we record the events, record the references to certain data, not the data itself?  Data may reside in wherever it is, as we talked about before.  But can I have a record of the events that have happened?  And then if needed, based on the patient authorization or whomever is conducting the study, permissioned by them, pull that data together and submit it to the end person who has to approve, is it FDA or whomever that it may be in that fold.
Another example is the supply chain in pharmaceutical and medical devices.  So someone produces a drug, someone produces a medical device, and it has to go through all the chain to get to the end consumer, right?  As you can see, there are so many people in the mix here, and many errors can happen in this mix.
So there are issues of patient safety.  There is counterfeit fraud.  There is brand protection.  So if you are high-brand basically pharmaceutical company and producing a drug, you want to make sure that your brand is preserved, and there is also traceability issues with respect to can I really trace that this drug is where it originated from and is the real drug?
There are also regulations that are coming online. So FDA DQSA, which stands for Drug Quality Security Act, requires ID for each salable drug element, right? So a unique ID for each salable drug element.  They require traceability across the entire supply chain, and the requirement is this needs to be fully implemented by year 2023, right?  So it's about 7 years.
EU the same thing.  There is the regulation called 2016-161, which is going to be active on February of 2019, right?  This requires again a unique ID, the same as we have here, and also anti-tampering and proof for anti-tampering and end-to-end verification across the supply chain.
So, again, a very good example that blockchain or blockchain-type of technologies could take out a lot of the intermediaries and these point-to-point interactions so things and events can be managed on the chain on this shared -- distributed shared ledger and provide all the good things that blockchain can provide to us with respect to traceability, the source of truth, keeping the audit trail, and so on and so forth, right?
So, with that, I would like to ask my colleague Srini Attili to come here, join me at the podium to talk about what we have done so far and how we can implement a lot of these kind of blockchain activities in healthcare.
Thank you.
MR. SRINI ATTILI:  Thank you, Shah.  Can you guys hear me?
So before I start, I was walking in the lobby earlier this morning, and I saw a sign that says we rely -- for science and commerce in our society, we rely on NIST for highly accurate measurements and calibrations to make sure our society functions the way it should, right?  A gallon is a gallon.  A yard is a yard.
I don't think blockchain is going to disrupt that. I think we will still rely on NIST to continue that function.  So I want to start off with that.
I want to talk about investments in blockchain and what IBM is doing.  I think as Shahram mentioned, as a founding member of the Linux Hyperledger open source project, IBM has been a leading voice in contributing to the open standards for distributed open ledgers, kind of founded the basis for the blockchain evolution.
From our perspective our blockchain implementations rely on the Hyperledger project.  We contributed over 44,000 lines of code to the open source project, and we continue to be actively involved in the projects within the Hyperledger community.  One of them is a blockchain explorer to query and view blockchains.
One of them is the actual fabric, the Hyperledger fabric, which is kind of a componentized way to implement blockchain.  It's modular for a consensus, membership services, and it's a plug-and-play mechanism and it leverages container technology, using Docker and other technologies to hold smart contracts, what we call chain code, right, as you implement smart contracts where you put in the application logic, the rules of the system when you're coding this.
So that Hyperledger fabric forms the foundation.  If you go to our Bluemix environment, blockchain on Bluemix, Bluemix is a platform, is a service that IBM offers.  So you can go in and it speeds up your development lifecycle, right, all kinds of services on it, and we have released blockchain as a service on Bluemix.  So, and again, it's based on the Hyperledger fabric that I mentioned earlier.
What it does is for your developers and stuff, spending time creating and managing a network, it helps you to kind of instantiate blockchain.  Right now there are two versions out there.  There's the starter developer kit and a high-security business network.  So both have four nodes.  It lets you play with four nodes and certificate authority.
So the developers can start programming on that Hyperledger fabric.  They can write code quickly.  Instead of spending time creating and managing networks, you can get to the application logic and writing chain code quickly.  Actually, within an hour, I could download Golang, which is the language you would use on this Hyperledger fabric that I'm talking about to code smart contract, to code logic.
I could get Golang.  I could get a clone of it from GitHub for the fabric itself, and I could on Bluemix create an instance and trade marbles within an hour.  So you can really test out pretty quickly on how blockchain works.  I mean, that makes it more real as you're touching and feeling how the network works, right?  And so if you go to IBM.com/bluemix, you'll see it.
So just to expand on the two versions of blockchain implementations you can have on Bluemix, you can go there today.  It's available free of cost.  You can do the starter developer kit I was telling you to get started or the high-security business network.
The differences is basically both are available for like four nodes and certificate authority.  One is a multi-tenant model on the public, the other one, the high-security business network, is a single tenant model, right?  It contains -- it comes with a deployment mechanism.  Basically, what we say in that high-security business network is you will have the operating system, the container code, the middleware, the software components needed all come together on an IBM secure service container that you can deploy on prem.  So it comes together.
And the other key thing is, which I'll talk about, the z Systems piece, blockchain on z Systems.  As many of you know, most of the critical infrastructure -- banks, airlines, healthcare institutions -- run on IBM z mainframe systems.  IBM has really used hooks into the system for blockchain to enable blockchain quickly. So the secure service container that I mentioned, the high-security business network that that can go on premise can be deployed in its entirety within a z System mainframe.
So everything you need to run a blockchain, right -- those four nodes that I talked about, certificate authority, the Hyperledger fabric, and the consensus mechanisms that go with it -- it uses the PBFD consensus mechanism that comes with it together.  You can deploy it on prem.
To go on to the Global Financing example that Shahram mentioned, it's one of our first kind of live examples of how we have implemented in our own unit.  Global Financing is a commercial financing business within IBM that is used to provide working capital for kind of our suppliers, our distributors, and partners to fund accounts receivables, to fund inventory, and so on, right?
Just some statistics that there are over 4,000-plus suppliers and partners that we deal with, over 2.9 million invoices that go in.  We could free up about $100 million in tied-up capital because of some disputes or the length of time it takes to settle a transaction, right?  So the dispute times have gone down from 40 days to 10 days, freeing up that capital and it's a live, immediate benefit of leveraging blockchain that we could provide.
A couple of other pieces that I want to highlight. We've created what we call "blockchain garages" in a couple of cities around the world -- New York City, London, Singapore, and so on.  There are seven of them, if I'm not wrong.
And these garages are meant to be for you to come in, work with our experts side by side, test our technologies, training, hands-on, build use cases, see how it works using kind of our dev/ops practices, our design thinking, philosophy at our development sessions to really test out or prove a concept, right?  And the garage mentality was meant to do that, and there are garages lives right now for you to take advantage of.
And I talked about the z Systems platform again.  The idea is on z Systems, we host a lot of regulated, sensitive data today with this hooks that I'm talking about for blockchain, the container, the secure service container for the high-business network that I mentioned.  It can be on an on-prem model, you can kind of use regulated data, sensitive data on a blockchain. You can do that.
So next slide here.  Oh, I think I shut it off.
[Pause.]
MR. SRINI ATTILI:  So two more slides.  Then we're going to take questions.
The intent here is to kind of say how do you start?  How do you get started, right?  We heard a lot of talks this morning on kind of the criteria that you would use to say that a blockchain-based use case is routed or not, is blockchain the right technology to solve the problem or not?
So if you look at it from two different ways.  So there are the existing solutions that you have.  I mean, you're not going to replace something to implement blockchain in an environment.
We have several conversations with our clients on kind of where to start, what type of problem you want to solve.  And as I keep saying, change is constant, but progress is not.  So you've got to make sure you are picking the use case that is meant to use blockchain technology to solve a particular problem that you're trying to do, right?
So this layer that I mentioned earlier, right, the Hyperledger fabric.  How you can use Golang right now to write smart contracts.  It's important to decide what rules go on the -- on the smart contract itself, using that Golang language, what data goes on, how do you present those objects.  You can -- some of our clients initiate around kind of enabling micro services in the API economy.  It's much easier now to use RESTful APIs to -- from a blockchain to call those existing systems, right, that the data is being exposed in.
There are a couple of examples that I'm not going to read through bullets, but the idea is like when someone mentioned about PII data, you don't want to put the PII data on a blockchain.  It's all about hashtags. How do you get to the legacy systems?  You have a hash and be able to use blockchain technology effectively to -- on a shared ledger to share data with multiple stakeholders in your ecosystem, and the patient-mediated data exchange examples where, as a patient, you can control who sees what, when they can see it, and how they see it, right?
And in terms of new solutions, again, as you're building a new system or a new application, especially around data exchange or there's multiple stakeholders involved in the network that are outside your four walls of your enterprise, we take a hard look with our clients when we are drawing the system context.  When we're talking about use cases, we're talking about roles people play, to take a hard look at blockchain if that's the efficient way to solve a problem.
Again, the stack that I mentioned exists to plug in easily to your existing z Systems, to call the RESTful APIs easily and be able to test it out and prove your -- prove the concept that it works, right?
So, all right.  I know we're over time.  So it's 44 minutes or something like that.  We'll take questions.  We have a couple of our colleagues here, Tony Trenkle, Paco, Shahram.  If there's any questions, please let us know.
[Applause.]
MR. ERIC LARSON:  All right.  We'll do questions, guys.
QUESTION:  Yes.  That's an amazing set of presentations.  Thank you very much.
I'm just curious for the Hyperledger fabric, is there like the public blockchains, you can see how many transactions per day is happening and you can see how it's scaling.  Is there any public information at all on how fast Hyperledger itself is scaling as far as the number of transactions per day, that kind of information, please?
MR. SRINI ATTILI:  Where's Paco?  It's a tough questions.  That's supposed to be Paco.
So I'll tell you on the Bluemix environment when we test our data, at least the instantiations that I did when you invoke a transaction, you can see kind of the logs in there from the Bluemix platform.  That's just my experience.  So I'll turn to Paco.
MR. PACO CURBERA:  Yeah, unfortunately, I don't any numbers that I could share with you now.
QUESTION:  Okay.  Thank you.
MS. DOMINIQUE HURLEY:  Hi.  Dominique Hurley.  I'm with Biogen.
And so really, really loved this talk and feel very daunted by the number of people with the expertise in this room.  This is the first talk that really resonated with me, and in fact, I would love to show you all at -- at IBM Watson a deck that I've been pitching around my company.  It's exactly what you're just talking about.
MR. SRINI ATTILI:  Awesome.
MS. DOMINIQUE HURLEY:  So we, as a manufacturer, are very, very interested in this.  So I have a question for you.
Who are the authenticators?  And across, you know, so we have -- we have our loosely coupled companies that have to work together, as we all know, the pictures you drew up there.  We have shared processes. We all touch the same data every day.  And of course, everybody is housing the same data in their own silos.
We have those four, you know, the rap song of IDs, keys, pointers, and proof.  But who are the people that would authenticate in the current environment?
MR. SRINI ATTILI:  Do you want to take that, Paco?
MR. PACO CURBERA:  So as you say, it depends on the business scenario.  They are different.  Typically, there are networks of natural business partners that will become members of the network, right?
MS. DOMINIQUE HURLEY:  Could you give me an example?
MR. PACO CURBERA:  Well, so we're working with the financial industry, and there are a set of financial institutions that typically trade with each other or clear transactions with each other --
MS. DOMINIQUE HURLEY:  No, but in healthcare.  In healthcare.
MR. PACO CURBERA:  So I don't understand.
MR. SRINI ATTILI:  So in healthcare, right now we don't have examples to prove that out.  But the concept of it is it's a permissioned blockchain, right?  So you would, as you define your roles across your network of stakeholders, you would say -- I mean, there is different layers of authentication, right?  So you could -- you could define that as you are implementing the blockchain.
In healthcare, right now we do not have an example to give you a live case.  But on the financial industry side, we do have examples we can walk through.
DR. SHAHRAM EBDOLLAHI:  But in that case -- first of all, thanks for your question.  But in that case, let's say it's for pharmacovigilance, adverse drug event detection, and those kind of things.  You can imagine yourselves and other pharmaceutical companies gathering around FDA or some other Government entity as a precompetitive place to you being the author, authorizing entities together.
MS. DOMINIQUE HURLEY:  So I would love to talk with you all more about this because I really believe that you could turn to manufacturers, and it's going to sound odd.  But if you could get a host of manufacturers across a category to support authentication.
We have a big interest, obviously, in treating patients well and making sure especially in the specialty marketplace that that continuum is fast and rapid.  But I just feel like there is an opportunity for all the players to get together and really talk about that and figure it out.  And it's not just, you know, the agencies that need to do that.  I think we all have accountability to do it.
DR. SHAHRAM EBDOLLAHI:  Yes.
MS. DOMINIQUE HURLEY:  So if you have time tomorrow, I would love to catch up with you.
DR. SHAHRAM EBDOLLAHI:  Absolutely.  Would love to meet with you.
MR. SRINI ATTILI:  Thank you.  Thanks for your question.
QUESTION:  So, hi.  Thank you.
I wonder if you could clarify one thing.  I've followed what you're doing in the press, and especially with the commercial blockchain that's I think being used for supply chain, in-house blockchain --
MR. SRINI ATTILI:  Global Financing, yeah?
QUESTION:  Yeah.  As I read it in the press, it sounded like you were taking various applications within IBM and taking transactions that occur at certain milestones in the process and putting those into the blockchain so that you have a sort of a global view of product or service, whatever it is, that's flowing through the chain as it flows through the chain.  And then that you realize efficiencies as a result of having that global view.
Is it the case that all the nodes of the chain are in-house in IBM, and you're sort of consolidating all of that information into a blockchain that you're only using internally?  Or do you have financial partners and other types of partners that are also operating nodes and writing to the chain itself?
MR. SRINI ATTILI:  So I get the question.  I don't have a definitive answer.  Again, these people are not meant to leave me alone on the stage.  They're supposed to join me.
[Laughter.]
MR. SRINI ATTILI:  So definitely the querying part is there for the external parties.  I don't know about the nodes part.  We can go back and get an answer from our global financing team, and I can get -- if I get your name, I will get an answer for you.
QUESTION:  Yeah, that would be great.  All right. Thank you.
MR. SRINI ATTILI:  Thank you.  There is one guy stood up for me.
MR. RAJ SHARMA:  My name is Raj Sharma, and I'm with a company called kreateIoT.  This question is probably more for Shahram.
So in a patient-mediated health data, we've talked about that, and you know, because of meaningful use and download view and transmit requirements of meaningful use, today as an individual, whenever I come back from a hospital or come back from a doctor's visit, I can certainly download and view my information, right?  and I don't need blockchain to do that.  I can log into a portal and do it.
I think the challenge is really the transmit portion of download, view, and transmit.  I have my data.  Now if I want to transfer that data to another entity, another doctor or another hospital, today I may be able to do it by using the same patient portal and upload that data.  Again, I don't need a blockchain for that.
Now if -- you know, if we implement something like this, then all these systems like Epic and Cerner and all those systems have to somehow implement a front-end gateway that taps into the blockchain in order to consume that data.  So today I have the data, but I don't have the entity to consume the data.  Any --
DR. SHAHRAM EBDOLLAHI:  Sure.  So last HIMSS, I believe it was in February of this year. So a lot of the EMR companies committed to interoperability and opening up, if you will, the data or enabling data exchange, right?
Last weekend, there was the HL7 FHIR Hackathon here in D.C. right?  So a lot of these EMR companies are also enabling like FHIR standards and exchange of data.
So it's one piece of it is what resides in the EMR, but as I showed on that chart, that is only if you look at what matters with respect to the determinants of health, that is only 10 percent of the thing.  Of course, it's very important.  That is how healthcare is being done today.
But taking that diabetic patient example that I mentioned, there is a lot of other things that you as a patient need to have access to and enable the agents who provide care to you to have access to as well.  So it's not just that EMR is an important piece of it, and absolutely, you are correct.  I think there are mechanisms to tap into that.
And there are standards that are coming online to actually help with that as well, but I think there are other aspects.  Is it home care?  Is it IoT?  Is it other type, bits and pieces of your data is also important because of the distributed fashion of that.
MR. RAJ SHARMA:  So no question, I can get all this data into my smartphone, right?
DR. SHAHRAM EBDOLLAHI:  Yep.
MR. RAJ SHARMA:  Because they all have portals, and I can download all the data.  It's really the consumption by another entity that's a challenge, right?
DR. SHAHRAM EBDOLLAHI:  Yes.
MR. RAJ SHARMA:  And I understand FHIR and smart will obviously take care of some of the interoperability issues, but then to put all of that on a blockchain?
DR. SHAHRAM EBDOLLAHI:  No, not putting the data on the blockchain.  Not putting the data on the blockchain.  So as I mentioned, the data resides wherever it's sitting, right?  So don't touch that.  But who can see what part of your data, that consent piece of it, that will go on the blockchain.
MR. RAJ SHARMA:  Okay.  So let's -- so let's take that stab.  I have the consent piece goes on the blockchain, and then all of these companies, all of these EMR, EHR companies will have to put some kind of adapters --
DR. SHAHRAM EBDOLLAHI:  Yes.
MR. RAJ SHARMA:  -- blockchain adapters to interact with all these consents that are on the blockchain.
DR. SHAHRAM EBDOLLAHI:  Yeah, so -- or I don't know how familiar you are with Watson Health.  I'm the head of innovation for Watson Health.  So through our acquisition of Explorys, we have the capability, I can put an appliance on the ground, in a hospital or in a clinic, which comes with 2,000-plus connectors to different sources, EMRs of different kinds and ancillary systems, and pull that data up into the cloud, right?
So a lot of those interactions are happening.  But the problem is -- so to go back to the example of value-based care.  People hop from hospital and clinic to different ones.  You don't have that continuity of the records.  Can this technology provide a way for whomever is trying to access your data to provide care to you to have that continuity of record for you?
Become -- and that becomes very important at this juncture in time because if you are going to things like value-based care and risk basically based contracting for providing care, that view of the health and financial data, both sides of the coin, becomes very, very important.
MR. RAJ SHARMA:  So you're saying that may be a motivation for these companies to --
DR. SHAHRAM EBDOLLAHI:  Yes.   Yes, exactly.  Exactly.
MR. RAJ SHARMA:  Okay.  Thank you.
MR. JOE ROSATO:  My name is Joe Rosato.  I just sort of have a general question.  You mentioned that this Hyperledger has the ability to do settlement?  In other words, settlement between two parties?
MR. SRINI ATTILI:  It's consensus algorithm that helps you based on the P -- PBFT, I guess that's the algorithm, the Byzantine algorithm.  So it does -- on the four nodes that we have, that we have available for testing right now, it does have the consensus algorithm deployed.  And it will help you --
MR. JOE ROSATO:  Between two parties, you have the ability to basically do the equivalent of settlement?
MR. SRINI ATTILI:  Each node, assuming it's a party, right?  And yes, it can do the settlement among the four nodes.  Yes.
MR. JOE ROSATO:  Okay.  Because when I first learned about Bitcoin, the reason I liked the concept was, is that in dealing with the concept of money, you deal with trusted -- two parties that are not trusted.
MR. SRINI ATTILI:  Correct.
MR. JOE ROSATO:  And it was a situation where the computers that were, therefore, used within the framework not being owned by a single entity are able to then do the settlement, if you will.  And you're mentioning a specific number of computers that IBM owned to do settlement between two parties, of which I'm assuming one of the parties that has the desire to do the settlement is going to wind up paying for.
Doesn't that sound like a conflict?  That's what I'm asking.
MR. SRINI ATTILI:  So let me take a first shot at it, and then I'll give it to Paco.
So those four nodes that we're talking about, that's just a test instance, right, can scale up to any number of nodes.  So you can take that blockchain Hyperledger fabric instance, and I can sell it to a client A.  The client A has that instance now, right?  And there would be --  it's a permissioned blockchain network.  It's a peer-to-peer permissioned blockchain.
So within those 4 nodes, or 10 nodes or 20 nodes, there are rules defined, right? So there still needs to be consensus on what block should be appended to the chain, right?  That settlement mechanism is based on the consensus algorithm that I mentioned.  It still is valid.  It's just instance of a blockchain that you're providing.
I don't know.  Paco, if you --
MR. PACO CURBERA:  It was just to make a couple clarifications.  One is that the settlement capability is actually a solution built on the core Hyperledger.  So which gives you the immutable ledger, distributed ledger, plus the consensus protocol.  On top of that, there's a political solution built, what Srini was mentioning before, for example, for our global finance unit, that allows in case of disputes, when there is some transaction in doubt, allows for a quick settlement of a transaction, right?  So that's the first thing.
The second one is that type of solution is also being -- is something working out with the different banks in the financial sector, and we can host the nodes or they can be hosted by the different banks.  But this is not a requirement that they all be IBM.  I mean, we host infrastructure for many people, right?  So it's actually their choice.
We happen to have a deployment where we host the nodes, right?  So this is not something so that is a necessary part of the solution.  Right.  I understand your point is good that if we own all the nodes --
MR. JOE ROSATO:  Yeah, mine is just --
MR. PACO CURBERA:  -- it somehow defeats the purpose, but we don't own them.  It's just in this particular deployment --
MR. JOE ROSATO:  Okay, yeah.  Because I was saying that when I think of the concept when blockchain came around, it was to solve a problem of trust.  And if someone tells me that all the computers are run by a single entity, I have a real problem with that.
[Laughter.]
MR. JOE ROSATO:  So, okay.
MR. ERIC LARSON:  Okay.  We have a couple more questions.
QUESTION:  Yes I have a question around your garage network.  How does it really work?  Like if I am a business person, I have a use case.  How do I work with IBM on that?
MR. SRINI ATTILI:  So please come to our garage, as I mentioned.  So jokes aside.  I mean, the garage is meant to work with experts to take a real business problem, use design thinking principles, look at it from a user perspective, and see if a blockchain makes sense for that problem that you're about to solve or not.
And then it goes into the details, right?  You define the rules.  You define the network.  You define how it works.  I mean, similar to how you design any system, right, the system context diagram, and then you go flow down.
But that's where you get started.  I mean, in the morning presentations, I think there were some good presentations where they said sometimes blockchain is not applicable.  It's not meant to solve all problems, right?
So those basic questions that we covered in the morning should apply when you are looking at a problem you're trying to solve, and that is blockchain a fit or not, right?
MR. TONY TRENKLE:  And part of the reason we're here today is to talk about what are some of the use cases where blockchain is the most applicable, and that's part of the discussion we'll have today and tomorrow is the fact that, as Srini just said, blockchain is not applicable for everything.
But it is applicable for some things, especially when you look at consent and nonrepudiation.  And I think some of the things like prior authorization and some of the other areas around claims are ripe for the use of blockchain.
MR. SRINI ATTILI:  And Tony is on a panel today or tomorrow, tomorrow, right?  Yeah, tomorrow.
QUESTION:  So these all sound like really great implications.  Is IBM Bluemix, is that something that could be termed enterprise ready?  Is there, I guess, any things in the work to actually implement this technology in, say, an enterprise healthcare system or information system?  And what is the -- is there an official timeline for, you know, civilians to actually benefit from this technology as a result of Bluemix, or is it all projections at this point?
MR. SRINI ATTILI:  So Bluemix is enterprise ready, right?  There are a lot of services that go on Bluemix from apps, IoT, rather all kind of -- Watson --
QUESTION:  Sorry.  I meant the blockchain.
MR. SRINI ATTILI:  So the Bluemix part.  So blockchain part, I think, as I said, now there are two services we offer there.  Both are limited to four nodes plus the certificate authority, right?
So the starter developer kit is for developers to test out, right?  You go, and as I said, I traded marbles yesterday.  I could create marble asset trade with the network.
The high-security business network we are selectively working with clients.  So you would have to request permission from IBM.  We would come and assess, and that's the z System hooks that we are talking about, right?  So within a mainframe environment, you can take the entire stack -- the Hyperledger fabric, all the things I was telling you -- and then you can deploy.
So it's on a case-by-case basis.  Do we have an enterprise live example in healthcare right now?  No.  We're working through it.
QUESTION:  All right.  Should we be expecting anything big by the end of this year regarding IBM and blockchain and healthcare?
MR. SRINI ATTILI:  I can't disclose anything that's not public yet.  So, sorry.
[Laughter.]
QUESTION:  Thank you.
MR. ERIC LARSON:  All right.  Thank you, IBM team.
[Applause.]
MR. ERIC LARSON:  Okay.  Thank you very much for your questions.
Last up is Accenture team.  Brian Kalis and Hanif Dharamsi?  Did I catch that right?  Come on up.  Did you want to walk around?  Do you want to stand at the podium?  What do you want to do?  Stand is good.
Agenda Item:  Blockchain:  Securing a New Health Interoperability Experience
MR. BRIAN KALIS:  Gotcha.  Hey, everyone.  Good afternoon.  And I'm Brian Kalis, and pretty excited to be between you and happy hour or a ride to your family. So it's a great place to be.
What Hanif and I plan to do is be fairly quick.  A lot of the topics have been covered.  So we're going to hit through that, and our goal is to get you out of here on time.
So, first of all, who are we.  So myself, I'm the managing director within our healthcare practice, where I lead our digital health strategy work.  So I work with our health plan, health system, as well as Government clients on strategies that sit at the intersection of technology, healthcare, and business.
We also have with me Hanif, who is with our financial services practices, where we've seen blockchain adoption take -- gone more advanced of where healthcare is at right now.
All right.  So we're going to work off old slides. So this is good.  All right.
So, first of all, in terms of to step back and kind of follow the discussion that we just had, in terms of what we aim to cover is three key things.  One is just present an overview of blockchain in general.  Given that's been covered at length throughout the day, we'll go fast.  Two, we'll take a look at applications and use cases we see, specifically ones that are tied to ONC roadmap goals, and lastly, look at policy recommendations or guidelines related to ONC and NIST of things that can happen to continue to advance the ball.
So why is that important?  A big reason why that's important is following the last discussion is we see blockchain in healthcare in the garage, just as everyone is mentioning.  There aren't live implementations.  There is early experimentation, and ultimately a big reason why we have Hanif in our financial services practices here is because we expect healthcare to follow a similar adoption curve to financial services, which is still in early stage, but ultimately ahead of healthcare related to its adoption.
If we look at important applications -- I'll skip past this.  We'll move just into blockchain --
MALE SPEAKER:  Sorry.  If you want the updated --
MR. BRIAN KALIS:  We can roll with this.  We'll go.  So, yeah, with that, Hanif, you want to go?
MR. HANIF DHARAMSI:  Thanks, Brian.
So people have used the term "blockchain," it kinds of gets confusing.  At lunch hour, I was talking to a few folks, and sometimes you confuse it with talking about digital currencies.  We talk about it with regards to smart contracts or tokenization.
But ultimately, we've all learned today through some great experts and subject matter experts in this is that what it really is it's a distributed ledger where transactions are replicated across a number of computers rather than relying on a central server.  Essentially, that's what it is.
And in terms of some of the key parameters that are included, it's digital signature to prove your identity.  It can be viewed by certain folks that hold a key to unlock that.
It also has mechanisms in place that prevent it from changing any of the historical records.  So very loosely put, the difference between blockchain and a normal database is a blockchain is actually a package. It contains a normal database, and then you wrap it around with some software that allows you to create new rows, validate those new rows based on some agreed principles.  It has some mechanism of allow key folks to take a look at that dataset, and ultimately, it provides a very secure environment.
So it's consensus, and that consensus is built by validating the data, and it's done that through cryptology.  So cryptology actually allows you to write to the block.
And as Brian mentioned, some of the most -- where we're getting a lot of the adoption and deployment today is in financial services, where I focus on.  And a couple of months ago, I was asked to help some of our banking clients think through blockchain and what are some of the friction points it solves.
So we're seeing a lot of adoption and deployment in payments today, in clearing and settlement.  Also in trade finance, where they're talking about digital letters of credit.  In peer-to-peer, we've talked a lot about Bitcoin, permissionless network today.
And when you start to think about the merits of what's happening in financial services and wrap that around, you can start to see some applicability to health records and linking identities and recording patient consent.
So very quickly, as we said, it is open access.  It is fully transparent.  You access it through your normal Internet protocols.  It is truly borderless and a P2P network.
And when you think about healthcare, this is probably an opportunistic time in healthcare, when you think about patient record and that long sought after longitudinal health record that we all seek that contains every episode of care from early childhood to old age for wherever healthcare was delivered.  It'd be great to have all of that on one record secured.  It could help lead to lower medical errors and better patient outcomes.
For regulators, I think it's an opportunistic time for regulators to take a look at what are the key friction points that they're trying to solve for, and can blockchain solve for that?  And what are the benefits derived?  It's kind of the same thought process the financial industry went through.
It is a distributed network.  So chains cannot just simply disappear because it is replicated.  Because you're building copies, it's secure.  It's a single source of truth.  And it also eliminates the timely reconciliation process that plagues a lot of industries today.
The key to distributed networks is really scale.  So think about the fax machine.  When the fax machine was first introduced, it was wonderful technology.  You brought it home.  You plugged it in, and then what?  You had to think about who to send it to.  So the recipient also had to have a fax machine.
But soon enough, as those networks grew and the value of that technology grew, so did interoperability and so did convenience.  And that perhaps is something that is key to distributed networks today is how do you build that scale?
It is consensus.  Changes can only be made by individuals and organizations.  It's validated.  In the case of Bitcoin, you have miners, sophisticated computers that are running algorithms that are trying to solve for something and validate something before it posts to the block.  And when it does post to the block, it's immutable.  So you have a high degree of confidence in the data and the reliability.
In consensus, the key is common standard.  So think of VisaNet.  So when a bank wants to issue credit cards and wants to join the Visa Network, it has to follow certain standards, protocols, whether it's messaging, settlement, posting times.  Same sort of idea has to be put some thought into when it comes to healthcare.  We need to figure out a way to create those common standards that make sense.
And we've talked a lot about security today.  It is very difficult to hack the chain, and then to some degree, if someone did hack the chain, what you would see, and I think Drummond, I believe, showed what that chain looks like.  It's a bunch of symbols.  It's a bunch of numbers.  It's a bunch of letters.  It may not make sense when you hack it exactly what it means, but it is important because what it is, is it's a pointer to where the authenticated data resides.
And so that's very important and very secure.  And as we said, it's based on encryption.  So you have a public key.  Think of it as your home address.  And a private key, the actual key to get into your house.  And cryptology.
These slides just don't look right, do they?
MR. BRIAN KALIS:  No.
MR. HANIF DHARAMSI:  Anyways, so it is public or private or, as we say, permissionless or permissioned.  And permissionless, obviously, anyone can use it.  We've talked about Bitcoin a lot, permissionless network.  Think about public records in terms of property, for example.  We talked a little bit about that.
Imagine accessing property records not just at the county level, but multiple counties, multiple cities, multiple States, all on a blockchain.  There is even a case out there where a university is putting degrees on the blockchain so you can actually see the credentials of an applicant all on a blockchain.
So when you think about that, it's kind of easy to apply that to healthcare when it comes to medical licenses and certifications.
Permissioned blockchains really addresses the privacy concerns.  A defined group can participate in this case, and they're set by certain standards and rules within that ecosystem.  So it's really known actors in a very much controlled environment.  In its most simplest forms, it's an intranet.  So just think about your own organization.  But it's also an extranet.  And what I mean by this is more like consortiums.
So today there are about six or seven or eight banks out there that have formed a consortium to try to solve a very -- a friction problem and have agreed to work with each other, to trust each other in order to solve these problems through the use of a blockchain.
And that leads me right into a case study, and this is not healthcare related.  This is financial related.  Today, if you want to move money from point A to point B, it is incredibly cumbersome, expensive, and a capital-intensive process for a bank. So today, if you were sending money from the U.S. to Japan, for example, if your bank did not have a bilateral relationship with the beneficiary bank, it has to go through this process on the left, this diagram.
It has to go through a central authority to a correspondent bank, then moved, converted over, moved over to another correspondent bank in the receiving country through their central authority, to another correspondent bank that eventually has a relationship, a trusted relationship with the beneficiary bank you're trying to hit.
That's the process today.  This is how it works today, and there are over 2 billion transactions that happen this way.  And it comes at a cost of $2 trillion to banks in terms of operating costs and fees.
The problem with this system today is you have limited visibility into the transaction fees and the foreign exchange rates.  You have actually no idea what the final amount is going to be, where it lands in the beneficiary account.
The settlement, the key thing that the banks are trying to solve for is the settlement issue.  So today this can take anywhere from 1 to 3 days.  That might not sound like a lot, but when a bank has millions of dollars of capital tied up in accounts all over the world not doing anything other than just underwriting the transaction, that's a tremendous cost.
So what banks have decided to do is to try blockchain to form these bilateral, multilateral agreements so they connect directly to each other, and you eliminate all that in the middle.  And what it does is it gives you full visibility into the transaction.  You know exactly what the fees are up front, sending and receiving. You know exactly what's going to be received in the beneficiary bank.
Most importantly, settlement is instantaneous.  It's real time.  It's within 8 seconds.  And that, to banks, is critical because you eliminate all that capital that's deployed around the world, sitting there doing nothing.
There are no intermediaries, and you also eliminate counterparty risk.  So what do I mean by that?  If you look at that system on the left, if there's a problem with your transaction, if it goes missing or there is a dispute or there is some error handling that you have to do, it comes at a tremendous cost, and somebody has to take on that liability.
In the example on the right with blockchain, it actually eliminates that.  So for this particular use case, for this particular frictional point, for this particular six, seven banks that are working together to solve this, it works, and it makes good sense. And I think when you look at the merits of that and start to think about how you apply it to healthcare and its interoperability, it starts to make some sense.
And with that, I'm going to turn it over to Brian to take you through that.
MR. BRIAN KALIS:  All right.  Thank, Hanif.
So how can blockchain be applied to both enable the ONC's shared interoperability roadmap?  Overall, you see five key building blocks outlined in that interoperability roadmap.  Of the five key building blocks, there are three primary use case that we see having the most applicability beyond financing use cases.
One being secure and trusted records similar to what you saw in the prior presentation related to patient-mediated data.  Two, identity linking.  And then third, patient consent.  So similar concepts we've mentioned.
So we'll go onto that.  So what is the current state -- what's the current state of healthcare information?  So as we talked about, we currently have a large number of redundant data stores where data is coordinated by centralized sources, whether it's a health plan or multiple health plan data stores, health systems and multiple health system stores, personal health data, or all the different sources of information like you saw in the prior presentation.  All of this has risk related to data breach as well as inconsistencies and duplication.
So why is this a big deal?  You'll have to envision the slides that would follow.  But overall, in terms of why this is a big deal, this has a lot of nonclinical waste in the system that has the opportunity to be removed if you can actually reduce that redundancy and ultimately streamline those transactions.
A good thing to reference is Don Berwick's nonclinical sources of waste, also known as "the wedge," which shows how many billions of dollars in the healthcare system are ultimately attributed to administrative complexity; fraud, waste, and abuse; redundancy, et cetera, that ultimately need to be explored as a potential business case to make some of the reductions with blockchain.
A second component of blockchain's potential is related to privacy and security, specifically trying to address the large number of data breaches we've seen in healthcare that continue to grow by pushing some of that information identity towards the patient.
So what could that target future state look like? Ultimately, the aim is to look at a centralized view of data across all the parties with guaranteed access.  Our aims, similar to what you've heard through the dialogue throughout the day, is that this would be a permissioned-based system versus permissionless that ultimately would have hashes stored on the blockchain that reference a person's individualized data.
With that, you remove -- you get this concept of the centralized store.  The patient ultimately becomes in control of that information, and it can be mediated across the chain.
We see benefits both in terms of creating secure -- well, secure and trusted record.  So none of the personal information is actually stored on the chain, as was mentioned before.  Keys are used to authenticate and validate that a person is who they say they are, and ultimately, that consortium determines the governance rules related to access.
In terms of linking identities, our hypothesis is using capabilities or concepts like the Cambridge blockchain of ways you can use multiple forms of authentication or trust authorities that can be used for people who are unbanked and so forth.  And ultimately continuously append to that dataset to improve the identity linking.
And then, lastly, recording patient consent.  So ultimately by putting the patient in charge of mediating the control, the consent of how the information is shared, is used gets put in the power of the individual.
With that, we see many use cases beyond those that have been explained.  So one looking population health applications, improved auditing and logging, patient data as a service, health IT application development, new access points for healthcare data, and ultimately connecting traditional databases to the healthcare blockchain as well as multiple revenue cycle capabilities would have been previously discussed.
With that, though, there are still many barriers that the industry faces before this reaches wild-scale enterprise adoption.  And as we mentioned, we still see many of these applications in the garage and yet to actually be put to practice in the field within healthcare.
One is regulatory.  Blockchain itself introduces a new sociopolitical paradigm of how to exchange information.  This is still being figured out in financial services.  To presume that it would be figured out in healthcare is also a bit presumptuous.  So following that is important to learn.
Second is scalability.  So this is solutions that can handle the required volume.  How can the blockchain actually handle the scale that may be required?
Verification speed, which has been discussed.
Security breaches.  Although the protocol itself of blockchain is secure, as people have mentioned, the wallet and protection of the private key is ultimately at risk and needs to be figure out what on the user side can be addressed.
And then lastly is immutability.  So one of the strengths and core tenants of blockchain also can be a weakness.  In particular, what can be required when an error does occur and there is a need to actually correct it?  You can expend a lot of energy in terms of trying to fork a blockchain or so forth to solve that error.  And this can be important if it has information related to healthcare, which may be inaccurate and stored on the chain.
So what are some potential recommendations or suggested actions for ONC and NIST, given the current state of the situation?  I think, overall, this workshop and the challenge is a good example of the activities that, ultimately, our recommendation is to continue these activities and accelerate them to further advance the thinking about blockchain applications in healthcare.
So one would be to conduct environmental scans and industry outreach, similar to what was started here today, and thinking through what is actually happening out there?  How are things being deployed?  What different use cases are being there?  And summarizing that, both diffuse it to the market to work on enterprise applications.
Second is an ONC and NIST blockchain white paper. This is synthesizing all of the findings from both this event as well as the learnings from the market scan into something that can also continue to help with enterprise adoption, both within the private sector and public sector.
Third, continuing workshops like this, bringing people together, ideally modeling off of things like Health Datapalooza, which are looking at both private and public collaboration and, ultimately, scaling the idea and continuing this ongoing.
Fourth, exploring Federal advisory committees as a way to gather information and to fuse.  And then, lastly, demonstrations of blockchain applications specifically in the three use cases of secured healthcare records, linked identities, as well as patient consent.
So, with that, I'll open it up for questions.
[Applause.]
MR. ERIC LARSON:  We clap after questions here, ladies and gentlemen.
[Laughter.]
MR. PAUL OATES:  Hi.  Paul Oates.  I'm on the payer insurance side at Cigna.
First, just a fact -- just a clarification for a question.  Could you clarify some of the confusion I still see in this presentation and the prior ones on use cases?  I see blockchain being suggested as identity only, but then I see population health use cases.
I see it as no data will be in the blockchain, but yet also it will be a source for patient history.  I see it used for analytical purposes, but it's really not an analytical tool set.
So can we -- can we clarify what we're talking about that's flowing on the lines in the pictures?
MR. BRIAN KALIS:  Yeah, I know.  And also it's helpful that the lines are all mixed up on the visual.  So I appreciate that.
MR. PAUL OATES:  Yeah.
MR. BRIAN KALIS:  Yeah, so a big part of this was so on the identity side, there is the concept of actually having an identity store or multiple stores similar to Bitcoin identity being stored to both used for verification and authentication.  So components of that would be on chain.
A second component related to then using that as a basis to reference your medical information, whether it's within a medical record or so forth.  The intent there is that that actually would just be a reference to off-chain data.
MR. PAUL OATES:  Okay.
MR. BRIAN KALIS:  So the reference is stored to that linked identity or set of identities that ultimately is controlled by the patient.
And then, lastly, because the patient has those identities and so forth, they also can manage consent across payer-provider or provider-patient and all the different relationships in the ecosystem.
MR. PAUL OATES:  Okay.  Perfect.  Thank you.
Now another question.  I'd like to suggest -- well, first, I guess suggest we need some adoption discussion that you're starting to suggest here.  I feel like this is déjà vu all over again for our distributed federated HIE.  Just we're changing the database, and who cares?
So can we talk a little -- would you suggest, and what would your suggestion be for where would the conversation take place for dealing with some of the same age-old problems we have around semantics, taxonomy, code sets, ecosystem tools so that we move beyond the core of the blockchain issue, which is really not that significant to me, but still the bigger problem in healthcare is the rest of the topics.  The changing of the data structure really isn't the problem.
Where would that conversation take place, moving out of this meeting beyond NIST?
MR. BRIAN KALIS:  Yeah.  So, one, related to some specific answers to those, I can actually point you to a colleague following this.  Related where the discussion would take place, I think that is part of the proposed discussion here.
I think part of the aim would be, well, what are those potential use cases or problems and then conducting -- actually trying it and applying it to determine is it different?  And if so, how?  Or is it to determine those things before you choose to scale it?  I think that's it.
MR. PAUL OATES:  Okay.  So maybe a good discussion for panel tomorrow.
MR. ERIC LARSON:  It is, actually.  Next steps panel tomorrow.
MR. PAUL OATES:  So we'll do that.  Thanks.  Great.
MR. ERIC LARSON:  And you'll be on it.
MR. BOB FARON:  Hi.  I'm Bob Faron from U.S. Citizenship and Immigration, and I've been here learning quite a bit today about the blockchain process.  But one of the things that I keep seeing is the regulatory/governmental interaction.  And I'd love to get some more views from both -- from the medical side particularly.
My program actually has very limited touch, but you know, the ACA comes to us every time a patient comes to them and says we're eligible.  And we have to say whether they're eligible as a benefit from an immigration process or whether they are eligible for other citizenship reasons or things like that.
So I'd just like a little bit more explanations to the role within that, and then the gentleman who was earlier said we shouldn't have any PII on the -- on the system, and how is that all going to fit together in your view of things kind of thing?
MR. BRIAN KALIS:  So to your second question, that's -- I'd go back to the prior response.  So the primary aim, at least with PHI versus PII, is that that would be off chain.  On the PII side, and this is where, Hanif, you'll have to catch me if I'm there, but I think most of that would be actually hashed or secured.  So it wouldn't necessarily be stored, per se, on there.
Your first question related to regulatory frameworks.  So part of this comes into just the freedom to even test certain activities.  So if you go within healthcare specifically, where you're dealing with ownership of data and State -- variations in State laws related to who owns the data and who can access that being a variation, the concept of interpretation of HIPAA laws and how HIPAA can be consented.  You know, can this information be shared or not?
And ultimately, if you flip that paradigm where the patient has a key and controls it, what are the implications?  And it's exploring that regulatory framework.
I don't know if you have anything else from financial services, what you've seen, Hanif?
MR. HANIF DHARAMSI:  No, just with regards to regulators and how they might be looking at this, I think that was part of your question there.  So I can certainly speak from a financial services sector.  It varies.  That's sort of the standard answer.
But they are looking at this.  They're not saying that we need to be integrated or looking at it for every transaction that's performed, as long as certain criteria are met and as long as banks are conforming to that criteria.
So in financial services, it's reporting.  It's AML compliance reporting.  It's checking that you're a good guy and you're not on the OFAC list and those sort of things.  You're reporting suspicious activity reports.  As long as you're complying with what the Government has set as the base standard, they're okay with looking at things like blockchain and how blockchain works.
And that's today's state.  It's not to say that that will be the future state when it comes to regulation.
QUESTION:  So one of the things that we spend a lot of time on in healthcare information systems is liability, and there's very, very limited upside, to put it lightly, to a healthcare organization opening the walls at any level.  Like that's just not the way the regulatory framework works.
And I'm wondering if we can get guidance from the financial services industry about how they couched that liability conversation as there are systems that are demonstrably not either of them that could lead to inappropriate disclosure?
MR. HANIF DHARAMSI:  Sorry.  You started off with a healthcare question.  So I didn't pay attention, and I thought Brian was going to answer it.
[Laughter.]
QUESTION:  The question is some --
MR. HANIF DHARAMSI:  But you turned it around and put it on me.  So I'm going to ask you to repeat that, please.
QUESTION:  Sure, sure.  The question is when in these conversations about liability, we always come down to like a system owner and an attestation of who is going to be responsible should the bad thing happen.
And that's pretty straightforward if you're one institution and you're choosing to deploy a software solution.  In the pictures that I've seen, there is a blockchain entity that is between the institutions who are all leveraging it to shift money between themselves.  It seems like a great model to have a really conversation around who is liable if something goes wrong.  So what's the answer?  Because since they're doing it.
MR. HANIF DHARAMSI:  Yeah, and it's very early, and it's new.  And what it is right now is a great discussion around rules on that.  But because it is real time what we have noticed so far in a lot of the pilot cases is that probability of actually encountering an error and subsequent liability has been negligible.
But it doesn't mean to say that it won't happen in the system as the network grows a lot more.  So that's the rule engine that today this consortium is working around, that as we grow this network, while it's controllable between 5, 6, and 7 banks, what happens when you get to 100 and 1,000 banks?  And how do you handle that liability and that error resolution?
So no clear guidance or answer today, but it's certainly something that is top of mind.  Just because settlement happens real time doesn't guarantee that it's right.
QUESTION:  Cool.
MR. BRIAN KALIS:  And I think to add to that, I think this ties to the earlier points and also what you see here of stating this is early stage.  And also if you're hearing that from financial services, which has a 2- to 3-year clip in terms of at least moving from slideware to concept, think of where we're at now here.
So this is a good place to start.  Now we need to get live implementations and start to explore all these things.
MR. ERIC LARSON:  Last question.
MR. MANU SPORNY:  Hi.  Manu.  Part of our work is at the World Wide Web Consortium is working in the payments industry.  So payments and identity, you've got this KYC AML component of payments, and I wanted to underscore a point that both of you were making in that, you know, this is very early days.
There was a question on, you know, there is liability here.  Where does liability lie?  There are banks that are currently undergoing, you know, testing. I think -- I think this community, the healthcare community, should really pay attention to what's happened in the financial services sector when it comes to blockchain, right?
So we have R3, which has had close to $100 million pledged towards the work there, right?  I think, arguably, not much has come out of it, right?  If what we have after $100 million pledge is five to six banks that are in a pilot that may or may not go further, that should kind of demonstrate to the people in this audience where we are from a perspective of this stuff being ready for prime time.
So I think it's difficult to look to any industry at this point and say blockchain can certainly be used for X, Y, and Z.  I think we have a bunch of really interesting ideas on the table.  But if the healthcare industry is looking at the amount of money that needs to be spent before you see whether or not this stuff is useful, if you look to financial services, it's $100 million, and that might not even get you there.
MR. BRIAN KALIS:  Other than to say agreed.  Yes?
QUESTION:  I had just one more question.  So just to mention the $100 million, there's also the $50 million for Ethereum that basically the liability of who wrote the contract, the Solidity contract for I wouldn't call it the hack of the Dow, the decentralized autonomous organization.  It was a vulnerability that someone took advantage of a poorly written contract.
So, ultimately, it's poor code review of someone, and who wrote the contract, and it was the fault of everyone who -- who signed up for the Dow that didn't read the code or understood the code.  So I think it's shared liability.
DR. JASON WONG:  Thank you.  Great presentations.  Again, Jason Wong, one of the physicians.
A couple points.  One, it's really great to be here in D.C., actually.  We have some great folks, Coin Center, all the lawyers are here, like in this area, and the regulatory bodies.  So this is a great area for blockchain.
Question, a technical question, even though I'm not from a technical background. What is your feeling on the different languages that are being used?  For instance, there is some suggestion that the Ethereum coding language, Solidity, is really -- does not have the logic, the checks in order to make sure the formal proofs that are actually -- that can be embedded with -- to making sure that there is not these errors are happening like with the Dow and stuff.
And there is some suggestion that there is languages more advanced from there that might be better.  So that would make Ethereum like totally useless.
MR. BRIAN KALIS:  So I will easily respond to that by punting it, by saying what I'll do is actually get back to you and also address that tomorrow.  So I have an engineering background, but also enough to realize that I should not be your engineer because I've let that go stale.  So I'll talk to some of our teams that are deeper in that.
Thank you.
MR. ERIC LARSON:  Okay, thank you, guys.
[Applause.]
MS. CAITLIN RYAN:  Okay.  I know it's been a really long day.  So I'm going to try and move things quickly forward.
I'm Cait Ryan.  I support Debbie Bucci at ONC.
First, I'd like to congratulate her and thank all of our presenters for putting together an informative and thought-provoking first day, and I'm sure tomorrow as well.
Tomorrow, we will be hearing from the remaining challenge presenters.  I hope all of you will be here tomorrow at 9:00 a.m. as well.  As Steve Posnack said in his opening remarks, we were pretty overwhelmed with the turnout from both the challenge and the workshop.
John Snyder will talk a bit tomorrow about the challenge statistics, but I can update that we've had 255 registrants for this event, about 160 of which were able to attend at some point during the day.  And at 8:00 a.m., we did announce the blockchain challenge page on ONC's Tech Lab and have had 1,500 views so far. I've refreshed my page 45 times I think just checking those numbers.  So it's a little inflated.
So whether blockchain is a buzzword for now or it is around for the long haul, it's certainly worthy of our attention and discussion.  And if you haven't done so, please check out HealthIT.gov/blockchain.  It's got all of our updated workshop materials, even Brian and Hanif's.  And it also has the challenge submissions of those that allowed us to post.
And it is 4:50 p.m. in the DMV area.  So traffic is horrendous.  There is a group of us that will be going to Dogfish Head across the street.  That's at 800 West Diamond Avenue.  If you guys want to continue your discussions of blockchain or just grab a cold beer or just avoid traffic altogether, that's where we'll be.
Thanks.
MR. ERIC LARSON:  Okay.  Thanks, Cait.
[Applause.]
MR. ERIC LARSON:  Okay.  I think Cait said it all.  The last thing would be, please, just if you brought in some cups or something, just look underneath your chair.  Clean up your stuff after you.  Yes, NIST team.
Other than that, I guess see you guys at 9:00 a.m. I'm going to Dogfish.  So I'll see you there.
[Whereupon, at 4:50 p.m., the meeting was adjourned.]
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